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20.1 CONNECTION-ORIENTED TRANSPORT
PROTOCOL MECHANISMS
Two basic types of transport service are possible: connection oriented and connectionless or datagram service. A connection-oriented service provides for the establishment, maintenance, and termination of a logical connection between TS users.
This has, so far, been the most common type of protocol service available and has a
wide variety of applications. The connection-oriented service generally implies that
the service is reliable. This section looks at the transport protocol mechanisms
needed to support the connection-oriented service.
A full-feature connection-oriented transport protocol, such as TCP, is very
complex. For purposes of clarity we present the transport protocol mechanisms in
an evolutionary fashion. We begin with a network service that makes life easy for
the transport protocol, by guaranteeing the delivery of all transport data units in
order and defining the required mechanisms. Then we will look at the transport protocol mechanisms required to cope with an unreliable network service. All of this
discussion applies in general to transport-level protocols. In Section 20.2, we apply
the concepts developed in this section to describe TCP.

Reliable Sequencing Network Service
Let us assume that the network service accepts messages of arbitrary length and,
with virtually 100% reliability, delivers them in sequence to the destination. Examples of such networks are as follows:
• A highly reliable packet-switching network with an X.25 interface
• A frame relay network using the LAPF control protocol
• An IEEE 802.3 LAN using the connection-oriented LLC service
In all of these cases, the transport protocol is used as an end-to-end protocol between two systems attached to the same network, rather than across an
internet.
The assumption of a reliable sequencing networking service allows the use of
a quite simple transport protocol. Four issues need to be addressed:
•
•
•
•

Addressing
Multiplexing
Flow control
Connection establishment/termination

Addressing The issue concerned with addressing is simply this: A user of a given
transport entity wishes either to establish a connection with or make a data transfer
to a user of some other transport entity using the same transport protocol. The target user needs to be specified by all of the following:
• User identification
• Transport entity identification
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• Host address
• Network number
The transport protocol must be able to derive the information listed above
from the TS user address. Typically, the user address is specified as (Host, Port). The
Port variable represents a particular TS user at the specified host. Generally, there
will be a single transport entity at each host, so a transport entity identification is not
needed. If more than one transport entity is present, there is usually only one of
each type. In this latter case, the address should include a designation of the type of
transport protocol (e.g., TCP, UDP). In the case of a single network, Host identifies
an attached network device. In the case of an internet, Host is a global internet
address. In TCP, the combination of port and host is referred to as a socket.
Because routing is not a concern of the transport layer, it simply passes the
Host portion of the address down to the network service. Port is included in a transport header, to be used at the destination by the destination transport protocol entity.
One question remains to be addressed: How does the initiating TS user know
the address of the destination TS user? Two static and two dynamic strategies suggest themselves:
1. The TS user knows the address it wishes to use ahead of time. This is basically
a system configuration function. For example, a process may be running that is
only of concern to a limited number of TS users, such as a process that collects
statistics on performance. From time to time, a central network management
routine connects to the process to obtain the statistics. These processes generally are not, and should not be, well known and accessible to all.
2. Some commonly used services are assigned “well-known addresses.” Examples
include the server side of FTP, SMTP, and some other standard protocols.
3. A name server is provided. The TS user requests a service by some generic or
global name. The request is sent to the name server, which does a directory
lookup and returns an address. The transport entity then proceeds with the connection. This service is useful for commonly used applications that change location from time to time. For example, a data entry process may be moved from one
host to another on a local network to balance load.
4. In some cases, the target user is to be a process that is spawned at request
time. The initiating user can send a process request to a well-known address.
The user at that address is a privileged system process that will spawn the
new process and return an address. For example, a programmer has developed a private application (e.g., a simulation program) that will execute on
a remote server but be invoked from a local workstation. A request can be
issued to a remote job-management process that spawns the simulation
process.

Multiplexing Multiplexing was discussed in general terms in Section 18.1. With
respect to the interface between the transport protocol and higher-level protocols,
the transport protocol performs a multiplexing/demultiplexing function. That is,
multiple users employ the same transport protocol and are distinguished by port
numbers or service access points.
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The transport entity may also perform a multiplexing function with respect to
the network services that it uses. Recall that we defined upward multiplexing as the
multiplexing of multiple connections on a single lower-level connection, and downward multiplexing as the splitting of a single connection among multiple lower-level
connections (Section 18.1).
Consider, for example, a transport entity making use of an X.25 service. Why
should the transport entity employ upward multiplexing? There are, after all, 4095
virtual circuits available. In the typical case, this is more than enough to handle all
active TS users. However, most X.25 networks base part of their charge on virtual
circuit connect time, because each virtual circuit consumes some node buffer
resources. Thus, if a single virtual circuit provides sufficient throughput for multiple
TS users, upward multiplexing is indicated.
On the other hand, downward multiplexing or splitting might be used to
improve throughput. For example, each X.25 virtual circuit is restricted to a
3-bit or 7-bit sequence number. A larger sequence space might be needed for
high-speed, high-delay networks. Of course, throughput can only be increased
so far. If there is a single host-node link over which all virtual circuits are multiplexed, the throughput of a transport connection cannot exceed the data rate
of that link.

Flow Control Whereas flow control is a relatively simple mechanism at the
link layer, it is a rather complex mechanism at the transport layer, for two main
reasons:
• The transmission delay between transport entities is generally long compared
to actual transmission time. This means that there is a considerable delay in
the communication of flow control information.
• Because the transport layer operates over a network or internet, the amount
of the transmission delay may be highly variable. This makes it difficult to
effectively use a timeout mechanism for retransmission of lost data.
In general, there are two reasons why one transport entity would want to restrain
the rate of segment1 transmission over a connection from another transport entity:
• The user of the receiving transport entity cannot keep up with the flow of data.
• The receiving transport entity itself cannot keep up with the flow of segments.
How do such problems manifest themselves? Presumably a transport entity has
a certain amount of buffer space. Incoming segments are added to the buffer. Each
buffered segment is processed (i.e., the transport header is examined) and the data
are sent to the TS user. Either of the two problems just mentioned will cause the
buffer to fill up. Thus, the transport entity needs to take steps to stop or slow the flow
of segments to prevent buffer overflow. This requirement is difficult to fulfill because
of the annoying time gap between sender and receiver. We return to this point subsequently. First, we present four ways of coping with the flow control requirement. The
receiving transport entity can
1

Recall from Chapter 2 that the blocks of data (protocol data units) exchanged by TCP entities are
referred to as TCP segments.
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1.
2.
3.
4.

Do nothing.
Refuse to accept further segments from the network service.
Use a fixed sliding-window protocol.
Use a credit scheme.

Alternative 1 means that the segments that overflow the buffer are discarded.
The sending transport entity, failing to get an acknowledgment, will retransmit. This is
a shame, because the advantage of a reliable network is that one never has to retransmit. Furthermore, the effect of this maneuver is to exacerbate the problem.The sender
has increased its output to include new segments plus retransmitted old segments.
The second alternative is a backpressure mechanism that relies on the network service to do the work. When a buffer of a transport entity is full, it refuses
additional data from the network service. This triggers flow control procedures
within the network that throttle the network service at the sending end. This service,
in turn, refuses additional segments from its transport entity. It should be clear that
this mechanism is clumsy and coarse grained. For example, if multiple transport connections are multiplexed on a single network connection (virtual circuit), flow control is exercised only on the aggregate of all transport connections.
The third alternative is already familiar to you from our discussions of link
layer protocols in Chapter 7. The key ingredients, recall, are
• The use of sequence numbers on data units
• The use of a window of fixed size
• The use of acknowledgments to advance the window
With a reliable network service, the sliding-window technique would work quite
well. For example, consider a protocol with a window size of 7. When the sender
receives an acknowledgment to a particular segment, it is automatically authorized to
send the succeeding seven segments (of course, some may already have been sent).
When the receiver’s buffer capacity gets down to seven segments, it can withhold
acknowledgment of incoming segments to avoid overflow.The sending transport entity
can send at most seven additional segments and then must stop. Because the underlying network service is reliable, the sender will not time out and retransmit. Thus, at
some point, a sending transport entity may have a number of segments outstanding for
which no acknowledgment has been received. Because we are dealing with a reliable
network, the sending transport entity can assume that the segments will get through
and that the lack of acknowledgment is a flow control tactic.This tactic would not work
well in an unreliable network, because the sending transport entity would not know
whether the lack of acknowledgment is due to flow control or a lost segment.
The fourth alternative, a credit scheme, provides the receiver with a greater
degree of control over data flow. Although it is not strictly necessary with a reliable
network service, a credit scheme should result in a smoother traffic flow. Further, it
is a more effective scheme with an unreliable network service, as we shall see.
The credit scheme decouples acknowledgment from flow control. In fixed sliding-window protocols, such as X.25 and HDLC, the two are synonymous. In a credit
scheme, a segment may be acknowledged without granting new credit, and vice versa.
For the credit scheme, each individual octet of data that is transmitted is considered to
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have a unique sequence number. In addition to data, each transmitted segment
includes in its header three fields related to flow control: sequence number (SN),
acknowledgment number (AN), and window (W). When a transport entity sends a
segment, it includes the sequence number of the first octet in the segment data field.
Implicitly, the remaining data octets are numbered sequentially following the first
data octet. A transport entity acknowledges an incoming segment with a return segment that includes 1AN = i, W = j2, with the following interpretation:
• All octets through sequence number SN = i - 1 are acknowledged; the next
expected octet has sequence number i.
• Permission is granted to send an additional window of W = j octets of data;
that is, the j octets corresponding to sequence numbers i through i + j - 1.
Figure 20.1 illustrates the mechanism (compare Figure 7.4). For simplicity, we
show data flow in one direction only and assume that 200 octets of data are sent in
each segment. Initially, through the connection establishment process, the sending
and receiving sequence numbers are synchronized and A is granted an initial credit
allocation of 1400 octets, beginning with octet number 1001. The first segment transmitted by A contains data octets numbered 1001 through 1200. After sending 600
octets in three segments, A has shrunk its window to a size of 800 octets (numbers
1601 through 2400). After B receives these three segments, 600 octets out of its original 1400 octets of credit are accounted for, and 800 octets of credit are outstanding.
Now suppose that, at this point, B is capable of absorbing 1000 octets of incoming
data on this connection. Accordingly, B acknowledges receipt of all octets through
1600 and issues a credit of 1000 octets. This means that A can send octets 1601
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Figure 20.1 Example of TCP Credit Allocation Mechanism
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Figure 20.2 Sending and Receiving Flow Control Perspectives

through 2600 (5 segments). However, by the time that B’s message has arrived at A,
A has already sent two segments, containing octets 1601 through 2000 (which was
permissible under the initial allocation). Thus, A’s remaining credit upon receipt of
B’s credit allocation is only 600 octets (3 segments). As the exchange proceeds, A
advances the trailing edge of its window each time that it transmits and advances the
leading edge only when it is granted credit.
Figure 20.2 shows the view of this mechanism from the sending and receiving
sides (compare Figure 7.3). Typically, both sides take both views because data may
be exchanged in both directions. Note that the receiver is not required to immediately acknowledge incoming segments but may wait and issue a cumulative
acknowledgment for a number of segments.
The receiver needs to adopt some policy concerning the amount of data it permits the sender to transmit. The conservative approach is to only allow new segments up to the limit of available buffer space. If this policy were in effect in Figure
20.1, the first credit message implies that B has 1000 available octets in its buffer,
and the second message that B has 1400 available octets.
A conservative flow control scheme may limit the throughput of the transport
connection in long-delay situations. The receiver could potentially increase throughput by optimistically granting credit for space it does not have. For example, if a
receiver’s buffer is full but it anticipates that it can release space for 1000 octets
within a round-trip propagation time, it could immediately send a credit of 1000. If
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the receiver can keep up with the sender, this scheme may increase throughput and
can do no harm. If the sender is faster than the receiver, however, some segments
may be discarded, necessitating a retransmission. Because retransmissions are not
otherwise necessary with a reliable network service (in the absence of internet congestion), an optimistic flow control scheme will complicate the protocol.

Connection Establishment and Termination Even with a reliable network
service, there is a need for connection establishment and termination procedures to
support connection-oriented service. Connection establishment serves three main
purposes:
• It allows each end to assure that the other exists.
• It allows exchange or negotiation of optional parameters (e.g., maximum segment size, maximum window size, quality of service).
• It triggers allocation of transport entity resources (e.g., buffer space, entry in
connection table).
Connection establishment is by mutual agreement and can be accomplished by a
simple set of user commands and control segments, as shown in the state diagram of
Figure 20.3. To begin, a TS user is in an CLOSED state (i.e., it has no open transport
connection).The TS user can signal to the local TCP entity that it will passively wait for
Active open
Send SYN
CLOSED

Close

Passive open

Close

SYN SENT

LISTEN

Receive SYN
Send SYN

Receive SYN
ESTAB
Close
Send FIN

Receive FIN
Legend:
Event
Action

FIN WAIT

Receive FIN

CLOSE WAIT

Close
Send FIN
CLOSED

Figure 20.3 Simple Connection State Diagram
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a request with a Passive Open command. A server program, such as time-sharing or a
file transfer application, might do this. The TS user may change its mind by sending a
Close command. After the Passive Open command is issued, the transport entity creates a connection object of some sort (i.e., a table entry) that is in the LISTEN state.
From the CLOSED state, a TS user may open a connection by issuing an Active
Open command, which instructs the transport entity to attempt connection establishment with a designated remote TS user, which triggers the transport entity to send a
SYN (for synchronize) segment. This segment is carried to the receiving transport
entity and interpreted as a request for connection to a particular port. If the destination transport entity is in the LISTEN state for that port, then a connection is established by the following actions by the receiving transport entity:
• Signal the local TS user that a connection is open.
• Send a SYN as confirmation to the remote transport entity.
• Put the connection object in an ESTAB (established) state.
When the responding SYN is received by the initiating transport entity, it too
can move the connection to an ESTAB state. The connection is prematurely aborted
if either TS user issues a Close command.
Figure 20.4 shows the robustness of this protocol. Either side can initiate a
connection. Further, if both sides initiate the connection at about the same time, it is
established without confusion. This is because the SYN segment functions both as a
connection request and a connection acknowledgment.
The reader may ask what happens if a SYN comes in while the requested TS
user is idle (not listening). Three courses may be followed:
• The transport entity can reject the request by sending a RST (reset) segment
back to the other transport entity.
• The request can be queued until the local TS user issues a matching Open.
• The transport entity can interrupt or otherwise signal the local TS user to
notify it of a pending request.
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(a) Active/passive open

Figure 20.4 Connection Establishment Scenarios

(b) Active/active open
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Note that if the third mechanism is used, a Passive Open command is not
strictly necessary but may be replaced by an Accept command, which is a signal
from the user to the transport entity that it accepts the request for connection.
Connection termination is handled similarly. Either side, or both sides, may
initiate a close. The connection is closed by mutual agreement. This strategy
allows for either abrupt or graceful termination. With abrupt termination, data in
transit may be lost; a graceful termination prevents either side from closing the
connection until all data have been delivered. To achieve the latter, a connection
in the FIN WAIT state must continue to accept data segments until a FIN (finish)
segment is received.
Figure 20.3 defines the procedure for graceful termination. First, consider the
side that initiates the termination procedure:
1. In response to a TS user’s Close primitive, a transport entity sends a FIN segment to the other side of the connection, requesting termination.
2. Having sent the FIN, the transport entity places the connection in the FIN WAIT
state. In this state, the transport entity must continue to accept data from the
other side and deliver that data to its user.
3. When a FIN is received in response, the transport entity informs its user and
closes the connection.
From the point of view of the side that does not initiate a termination,
1. When a FIN segment is received, the transport entity informs its user of the
termination request and places the connection in the CLOSE WAIT state. In
this state, the transport entity must continue to accept data from its user and
transmit it in data segments to the other side.
2. When the user issues a Close primitive, the transport entity sends a responding
FIN segment to the other side and closes the connection.
This procedure ensures that both sides have received all outstanding data and
that both sides agree to connection termination before actual termination.

Unreliable Network Service
A more difficult case for a transport protocol is that of an unreliable network service. Examples of such networks are as follows:
• An internetwork using IP
• A frame relay network using only the LAPF core protocol
• An IEEE 802.3 LAN using the unacknowledged connectionless LLC service
The problem is not just that segments are occasionally lost, but that segments may arrive out of sequence due to variable transit delays. As we shall see,
elaborate machinery is required to cope with these two interrelated network deficiencies. We shall also see that a discouraging pattern emerges. The combination of
unreliability and nonsequencing creates problems with every mechanism we have
discussed so far. Generally, the solution to each problem raises new problems.
Although there are problems to be overcome for protocols at all levels, it seems
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that there are more difficulties with a reliable connection-oriented transport protocol than any other sort of protocol.
In the remainder of this section, unless otherwise noted, the mechanisms discussed are those used by TCP. Seven issues need to be addressed:
•
•
•
•
•
•
•

Ordered delivery
Retransmission strategy
Duplicate detection
Flow control
Connection establishment
Connection termination
Failure recovery

Ordered Delivery With an unreliable network service, it is possible that segments, even if they are all delivered, may arrive out of order. The required solution
to this problem is to number segments sequentially. We have seen that for data
link control protocols, such as HDLC, and for X.25, each data unit (frame, packet)
is numbered sequentially with each successive sequence number being one more
than the previous sequence number. This scheme is used in some transport protocols, such as the ISO transport protocols. However, TCP uses a somewhat different
scheme in which each data octet that is transmitted is implicitly numbered. Thus,
the first segment may have a sequence number of 1. If that segment has 200 octets
of data, then the second segment would have the sequence number 201, and so on.
For simplicity in the discussions of this section, we will continue to assume that
each successive segment’s sequence number is 200 more than that of the previous
segment; that is, each segment contains exactly 200 octets of data.

Retransmission Strategy Two events necessitate the retransmission of a segment. First, a segment may be damaged in transit but nevertheless arrive at its destination. If a checksum is included with the segment, the receiving transport entity
can detect the error and discard the segment. The second contingency is that a segment fails to arrive. In either case, the sending transport entity does not know that
the segment transmission was unsuccessful. To cover this contingency, a positive
acknowledgment scheme is used: The receiver must acknowledge each successfully
received segment by returning a segment containing an acknowledgment number.
For efficiency, we do not require one acknowledgment per segment. Rather, a
cumulative acknowledgment can be used, as we have seen many times in this book.
Thus, the receiver may receive segments numbered 1, 201, and 401, but only send
AN = 601 back. The sender must interpret AN = 601 to mean that the segment
with SN = 401 and all previous segments have been successfully received.
If a segment does not arrive successfully, no acknowledgment will be issued
and a retransmission is in order. To cope with this situation, there must be a timer
associated with each segment as it is sent. If the timer expires before the segment is
acknowledged, the sender must retransmit.
So the addition of a timer solves that problem. Next problem: At what value
should the timer be set? Two strategies suggest themselves. A fixed timer value could
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be used, based on an understanding of the network’s typical behavior. This suffers
from an inability to respond to changing network conditions. If the value is too small,
there will be many unnecessary retransmissions, wasting network capacity. If the
value is too large, the protocol will be sluggish in responding to a lost segment. The
timer should be set at a value a bit longer than the round trip time (send segment,
receive ACK). Of course, this delay is variable even under constant network load.
Worse, the statistics of the delay will vary with changing network conditions.
An adaptive scheme has its own problems. Suppose that the transport entity
keeps track of the time taken to acknowledge data segments and sets its
retransmission timer based on the average of the observed delays. This value cannot
be trusted for three reasons:
• The peer transport entity may not acknowledge a segment immediately. Recall
that we gave it the privilege of cumulative acknowledgments.
• If a segment has been retransmitted, the sender cannot know whether the
received acknowledgment is a response to the initial transmission or the
retransmission.
• Network conditions may change suddenly.
Each of these problems is a cause for some further tweaking of the transport algorithm, but the problem admits of no complete solution. There will always be some
uncertainty concerning the best value for the retransmission timer. We return to this
issue in Section 20.3.
Incidentally, the retransmission timer is only one of a number of timers needed
for proper functioning of a transport protocol. These are listed in Table 20.1,
together with a brief explanation.

Duplicate Detection If a segment is lost and then retransmitted, no confusion
will result. If, however, one or more segments in sequence are successfully delivered,
but the corresponding ACK is lost, then the sending transport entity will time out and
one or more segments will be retransmitted. If these retransmitted segments arrive
successfully, they will be duplicates of previously received segments. Thus, the
receiver must be able to recognize duplicates. The fact that each segment carries a
sequence number helps, but, nevertheless, duplicate detection and handling is not
simple. There are two cases:
• A duplicate is received prior to the close of the connection.
• A duplicate is received after the close of the connection.
Table 20.1 Transport Protocol Timers
Retransmission timer

Retransmit an unacknowledged segment

2MSL (maximum segment
lifetime) timer

Minimum time between closing one connection and
opening another with the same destination address

Persist timer

Maximum time between ACK/CREDIT segments

Retransmit-SYN timer

Time between attempts to open a connection

Keepalive timer

Abort connection when no segments are received
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The second case is discussed in the subsection on connection establishment.
We deal with the first case here.
Notice that we say “a” duplicate rather than “the” duplicate. From the sender’s
point of view, the retransmitted segment is the duplicate. However, the retransmitted segment may arrive before the original segment, in which case the receiver
views the original segment as the duplicate. In any case, two tactics are needed to
cope with a duplicate received prior to the close of a connection:
• The receiver must assume that its acknowledgment was lost and therefore
must acknowledge the duplicate. Consequently, the sender must not get confused if it receives multiple acknowledgments to the same segment.
• The sequence number space must be long enough so as not to “cycle” in less than
the maximum possible segment lifetime (time it takes segment to transit network).
Figure 20.5 illustrates the reason for the latter requirement. In this example, the
sequence space is of length 1600; that is, after SN = 1600, the sequence numbers cycle
back and begin with SN = 1. For simplicity, we assume the receiving transport entity
maintains a credit window size of 600. Suppose that A has transmitted data segments
with SN = 1, 201, and 401. B has received the two segments with SN = 201 and
SN = 401, but the segment with SN = 1 is delayed in transit. Thus, B does not send
any acknowledgments. Eventually, A times out and retransmits segment SN = 1.
When the duplicate segment SN = 1 arrives, B acknowledges 1, 201, and 401 with
AN = 601. Meanwhile, A has timed out again and retransmits SN = 201, which B
acknowledges with another AN = 601. Things now seem to have sorted themselves
out and data transfer continues. When the sequence space is exhausted, A cycles back
to SN = 1 and continues. Alas, the old segment SN = 1 makes a belated appearance
and is accepted by B before the new segment SN = 1 arrives. When the new segment
SN = 1 does arrive, it is treated as a duplicate and discarded.
It should be clear that the untimely emergence of the old segment would
have caused no difficulty if the sequence numbers had not yet wrapped around.
The larger the sequence number space (number of bits used to represent the
sequence number), the longer the wraparound is avoided. How big must the
sequence space be? This depends on, among other things, whether the network
enforces a maximum packet lifetime, and the rate at which segments are being
transmitted. Fortunately, each addition of a single bit to the sequence number
field doubles the sequence space, so it is rather easy to select a safe size.

Flow Control The credit allocation flow control mechanism described earlier is
quite robust in the face of an unreliable network service and requires little enhancement. As was mentioned, a segment containing 1AN = i, W = j2 acknowledges all
octets through number i - 1 and grants credit for an additional j octets beginning
with octet i. The credit allocation mechanism is quite flexible. For example, suppose
that the last octet of data received by B was octet number i - 1 and that the last
segment issued by B was 1AN = i, W = j2. Then
• To increase credit to an amount k 1k 7 j2 when no additional data have
arrived, B issues 1AN = i, W = k2.
• To acknowledge an incoming segment containing m octets of data 1m 6 j2
without granting additional credit, B issues 1AN = i + m, W = j - m2.

20.1 / CONNECTION-ORIENTED TRANSPORT PROTOCOL MECHANISMS

Transport
Entity A

669

Transport
Entity B
SN
1
SN  2

01

SN  4

01

A times out and
retransmits SN  1
A times out and
retransmits SN  201

SN  1
SN  2

600

01, W 

01

AN  6

SN  6

01

01, W 

AN  6

SN  8

01

600

01, W 

AN  8

SN  1

001

600

 600

001, W

AN  1

SN  1

201

201, W

AN  1

SN  1

 600

401, W

401

AN  1

 600

SN  1
,W
AN  1

 600
01, W 

AN  2

Figure 20.5

600

Obsolete SN  1
arrives

Example of Incorrect Duplicate Detection

If an ACK/CREDIT segment is lost, little harm is done. Future acknowledgments will resynchronize the protocol. Further, if no new acknowledgments are
forthcoming, the sender times out and retransmits a data segment, which triggers a
new acknowledgment. However, it is still possible for deadlock to occur. Consider a
situation in which B sends 1AN = i, W = 02, temporarily closing the window. Subsequently, B sends 1AN = i, W = j2, but this segment is lost. A is awaiting the
opportunity to send data and B thinks that it has granted that opportunity. To overcome this problem, a persist timer can be used. This timer is reset with each outgoing
segment (all segments contain the AN and W fields). If the timer ever expires, the
protocol entity is required to send a segment, even if it duplicates a previous one.This
breaks the deadlock and assures the other end that the protocol entity is still alive.
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Connection Establishment As with other protocol mechanisms, connection establishment must take into account the unreliability of a network service. Recall that a connection establishment calls for the exchange of SYNs, a procedure sometimes referred
to as a two-way handshake. Suppose that A issues a SYN to B. It expects to get a SYN
back, confirming the connection. Two things can go wrong: A’s SYN can be lost or B’s
answering SYN can be lost. Both cases can be handled by use of a retransmit-SYN timer
(Table 20.1).After A issues a SYN, it will reissue the SYN when the timer expires.
This gives rise, potentially, to duplicate SYNs. If A’s initial SYN was lost, there
are no duplicates. If B’s response was lost, then B may receive two SYNs from A.
Further, if B’s response was not lost, but simply delayed, A may get two responding
SYNs. All of this means that A and B must simply ignore duplicate SYNs once a
connection is established.
There are other problems to contend with. Just as a delayed SYN or lost response
can give rise to a duplicate SYN, a delayed data segment or lost acknowledgment can
give rise to duplicate data segments, as we have seen in Figure 20.5. Such a delayed or
duplicated data segment can interfere with data transfer, as illustrated in Figure 20.6.
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Figure 20.7 Two-Way Handshake: Problem with Obsolete SYN Segments

Assume that with each new connection, each transport protocol entity begins numbering its data segments with sequence number 1. In the figure, a duplicate copy of segment
SN = 401 from an old connection arrives during the lifetime of a new connection and
is delivered to B before delivery of the legitimate data segment SN = 401. One way of
attacking this problem is to start each new connection with a different sequence number
that is far removed from the last sequence number of the most recent connection. For
this purpose, the connection request is of the form SYN i + 1, where i is the sequence
number of the first data segment that will be sent on this connection.
Now consider that a duplicate SYN i may survive past the termination of the
connection. Figure 20.7 depicts the problem that may arise. An old SYN i arrives
at B after the connection is terminated. B assumes that this is a fresh request and
responds with SYN j, meaning that B accepts the connection request and will begin
transmitting with SN = j + 1. Meanwhile, A has decided to open a new connection with B and sends SYN k. B discards this as a duplicate. Now both sides have
transmitted and subsequently received a SYN segment, and therefore think that a
valid connection exists. However, when A initiates data transfer with a segment
numbered k + 1. B rejects the segment as being out of sequence.
The way out of this problem is for each side to acknowledge explicitly the
other’s SYN and sequence number. The procedure is known as a three-way handshake. The revised connection state diagram, which is the one employed by TCP, is
shown in the upper part of Figure 20.8. A new state (SYN RECEIVED) is added.
In this state, the transport entity hesitates during connection opening to assure that
the SYN segments sent by the two sides have both been acknowledged before the
connection is declared established. In addition to the new state, there is a control
segment (RST) to reset the other side when a duplicate SYN is detected.
Figure 20.9 illustrates typical three-way handshake operations. In Figure 20.9a,
transport entity A initiates the connection, with a SYN including the sending
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TCP Entity State Diagram

sequence number, i. The value i is referred to as the initial sequence number (ISN)
and is associated with the SYN; the first data octet to be transmitted will have
sequence number i + 1. The responding SYN acknowledges the ISN with
1AN = i + 12 and includes its ISN. A acknowledges B’s SYN/ACK in its first data
segment, which begins with sequence number i + 1. Figure 20.9b shows a situation
in which an old SYN i arrives at B after the close of the relevant connection. B
assumes that this is a fresh request and responds with SYN j, AN = i + 1. When A
receives this message, it realizes that it has not requested a connection and therefore
sends an RST, AN = j. Note that the AN = j portion of the RST message is essential so that an old duplicate RST does not abort a legitimate connection establishment. Figure 20.9c shows a case in which an old SYN/ACK arrives in the middle of
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Examples of Three-Way Handshake

a new connection establishment. Because of the use of sequence numbers in the
acknowledgments, this event causes no mischief.
For simplicity, the upper part of Figure 20.8 does not include transitions in which
RST is sent. The basic rule is as follows: Send an RST if the connection state is not yet
OPEN and an invalid ACK (one that does not reference something that was sent) is
received. The reader should try various combinations of events to see that this connection establishment procedure works in spite of any combination of old and lost segments.

Connection Termination The state diagram of Figure 20.3 defines the use of a
simple two-way handshake for connection establishment, which was found to be unsatisfactory in the face of an unreliable network service. Similarly, the two-way handshake
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defined in that diagram for connection termination is inadequate for an unreliable network service. Misordering of segments could cause the following scenario. A transport
entity in the CLOSE WAIT state sends its last data segment, followed by a FIN segment, but the FIN segment arrives at the other side before the last data segment. The
receiving transport entity will accept that FIN, close the connection, and lose the last
segment of data. To avoid this problem, a sequence number can be associated with the
FIN, which can be assigned the next sequence number after the last octet of transmitted data. With this refinement, the receiving transport entity, upon receiving a FIN, will
wait if necessary for the late-arriving data before closing the connection.
A more serious problem is the potential loss of segments and the potential presence of obsolete segments. Figure 20.8 shows that the termination procedure adopts a
similar solution to that used for connection establishment. Each side must explicitly
acknowledge the FIN of the other, using an ACK with the sequence number of the
FIN to be acknowledged. For a graceful close, a transport entity requires the following:
• It must send a FIN i and receive AN = i + 1.
• It must receive a FIN j and send AN = j + 1.
• It must wait an interval equal to twice the maximum expected segment lifetime.

Failure Recovery When the system upon which a transport entity is running
fails and subsequently restarts, the state information of all active connections is lost.
The affected connections become half open because the side that did not fail does
not yet realize the problem.
The still active side of a half-open connection can close the connection using a
keepalive timer. This timer measures the time the transport machine will continue to
await an acknowledgment (or other appropriate reply) of a transmitted segment after
the segment has been retransmitted the maximum number of times. When the timer
expires, the transport entity assumes that the other transport entity or the intervening
network has failed, closes the connection, and signals an abnormal close to the TS user.
In the event that a transport entity fails and quickly restarts, half-open connections can be terminated more quickly by the use of the RST segment. The failed side
returns an RST i to every segment i that it receives. When the RST i reaches the
other side, it must be checked for validity based on the sequence number i, because
the RST could be in response to an old segment. If the reset is valid, the transport
entity performs an abnormal termination.
These measures clean up the situation at the transport level. The decision as
to whether to reopen the connection is up to the TS users. The problem is one of
synchronization. At the time of failure, there may have been one or more outstanding segments in either direction. The TS user on the side that did not fail knows
how much data it has received, but the other user may not, if state information
were lost. Thus, there is the danger that some user data will be lost or duplicated.

20.2 TCP
In this section we look at TCP (RFC 793), first at the service it provides to the TS
user and then at the internal protocol details.
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TCP Services
TCP is designed to provide reliable communication between pairs of processes
(TCP users) across a variety of reliable and unreliable networks and internets. TCP
provides two useful facilities for labeling data: push and urgent:
• Data stream push: Ordinarily, TCP decides when sufficient data have accumulated to form a segment for transmission. The TCP user can require TCP
to transmit all outstanding data up to and including that labeled with a push
flag. On the receiving end, TCP will deliver these data to the user in the
same manner. A user might request this if it has come to a logical break in
the data.
• Urgent data signaling: This provides a means of informing the destination
TCP user that significant or “urgent” data is in the upcoming data stream. It is
up to the destination user to determine appropriate action.
As with IP, the services provided by TCP are defined in terms of primitives and
parameters. The services provided by TCP are considerably richer than those provided
by IP, and hence the set of primitives and parameters is more complex. Table 20.2 lists
TCP service request primitives, which are issued by a TCP user to TCP, and Table 20.3
lists TCP service response primitives, which are issued by TCP to a local TCP user.

Table 20.2 TCP Service Request Primitives
Primitive

Parameters

Description

Unspecified
Passive Open

source-port, [timeout], [timeout-action],
[precedence], [security-range]

Listen for connection attempt at
specified security and precedence
from any remote destination.

Fully Specified
Passive Open

source-port, destination-port, destinationaddress, [timeout], [timeout-action],
[precedence], [security-range]

Listen for connection attempt at specified
security and precedence from specified
destination.

Active Open

source-port, destination-port, destinationaddress, [timeout], [timeout-action],
[precedence], [security]

Request connection at a particular
security and precedence to a specified
destination.

Active Open
with Data

source-port, destination-port, destinationaddress, [timeout], [timeout-action],
[precedence], [security], data, data-length,
PUSH-flag, URGENT-flag

Request connection at a particular
security and precedence to a specified
destination and transmit data with the
request.

Send

local-connection-name, data, data-length,
PUSH-flag, URGENT-flag, [timeout],
[timeout-action]

Transfer data across named connection.

Allocate

local-connection-name, data-length

Issue incremental allocation for receive
data to TCP.

Close

local-connection-name

Close connection gracefully.

Abort

local-connection-name

Close connection abruptly.

Status

local-connection-name

Query connection status.

Note: Square brackets indicate optional parameters.
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Table 20.3 TCP Service Response Primitives

…

Primitive

Parameters

Description

Open ID

local-connection-name, source-port,
destination-port,… destination-address…

Informs TCP user of connection name
assigned to pending connection
requested in an Open primitive

Open Failure

local-connection-name

Reports failure of an Active Open request

Open Success

local-connection-name

Reports completion of pending Open request

Deliver

local-connection-name, data, data-length,
URGENT-flag

Reports arrival of data

Closing

local-connection-name

Reports that remote TCP user has issued a
Close and that all data sent by remote user
has been delivered

Terminate

local-connection-name, description

Reports that the connection has been terminated; a description of the reason for
termination is provided

Status
Response

local-connection-name, source-port,
source-address, destination-port,
destination-address, connection-state,
receive-window, send-window, amountawaiting-ACK, amount-awaiting-receipt,
urgent-state, precedence, security, timeout

Reports current status of connection

Error

local-connection-name, description

Reports service-request or internal error

= Not used for Unspecified Passive Open.

Table 20.4 provides a brief definition of the parameters involved. The two passive
open commands signal the TCP user’s willingness to accept a connection request. The
active open with data allows the user to begin transmitting data with the opening of
the connection.

TCP Header Format
TCP uses only a single type of protocol data unit, called a TCP segment. The header
is shown in Figure 20.10. Because one header must serve to perform all protocol
mechanisms, it is rather large, with a minimum length of 20 octets. The fields are as
follows:
• Source Port (16 bits): Source TCP user. Example values are Telnet  23;
TFTP = 69; HTTP = 80. A complete list is maintained at http://www.iana.org/
assignments/port-numbers.
• Destination Port (16 bits): Destination TCP user.
• Sequence Number (32 bits): Sequence number of the first data octet in this
segment except when the SYN flag is set. If SYN is set, this field contains the
initial sequence number (ISN) and the first data octet in this segment has
sequence number ISN + 1.
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Table 20.4 TCP Service Parameters
Source Port

Local TCP user

Timeout

Longest delay allowed for data delivery before automatic connection termination or error report; user specified

Timeout-action

Indicates whether the connection is terminated or an error is reported to the
TCP user in the event of a timeout

Precedence

Precedence level for a connection. Takes on values zero (lowest) through
seven (highest); same parameter as defined for IP

Security-range

Allowed ranges in compartment, handling restrictions, transmission control
codes, and security levels

Destination Port

Remote TCP user

Destination Address

Internet address of remote host

Security

Security information for a connection, including security level, compartment,
handling restrictions, and transmission control code; same parameter as
defined for IP

Data

Block of data sent by TCP user or delivered to a TCP user

Data Length

Length of block of data sent or delivered

PUSH flag

If set, indicates that the associated data are to be provided with the data
stream push service

URGENT flag

If set, indicates that the associated data are to be provided with the urgent
data signaling service

Local Connection Name

Identifier of a connection defined by a (local socket, remote socket) pair;
provided by TCP

Description

Supplementary information in a Terminate or Error primitive

Source Address

Internet address of the local host

Connection State

State of referenced connection (CLOSED, ACTIVE OPEN, PASSIVE
OPEN, ESTABLISHED, CLOSING)

Receive Window

Amount of data in octets the local TCP entity is willing to receive

Send Window

Amount of data in octets permitted to be sent to remote TCP entity

Amount Awaiting ACK

Amount of previously transmitted data awaiting acknowledgment

Amount Awaiting Receipt

Amount of data in octets buffered at local TCP entity pending receipt by
local TCP user

Urgent State

Indicates to the receiving TCP user whether there are urgent data available
or whether all urgent data, if any, have been delivered to the user

• Acknowledgment Number (32 bits): Contains the sequence number of the
next data octet that the TCP entity expects to receive.
• Data Offset (4 bits): Number of 32-bit words in the header.
• Reserved (4 bits): Reserved for future use.
• Flags (6 bits): For each flag, if set to 1, the meaning is
CWR: congestion window reduced.
ECE: ECN-Echo; the CWR and ECE bits, defined in RFC 3168, are used for
the explicit congestion notification function; a discussion of this function is
beyond our scope.
URG: urgent pointer field significant.
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ACK: acknowledgment field significant.
PSH: push function.
RST: reset the connection.
SYN: synchronize the sequence numbers.
FIN: no more data from sender.
• Window (16 bits): Flow control credit allocation, in octets. Contains the number of data octets, beginning with the sequence number indicated in the
acknowledgment field that the sender is willing to accept.
• Checksum (16 bits): The ones complement of the ones complement sum of all
the 16-bit words in the segment plus a pseudoheader, described subsequently.2
• Urgent Pointer (16 bits): This value, when added to the segment sequence
number, contains the sequence number of the last octet in a sequence of
urgent data. This allows the receiver to know how much urgent data is coming.
• Options (Variable): An example is the option that specifies the maximum segment size that will be accepted.
The Sequence Number and Acknowledgment Number are bound to octets
rather than to entire segments. For example, if a segment contains sequence number 1001 and includes 600 octets of data, the sequence number refers to the first
octet in the data field; the next segment in logical order will have sequence number 1601. Thus, TCP is logically stream oriented: It accepts a stream of octets from
the user, groups them into segments as it sees fit, and numbers each octet in the
stream.
The Checksum field applies to the entire segment plus a pseudoheader prefixed to the header at the time of calculation (at both transmission and reception).
The pseudoheader includes the following fields from the IP header: source and destination internet address and protocol, plus a segment length field. By including the
pseudoheader, TCP protects itself from misdelivery by IP. That is, if IP delivers a
packet to the wrong host, even if the packet contains no bit errors, the receiving TCP
entity will detect the delivery error.
By comparing the TCP header to the TCP user interface defined in Tables 20.2
and 20.3, the reader may feel that some items are missing from the TCP header; that
is indeed the case. TCP is intended to work with IP. Hence, some TCP user parameters are passed down by TCP to IP for inclusion in the IP header. The precedence
parameter can be mapped into the DS (Differentiated Services) field, and the security parameter into the optional security field in the IP header.
It is worth observing that this TCP/IP linkage means that the required minimum overhead for every data unit is actually 40 octets.

TCP Mechanisms
We can group TCP mechanisms into the categories of connection establishment,
data transfer, and connection termination.
2

A discussion of this checksum is contained in Appendix K.
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Connection Establishment Connection establishment in TCP always uses a
three-way handshake. When the SYN flag is set, the segment is essentially a request
for connection and functions as explained in Section 20.1. To initiate a connection,
an entity sends a SYN, SN = X, where X is the initial sequence number. The
receiver responds with SYN, SN = Y, AN = X + 1 by setting both the SYN and
ACK flags. Note that the acknowledgment indicates that the receiver is now expecting to receive a segment beginning with data octet X + 1, acknowledging the SYN,
which occupies SN = X. Finally, the initiator responds with AN = Y + 1. If the
two sides issue crossing SYNs, no problem results: Both sides respond with
SYN/ACKs (Figure 20.4).
A connection is uniquely determined by the source and destination sockets
(host, port). Thus, at any one time, there can only be a single TCP connection
between a unique pair of ports. However, a given port can support multiple connections, each with a different partner port.

Data Transfer Although data are transferred in segments over a transport connection, data transfer is viewed logically as consisting of a stream of octets. Hence
every octet is numbered, modulo 2 32. Each segment contains the sequence number
of the first octet in the data field. Flow control is exercised using a credit allocation
scheme in which the credit is a number of octets rather than a number of segments,
as explained in Section 20.1.
Data are buffered by the transport entity on both transmission and reception.
TCP normally exercises its own discretion as to when to construct a segment for
transmission and when to release received data to the user. The PUSH flag is used to
force the data so far accumulated to be sent by the transmitter and passed on by the
receiver. This serves an end-of-block function.
The user may specify a block of data as urgent. TCP will designate the end of
that block with an urgent pointer and send it out in the ordinary data stream. The
receiving user is alerted that urgent data are being received.
If, during data exchange, a segment arrives that is apparently not meant for the
current connection, the RST flag is set on an outgoing segment. Examples of this situation are delayed duplicate SYNs and an acknowledgment of data not yet sent.

Connection Termination The normal means of terminating a connection is a
graceful close. Each TCP user must issue a CLOSE primitive. The transport entity
sets the FIN bit on the last segment that it sends out, which also contains the last of
the data to be sent on this connection.
An abrupt termination occurs if the user issues an ABORT primitive. In this
case, the entity abandons all attempts to send or receive data and discards data in its
transmission and reception buffers. An RST segment is sent to the other side.

TCP Implementation Policy Options
The TCP standard provides a precise specification of the protocol to be used
between TCP entities. However, certain aspects of the protocol admit several possible implementation options. Although two implementations that choose alternative
options will be interoperable, there may be performance implications. The design
areas for which options are specified are the following:
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Send policy
Deliver policy
Accept policy
Retransmit policy
Acknowledge policy

Send Policy In the absence of both pushed data and a closed transmission window (see Figure 20.2a), a sending TCP entity is free to transmit data at its own convenience, within its current credit allocation. As data are issued by the user, they are
buffered in the transmit buffer. TCP may construct a segment for each batch of data
provided by its user or it may wait until a certain amount of data accumulates before
constructing and sending a segment. The actual policy will depend on performance
considerations. If transmissions are infrequent and large, there is low overhead in
terms of segment generation and processing. On the other hand, if transmissions are
frequent and small, the system is providing quick response.

Deliver Policy In the absence of a Push, a receiving TCP entity is free to deliver
data to the user at its own convenience. It may deliver data as each in-order segment
is received, or it may buffer data from a number of segments in the receive buffer
before delivery. The actual policy will depend on performance considerations. If
deliveries are infrequent and large, the user is not receiving data as promptly as may
be desirable. On the other hand, if deliveries are frequent and small, there may be
unnecessary processing both in TCP and in the user software, as well as an unnecessary number of operating system interrupts.

Accept Policy When all data segments arrive in order over a TCP connection,
TCP places the data in a receive buffer for delivery to the user. It is possible, however, for segments to arrive out of order. In this case, the receiving TCP entity has
two options:
• In-order: Accept only segments that arrive in order; any segment that arrives
out of order is discarded.
• In-window: Accept all segments that are within the receive window (see
Figure 20.2b).
The in-order policy makes for a simple implementation but places a burden on
the networking facility, as the sending TCP must time out and retransmit segments
that were successfully received but discarded because of misordering. Furthermore,
if a single segment is lost in transit, then all subsequent segments must be retransmitted once the sending TCP times out on the lost segment.
The in-window policy may reduce transmissions but requires a more complex
acceptance test and a more sophisticated data storage scheme to buffer and keep
track of data accepted out of order.

Retransmit Policy TCP maintains a queue of segments that have been sent but
not yet acknowledged. The TCP specification states that TCP will retransmit a segment if it fails to receive an acknowledgment within a given time. A TCP implementation may employ one of three retransmission strategies:
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• First-only: Maintain one retransmission timer for the entire queue. If an
acknowledgment is received, remove the appropriate segment or segments
from the queue and reset the timer. If the timer expires, retransmit the segment at the front of the queue and reset the timer.
• Batch: Maintain one retransmission timer for the entire queue. if an acknowledgment is received, remove the appropriate segment or segments from the
queue and reset the timer. If the timer expires, retransmit all segments in the
queue and reset the timer.
• Individual: Maintain one timer for each segment in the queue. If an acknowledgment is received, remove the appropriate segment or segments from the
queue and destroy the corresponding timer or timers. If any timer expires,
retransmit the corresponding segment individually and reset its timer.
The first-only policy is efficient in terms of traffic generated, because only lost
segments (or segments whose ACK was lost) are retransmitted. Because the timer
for the second segment in the queue is not set until the first segment is acknowledged, however, there can be considerable delays. The individual policy solves this
problem at the expense of a more complex implementation. The batch policy also
reduces the likelihood of long delays but may result in unnecessary retransmissions.
The actual effectiveness of the retransmit policy depends in part on the accept
policy of the receiver. If the receiver is using an in-order accept policy, then it will
discard segments received after a lost segment. This fits best with batch retransmission. If the receiver is using an in-window accept policy, then a first-only or individual retransmission policy is best. Of course, in a mixed network of computers, both
accept policies may be in use.

Acknowledge Policy When a data segment arrives that is in sequence, the
receiving TCP entity has two options concerning the timing of acknowledgment:
• Immediate: When data are accepted, immediately transmit an empty (no data)
segment containing the appropriate acknowledgment number.
• Cumulative: When data are accepted, record the need for acknowledgment,
but wait for an outbound segment with data on which to piggyback the
acknowledgment. To avoid long delay, set a persist timer (Table 20.1); if the
timer expires before an acknowledgment is sent, transmit an empty segment
containing the appropriate acknowledgment number.
The immediate policy is simple and keeps the remote TCP entity fully
informed, which limits unnecessary retransmissions. However, this policy results in
extra segment transmissions, namely, empty segments used only to ACK. Furthermore, the policy can cause a further load on the network. Consider that a TCP entity
receives a segment and immediately sends an ACK. Then the data in the segment
are released to the application, which expands the receive window, triggering
another empty TCP segment to provide additional credit to the sending TCP entity.
Because of the potential overhead of the immediate policy, the cumulative
policy is typically used. Recognize, however, that the use of this policy requires more
processing at the receiving end and complicates the task of estimating round-trip
time by the sending TCP entity.
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20.3 TCP CONGESTION CONTROL
The credit-based flow control mechanism of TCP was designed to enable a destination to restrict the flow of segments from a source to avoid buffer overflow at
the destination. This same flow control mechanism is now used in ingenious ways
to provide congestion control over the Internet between the source and destination. Congestion, as we have seen a number of times in this book, has two main
effects. First, as congestion begins to occur, the transit time across a network or
internetwork increases. Second, as congestion becomes severe, network or internet nodes drop packets. The TCP flow control mechanism can be used to recognize the onset of congestion (by recognizing increased delay times and dropped
segments) and to react by reducing the flow of data. If many of the TCP entities
operating across a network exercise this sort of restraint, internet congestion is
relieved.
Since the publication of RFC 793, a number of techniques have been implemented that are intended to improve TCP congestion control characteristics.
Table 20.5 lists some of the most popular of these techniques. None of these techniques extends or violates the original TCP standard; rather the techniques represent implementation policies that are within the scope of the TCP specification.
Many of these techniques are mandated for use with TCP in RFC 1122
(Requirements for Internet Hosts) while some of them are specified in RFC 2581.
The labels Tahoe, Reno, and NewReno refer to implementation packages available on many operating systems that support TCP. The techniques fall roughly
into two categories: retransmission timer management and window management.
In this section, we look at some of the most important and most widely implemented of these techniques.

Retransmission Timer Management
As network or internet conditions change, a static retransmission timer is likely to
be either too long or too short. Accordingly, virtually all TCP implementations
attempt to estimate the current round-trip time by observing the pattern of delay
Table 20.5 Implementation of TCP Congestion Control Measures
Measure

RFC 1122

TCP Tahoe

TCP Reno

NewReno

RTT Variance Estimation

冑

冑

冑

冑

Exponential RTO Backoff

冑

冑

冑

冑

Karn’s Algorithm

冑

冑

冑

冑

Slow Start

冑

冑

冑

冑

Dynamic Window Sizing
on Congestion

冑

冑

冑

冑

冑

冑

冑

冑

冑

Fast Retransmit
Fast Recovery
Modified Fast Recovery

冑
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for recent segments, and then set the timer to a value somewhat greater than the
estimated round-trip time.

Simple Average A simple approach is to take the average of observed round-trip
times over a number of segments. If the average accurately predicts future roundtrip times, then the resulting retransmission timer will yield good performance. The
simple averaging method can be expressed as
ARTT1K + 12 =

1 K+1
RTT1i2
K + 1 ia
=1

(20.1)

where RTT(i) is the round-trip time observed for the ith transmitted segment, and
ARTT(K) is the average round-trip time for the first K segments.
This expression can be rewritten as
ARTT1K + 12 =

1
K
ARTT1K2 +
RTT1K + 12
K + 1
K + 1

(20.2)

With this formulation, it is not necessary to recalculate the entire summation each
time.

Exponential Average Note that each term in the summation is given equal
weight; that is, each term is multiplied by the same constant 1/1K + 12. Typically, we
would like to give greater weight to more recent instances because they are more
likely to reflect future behavior. A common technique for predicting the next value
on the basis of a time series of past values, and the one specified in RFC 793, is exponential averaging:
SRTT1K + 12 = a * SRTT1K2 + 11 - a2 * RTT1K + 12

(20.3)

where SRTT(K) is called the smoothed round-trip time estimate, and we define
SRTT102 = 0. Compare this with Equation (20.2). By using a constant value of
a 10 6 a 6 12, independent of the number of past observations, we have a circumstance in which all past values are considered, but the more distant ones have less
weight. To see this more clearly, consider the following expansion of Equation (20.3):
SRTT1K + 12 = 11 - a2RTT1K + 12 + a11 - a2RTT1K2+
a211 - a2RTT1K - 12 + Á + aK11 - a2RTT112
Because both a and 11 - a2 are less than one, each successive term in the preceding
equation is smaller. For example, for a = 0.8, the expansion is
SRTT1K + 12 = 10.22RTT1K + 12 + 10.162RTT1K2 +
10.1282RTT1K - 12 + Á
The older the observation, the less it is counted in the average.
The smaller the value of a, the greater the weight given to the more recent
observations. For a = 0.5, virtually all of the weight is given to the four or five
most recent observations, whereas for a = 0.875, the averaging is effectively
spread out over the ten or so most recent observations. The advantage of using a
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small value of a is that the average will quickly reflect a rapid change in
the observed quantity. The disadvantage is that if there is a brief surge in the
value of the observed quantity and it then settles back to some relatively
constant value, the use of a small value of a will result in jerky changes in the
average.
Figure 20.11 compares simple averaging with exponential averaging (for two
different values of a). In part (a) of the figure, the observed value begins at 1, grows
gradually to a value of 10, and then stays there. In part (b) of the figure, the
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observed value begins at 20, declines gradually to 10, and then stays there. Note
that exponential averaging tracks changes in RTT faster than does simple averaging and that the smaller value of a results in a more rapid reaction to the change in
the observed value.
Equation (20.3) is used in RFC 793 to estimate the current round-trip time. As
was mentioned, the retransmission timer should be set at a value somewhat greater
than the estimated round-trip time. One possibility is to use a constant value:
RTO1K + 12 = SRTT1K + 12 + ¢
where RTO is the retransmission timer (also called the retransmission timeout)
and ¢ is a constant. The disadvantage of this is that ¢ is not proportional to
SRTT. For large values of SRTT, ¢ is relatively small and fluctuations in the
actual RTT will result in unnecessary retransmissions. For small values of SRTT,
¢ is relatively large and causes unnecessary delays in retransmitting lost
segments. Accordingly, RFC 793 specifies the use of a timer whose value is proportional to SRTT, within limits:
RTO1K + 12 = MIN1UBOUND, MAX1LBOUND, b * SRTT1K + 1222 (20.4)
where UBOUND and LBOUND are prechosen fixed upper and lower bounds on
the timer value and b is a constant. RFC 793 does not recommend specific values
but does list as “example values” the following: a between 0.8 and 0.9 and b
between 1.3 and 2.0.

RTT Variance Estimation (Jacobson’s Algorithm) The technique specified in the TCP standard, and described in Equations (20.3) and (20.4), enables a
TCP entity to adapt to changes in round-trip time. However, it does not cope well
with a situation in which the round-trip time exhibits a relatively high variance.
[ZHAN86] points out three sources of high variance:
1. If the data rate on the TCP connection is relatively low, then the transmission
delay will be relatively large compared to propagation time and the variance
in delay due to variance in IP datagram size will be significant. Thus, the SRTT
estimator is heavily influenced by characteristics that are a property of the
data and not of the network.
2. Internet traffic load and conditions may change abruptly due to traffic from
other sources, causing abrupt changes in RTT.
3. The peer TCP entity may not acknowledge each segment immediately because
of its own processing delays and because it exercises its privilege to use cumulative acknowledgments.
The original TCP specification tries to account for this variability by multiplying the RTT estimator by a constant factor, as shown in Equation (20.4). In a stable
environment, with low variance of RTT, this formulation results in an unnecessarily
high value of RTO, and in an unstable environment a value of b = 2 may be inadequate to protect against unnecessary retransmissions.
A more effective approach is to estimate the variability in RTT values and to
use that as input into the calculation of an RTO. A variability measure that is easy to
estimate is the mean deviation, defined as
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MDEV1X2 = E[ ƒ X - E[X] ƒ ]
where E[X] is the expected value of X.
As with the estimate of RTT, a simple average could be used to estimate
MDEV:
AERR1K + 12 = RTT1K + 12 - ARTT1K2
1 K+1
ƒ AERR1i2 ƒ
ADEV1K + 12 =
K + 1 ia
=1
1
K
ƒ AERR1K + 12 ƒ
ADEV1K2 +
=
K + 1
K + 1
where ARTT(K) is the simple average defined in Equation (20.1) and AERR(K) is
the sample mean deviation measured at time K.
As with the definition of ARRT, each term in the summation of ADEV is
given equal weight; that is, each term is multiplied by the same constant
1/1K + 12. Again, we would like to give greater weight to more recent instances
because they are more likely to reflect future behavior. Jacobson, who proposed
the use of a dynamic estimate of variability in estimating RTT [JACO88], suggests using the same exponential smoothing technique as is used for the calculation of SRTT. The complete algorithm proposed by Jacobson can be expressed
as follows:
SRTT1K
SERR1K
SDEV1K
RTO1K

+
+
+
+

12
12
12
12

=
=
=
=

11 - g2 * SRTT1K2 + g * RTT1K + 12
RTT1K + 12 - SRTT1K2
11 - h2 * SDEV1K2 + h * ƒ SERR1K + 12 ƒ
SRTT1K + 12 + f * SDEV1K + 12

(20.5)

As in the RFC 793 definition [Equation (20.3)], SRTT is an exponentially
smoothed estimate of RTT, with 11 - g2 equivalent to a. Now, however, instead of
multiplying the estimate SRTT by a constant [Equation (20.4)], a multiple of the
estimated mean deviation is added to SRTT to form the retransmission timer. Based
on his timing experiments, Jacobson proposed the following values for the constants
in his original paper [JACO88]:
g = 1/8 = 0.125
h = 1/4 = 0.25
f = 2
After further research [JACO90a], Jacobson recommended using f = 4, and this is
the value used in current implementations.
Figure 20.12 illustrates the use of Equation 20.5 on the same data set used
in Figure 20.11. Once the arrival times stabilize, the variation estimate SDEV
declines. The values of RTO for both f = 2 and f = 4 are quite conservative as
long as RTT is changing but then begin to converge to RTT when it stabilizes.
Experience has shown that Jacobson’s algorithm can significantly improve
TCP performance. However, it does not stand by itself. Two other factors must be
considered:
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Jacobson’s RTO Calculation

1. What RTO value should be used on a retransmitted segment? The exponential
RTO backoff algorithm is used for this purpose.
2. Which round-trip samples should be used as input to Jacobson’s algorithm?
Karn’s algorithm determines which samples to use.

Exponential RTO Backoff When a TCP sender times out on a segment, it
must retransmit that segment. RFC 793 assumes that the same RTO value will be
used for this retransmitted segment. However, because the timeout is probably due
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to network congestion, manifested as a dropped packet or a long delay in round-trip
time, maintaining the same RTO value is ill advised.
Consider the following scenario. There are a number of active TCP connections from various sources sending traffic into an internet. A region of congestion
develops such that segments on many of these connections are lost or delayed past
the RTO time of the connections. Therefore, at roughly the same time, many segments will be retransmitted into the internet, maintaining or even increasing the
congestion. All of the sources then wait a local (to each connection) RTO time and
retransmit yet again. This pattern of behavior could cause a sustained condition of
congestion.
A more sensible policy dictates that a sending TCP entity increase its RTO
each time a segment is retransmitted; this is referred to as a backoff process. In the
scenario of the preceding paragraph, after the first retransmission of a segment on
each affected connection, the sending TCP entities will all wait a longer time before
performing a second retransmission. This may give the internet time to clear the current congestion. If a second retransmission is required, each sending TCP entity will
wait an even longer time before timing out for a third retransmission, giving the
internet an even longer period to recover.
A simple technique for implementing RTO backoff is to multiply the RTO for
a segment by a constant value for each retransmission:
RTO = q * RTO

(20.6)

Equation (20.6) causes RTO to grow exponentially with each retransmission. The
most commonly used value of q is 2. With this value, the technique is referred to as
binary exponential backoff. This is the same technique used in the Ethernet
CSMA/CD protocol (Chapter 16).

Karn’s Algorithm If no segments are retransmitted, the sampling process for
Jacobson’s algorithm is straightforward. The RTT for each segment can be included
in the calculation. Suppose, however, that a segment times out and must be retransmitted. If an acknowledgment is subsequently received, there are two possibilities:
1. This is the ACK to the first transmission of the segment. In this case, the RTT is
simply longer than expected but is an accurate reflection of network conditions.
2. This is the ACK to the second transmission.
The sending TCP entity cannot distinguish between these two cases. If the second case is true and the TCP entity simply measures the RTT from the first transmission until receipt of the ACK, the measured time will be much too long.The measured
RTT will be on the order of the actual RTT plus the RTO. Feeding this false RTT into
Jacobson’s algorithm will produce an unnecessarily high value of SRTT and therefore
RTO. Furthermore, this effect propagates forward a number of iterations, since the
SRTT value of one iteration is an input value in the next iteration.
An even worse approach would be to measure the RTT from the second transmission to the receipt of the ACK. If this is in fact the ACK to the first transmission,
then the measured RTT will be much too small, producing a too low value of SRTT
and RTO. This is likely to have a positive feedback effect, causing additional retransmissions and additional false measurements.
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Karn’s algorithm [KARN91] solves this problem with the following rules:
1. Do not use the measured RTT for a retransmitted segment to update SRTT
and SDEV [Equation (20.5)].
2. Calculate the backoff RTO using Equation (20.6) when a retransmission occurs.
3. Use the backoff RTO value for succeeding segments until an acknowledgment
arrives for a segment that has not been retransmitted.
When an acknowledgment is received to an unretransmitted segment, Jacobson’s algorithm is again activated to compute future RTO values.

Window Management
In addition to techniques for improving the effectiveness of the retransmission
timer, a number of approaches to managing the send window have been examined.
The size of TCP’s send window can have a critical effect on whether TCP can be
used efficiently without causing congestion. We discuss two techniques found in virtually all modern implementations of TCP: slow start and dynamic window sizing on
congestion.3

Slow Start The larger the send window used in TCP, the more segments that a
sending TCP entity can send before it must wait for an acknowledgment. This can
create a problem when a TCP connection is first established, because the TCP entity
is free to dump the entire window of data onto the internet.
One strategy that could be followed is for the TCP sender to begin sending
from some relatively large but not maximum window, hoping to approximate the
window size that would ultimately be provided by the connection. This is risky
because the sender might flood the internet with many segments before it realized
from timeouts that the flow was excessive. Instead, some means is needed of gradually expanding the window until acknowledgments are received. This is the purpose
of the slow start mechanism.
With slow start, TCP transmission is constrained by the following relationship:
awnd = MIN[credit, cwnd]

(20.7)

where
awnd = allowed window, in segments. This is the number of segments that
TCP is currently allowed to send without receiving further acknowledgments.
cwnd = congestion window, in segments. A window used by TCP during
startup and to reduce flow during periods of congestion.
credit = the amount of unused credit granted in the most recent acknowledgment, in segments. When an acknowledgment is received, this value is
calculated as window/segment_size, where window is a field in the
incoming TCP segment (the amount of data the peer TCP entity is
willing to accept).
3

These algorithms were developed by Jacobson [JACO88] and are also described in RFC 2581. Jacobson
describes things in units of TCP segments, whereas RFC 2581 relies primarily on units of TCP data octets,
with some reference to calculations in units of segments. We follow the development in [JACO88].

20.3 / TCP CONGESTION CONTROL

691

When a new connection is opened, the TCP entity initializes cwnd = 1. That
is, TCP is only allowed to send 1 segment and then must wait for an acknowledgment before transmitting a second segment. Each time an acknowledgment to new
data is received, the value of cwnd is increased by 1, up to some maximum value.
In effect, the slow-start mechanism probes the internet to make sure that the
TCP entity is not sending too many segments into an already congested environment. As acknowledgments arrive, TCP is able to open up its window until the flow
is controlled by the incoming ACKs rather than by cwnd.
The term slow start is a bit of a misnomer, because cwnd actually grows exponentially. When the first ACK arrives, TCP opens cwnd to 2 and can send two segments. When these two segments are acknowledged, TCP can slide the window 1
segment for each incoming ACK and can increase cwnd by 1 for each incoming
ACK. Therefore, at this point TCP can send four segments. When these four are
acknowledged, TCP will be able to send eight segments.

Dynamic Window Sizing on Congestion The slow-start algorithm has
been found to work effectively for initializing a connection. It enables the TCP
sender to determine quickly a reasonable window size for the connection. Might
not the same technique be useful when there is a surge in congestion? In particular,
suppose a TCP entity initiates a connection and goes through the slow-start procedure. At some point, either before or after cwnd reaches the size of the credit allocated by the other side, a segment is lost (timeout). This is a signal that congestion
is occurring. It is not clear how serious the congestion is. Therefore, a prudent procedure would be to reset cwnd = 1 and begin the slow-start process all over.
This seems like a reasonable, conservative procedure, but in fact it is not conservative enough. Jacobson [JACO88] points out that “it is easy to drive a network
into saturation but hard for the net to recover.” In other words, once congestion
occurs, it may take a long time for the congestion to clear.4 Thus, the exponential
growth of cwnd under slow start may be too aggressive and may worsen the congestion. Instead, Jacobson proposed the use of slow start to begin with, followed by a
linear growth in cwnd. The rules are as follows. When a timeout occurs,
1. Set a slow-start threshold equal to half the current congestion window; that is,
set ssthresh = cwnd/2.
2. Set cwnd = 1 and perform the slow-start process until cwnd = ssthresh. In this
phase, cwnd is increased by 1 for every ACK received.
3. For cwnd Ú ssthresh, increase cwnd by one for each round-trip time.
Figure 20.13 illustrates this behavior. Note that it takes 11 round-trip times to
recover to the cwnd level that initially took 4 round-trip times to achieve.

Fast Retransmit The retransmission timer (RTO) that is used by a sending TCP
entity to determine when to retransmit a segment will generally be noticeably
longer than the actual round-trip time (RTT) that the ACK for that segment will
take to reach the sender. Both the original RFC 793 algorithm and the Jacobson
4

Kleinrock refers to this phenomenon as the long-tail effect during a rush-hour period. See Sections 2.7
and 2.10 of [KLEI76] for a detailed discussion.
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Figure 20.13 Illustration of Slow Start and Congestion Avoidance

algorithm set the value of RTO at somewhat greater than the estimated round-trip
time SRTT. Several factors make this margin desirable:
1. RTO is calculated on the basis of a prediction of the next RTT, estimated from
past values of RTT. If delays in the network fluctuate, then the estimated RTT
may be smaller than the actual RTT.
2. Similarly, if delays at the destination fluctuate, the estimated RTT becomes
unreliable.
3. The destination system may not ACK each segment but cumulatively ACK
multiple segments, while at the same time sending ACKs when it has any data
to send. This behavior contributes to fluctuations in RTT.
A consequence of these factors is that if a segment is lost, TCP may be slow to
retransmit. If the destination TCP is using an in-order accept policy (see Section
6.3), then many segments may be lost. Even in the more likely case that the destination TCP is using an in-window accept policy, a slow retransmission can cause problems. To see this, suppose that A transmits a sequence of segments, the first of which
is lost. So long as its send window is not empty and RTO does not expire, A can continue to transmit without receiving an acknowledgment. B receives all of these segments except the first. But B must buffer all of these incoming segments until the
missing one is retransmitted; it cannot clear its buffer by sending the data to an
application until the missing segment arrives. If retransmission of the missing segment is delayed too long, B will have to begin discarding incoming segments.
Jacobson [JACO90b] proposed two procedures, called fast retransmit and fast
recovery, that under some circumstances improve on the performance provided by
RTO. Fast retransmit takes advantage of the following rule in TCP. If a TCP entity
receives a segment out of order, it must immediately issue an ACK for the last in-order
segment that was received. TCP will continue to repeat this ACK with each incoming
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segment until the missing segment arrives to “plug the hole” in its buffer.When the hole
is plugged,TCP sends a cumulative ACK for all of the in-order segments received so far.
When a source TCP receives a duplicate ACK, it means that either (1) the segment following the ACKed segment was delayed so that it ultimately arrived out of
order, or (2) that segment was lost. In case (1), the segment does ultimately arrive
and therefore TCP should not retransmit. But in case (2) the arrival of a duplicate
ACK can function as an early warning system to tell the source TCP that a segment
has been lost and must be retransmitted. To make sure that we have case (2) rather
than case (1), Jacobson recommends that a TCP sender wait until it receives three
duplicate ACKs to the same segment (that is, a total of four ACKs to the same segment). Under these circumstances, it is highly likely that the following segment has
been lost and should be retransmitted immediately, rather than waiting for a timeout.

Fast Recovery When a TCP entity retransmits a segment using fast retransmit, it
knows (or rather assumes) that a segment was lost, even though it has not yet timed
out on that segment. Accordingly, the TCP entity should take congestion avoidance
measures. One obvious strategy is the slow-start/congestion avoidance procedure
used when a timeout occurs. That is, the entity could set ssthresh to cwnd/2, set
cwnd = 1 and begin the exponential slow-start process until cwnd = ssthresh, and
then increase cwnd linearly. Jacobson [JACO90b] argues that this approach is
unnecessarily conservative. As was just pointed out, the very fact that multiple
ACKs have returned indicates that data segments are getting through fairly regularly to the other side. So Jacobson proposes a fast recovery technique: retransmit
the lost segment, cut cwnd in half, and then proceed with the linear increase of cwnd.
This technique avoids the initial exponential slow-start process.
RFC 2582 (The NewReno Modification to TCP’s Fast Recovery Mechanism)
modifies the fast recovery algorithm to improve the response when two segments
are lost within a single window. Using fast retransmit, a sender retransmits a segment before timeout because it infers that the segment was lost. If the sender subsequently receives an acknowledgement that does not cover all of the segments
transmitted before fast retransmit was initiated, the sender may infer that two segments were lost from the current window and retransmit an additional segment. The
details of both fast recovery and modified fast recovery are complex; the reader is
referred to RFCs 2581 and 2582.

20.4 UDP
In addition to TCP, there is one other transport-level protocol that is in common use
as part of the TCP/IP protocol suite: the user datagram protocol (UDP), specified in
RFC 768. UDP provides a connectionless service for application-level procedures.
Thus, UDP is basically an unreliable service; delivery and duplicate protection are
not guaranteed. However, this does reduce the overhead of the protocol and may be
adequate in many cases. An example of the use of UDP is in the context of network
management, as described in Chapter 22.
The strengths of the connection-oriented approach are clear. It allows connection-related features such as flow control, error control, and sequenced delivery.
Connectionless service, however, is more appropriate in some contexts. At lower
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layers (internet, network), a connectionless service is more robust (e.g., see discussion in Section 10.5). In addition, it represents a “least common denominator” of
service to be expected at higher layers. Further, even at transport and above there is
justification for a connectionless service. There are instances in which the overhead
of connection establishment and termination is unjustified or even counterproductive. Examples include the following:
• Inward data collection: Involves the periodic active or passive sampling of
data sources, such as sensors, and automatic self-test reports from security
equipment or network components. In a real-time monitoring situation, the
loss of an occasional data unit would not cause distress, because the next
report should arrive shortly.
• Outward data dissemination: Includes broadcast messages to network users,
the announcement of a new node or the change of address of a service, and the
distribution of real-time clock values.
• Request-response: Applications in which a transaction service is provided by a
common server to a number of distributed TS users, and for which a single
request-response sequence is typical. Use of the service is regulated at the application level, and lower-level connections are often unnecessary and cumbersome.
• Real-time applications: Such as voice and telemetry, involving a degree of
redundancy and/or a real-time transmission requirement. These must not have
connection-oriented functions such as retransmission.
Thus, there is a place at the transport level for both a connection-oriented and
a connectionless type of service.
UDP sits on top of IP. Because it is connectionless, UDP has very little to do.
Essentially, it adds a port addressing capability to IP.This is best seen by examining the
UDP header, shown in Figure 20.14. The header includes a source port and destination port. The Length field contains the length of the entire UDP segment, including
header and data. The checksum is the same algorithm used for TCP and IP. For UDP,
the checksum applies to the entire UDP segment plus a pseudoheader prefixed to the
UDP header at the time of calculation and which is the same pseudoheader used for
TCP. If an error is detected, the segment is discarded and no further action is taken.
The Checksum field in UDP is optional. If it is not used, it is set to zero. However, it should be pointed out that the IP checksum applies only to the IP header
and not to the data field, which in this case consists of the UDP header and the user
data. Thus, if no checksum calculation is performed by UDP, then no check is made
on the user data at either the transport or internet protocol layers.

Bit: 0
8 octets

694

Figure 20.14

31

16
Source Port
Length
UDP Header

Destination Port
Checksum

20.6 / KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS

695

20.5 RECOMMENDED READING AND WEB SITES
[IREN99] is a comprehensive survey of transport protocol services and protocol mechanisms, with a brief discussion of a number of different transport protocols. Perhaps the
best coverage of the various TCP strategies for flow and congestion control is to be found
in [STEV94]. An essential paper for understanding the issues involved is the classic
[JACO88].

IREN99 Iren, S.; Amer, P.; and Conrad, P. “The Transport Layer: Tutorial and Survey.”
ACM Computing Surveys, December 1999.
JACO88 Jacobson, V. “Congestion Avoidance and Control.” Proceedings, SIGCOMM
’88, Computer Communication Review, August 1988; reprinted in Computer Communication Review, January 1995; a slightly revised version is available at
ftp.ee.lbl.gov/papers/congavoid.ps.Z
STEV94 Stevens, W. TCP/IP Illustrated, Volume 1: The Protocols. Reading, MA:
Addison-Wesley, 1994.

Recommended Web sites:
• Center for Internet Research: One of the most active groups in the areas covered in
this chapter. The site contains many papers and useful pointers.

• TCP Maintenance Working Group: Chartered by IETF to make minor revisions to
TCP and to update congestion strategies and protocols. The Web site includes all relevant RFCs and Internet drafts.
• TCP-Friendly Web site: Summarizes some of the recent work on adaptive congestion control algorithms for non-TCP-based applications, with a specific focus on
schemes that share bandwidth fairly with TCP connections.
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Key Terms
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retransmission strategy
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Review Questions
20.1.
20.2.
20.3.
20.4.
20.5.
20.6.
20.7.
20.8.
20.9.
20.10.
20.11.

What addressing elements are needed to specify a target transport service (TS) user?
Describe four strategies by which a sending TS user can learn the address of a receiving TS user.
Explain the use of multiplexing in the context of a transport protocol.
Briefly describe the credit scheme used by TCP for flow control.
What is the key difference between the TCP credit scheme and the sliding-window
flow control scheme used by many other protocols, such as HDLC?
Explain the two-way and three-way handshake mechanisms.
What is the benefit of the three-way handshake mechanism?
Define the urgent and push features of TCP.
What is a TCP implementation policy option?
How can TCP be used to deal with network or internet congestion?
What does UDP provide that is not provided by IP?

Problems
20.1

20.2

20.3

20.4

20.5

20.6
20.7

It is common practice in most transport protocols (indeed, most protocols at all
levels) for control and data to be multiplexed over the same logical channel on a
per-user-connection basis. An alternative is to establish a single control transport
connection between each pair of communicating transport entities. This connection
would be used to carry control signals relating to all user transport connections
between the two entities. Discuss the implications of this strategy.
The discussion of flow control with a reliable network service referred to a backpressure mechanism utilizing a lower-level flow control protocol. Discuss the disadvantages of this strategy.
Two transport entities communicate across a reliable network. Let the normalized
time to transmit a segment equal 1. Assume that the end-to-end propagation delay is
3, and that it takes a time 2 to deliver data from a received segment to the transport
user. The sender is initially granted a credit of seven segments. The receiver uses a
conservative flow control policy, and updates its credit allocation at every opportunity. What is the maximum achievable throughput?
Someone posting to comp.protocols.tcp-ip complained about a throughput of 120
kbps on a 256-kbps link with a 128-ms round-trip delay between the United States
and Japan, and a throughput of 33 kbps when the link was routed over a satellite.
a. What is the utilization over the two links? Assume a 500-ms round-trip delay for
the satellite link.
b. What does the window size appear to be for the two cases?
c. How big should the window size be for the satellite link?
Draw diagrams similar to Figure 20.4 for the following (assume a reliable sequenced
network service):
a. Connection termination: active/passive
b. Connection termination: active/active
c. Connection rejection
d. Connection abortion: User issues an OPEN to a listening user, and then issues a
CLOSE before any data are exchanged.
With a reliable sequencing network service, are segment sequence numbers strictly
necessary? What, if any, capability is lost without them?
Consider a connection-oriented network service that suffers a reset. How could this
be dealt with by a transport protocol that assumes that the network service is reliable
except for resets?
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The discussion of retransmission strategy made reference to three problems associated with dynamic timer calculation. What modifications to the strategy would help to
alleviate those problems?
Consider a transport protocol that uses a connection-oriented network service. Suppose that the transport protocol uses a credit allocation flow control scheme, and the
network protocol uses a sliding-window scheme. What relationship, if any, should
there be between the dynamic window of the transport protocol and the fixed window of the network protocol?
In a network that has a maximum packet size of 128 bytes, a maximum packet lifetime
of 30 s, and an 8-bit packet sequence number, what is the maximum data rate per connection?
Is a deadlock possible using only a two-way handshake instead of a three-way handshake? Give an example or prove otherwise.
Listed are four strategies that can be used to provide a transport user with the address
of the destination transport user. For each one, describe an analogy with the Postal
Service user.
a. Know the address ahead of time.
b. Make use of a “well-known address.”
c. Use a name server.
d. Addressee is spawned at request time.
In a credit flow control scheme such as that of TCP, what provision could be made for
credit allocations that are lost or misordered in transit?
What happens in Figure 20.3 if a SYN comes in while the requested user is in
CLOSED? Is there any way to get the attention of the user when it is not listening?
In discussing connection termination with reference to Figure 20.8, it was stated that
in addition to receiving an acknowledgement of its FIN and sending an acknowledgement of the incoming FIN, a TCP entity must wait an interval equal to twice the maximum expected segment lifetime (the TIME WAIT state). Receiving an ACK to its
FIN assures that all of the segments it sent have been received by the other side.
Sending an ACK to the other side’s FIN assures the other side that all its segments
have been received. Give a reason why it is still necessary to wait before closing the
connection.
Ordinarily, the Window field in the TCP header gives a credit allocation in octets.
When the Window Scale option is in use, the value in the Window field is multiplied
by a 2 F, where F is the value of the window scale option. The maximum value of F
that TCP accepts is 14. Why is the option limited to 14?
Suppose the round-trip time (RTT) between two hosts is 100 ms, and that both hosts
use a TCP window of 32 Kbytes. What is the maximum throughput that can be
achieved by means of TCP in this scenario?
Suppose two hosts are connected with each other by a means of a 100 mbps link, and
assume the round-trip time (RTT) between them is 1 ms. What is the minimum TCP
window size that would let TCP achieve the maximum possible throughput between
these two hosts? (Note: Assume no overhead.)
A host is receiving data from a remote peer by means of TCP segments with a payload of 1460 bytes. If TCP acknowledges every other segment, what is the minimum
uplink bandwidth needed to achieve a data throughput of 1 MBytes per second,
assuming there is no overhead below the network layer? (Note: Assume no options
are used by TCP and IP.)
Analyze the advantages and disadvantages of performing congestion control at the
transport layer, rather than at the network layer.
Jacobson’s congestion control algorithm assumes most packet losses are caused by
routers dropping packets due to network congestion. However, packets may be also
dropped if they are corrupted in their path to destination. Analyze the performance
of TCP in a such lossy environment, due to Jacobson’s congestion control algorithm.
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One difficulty with the original TCP SRTT estimator is the choice of an initial value.
In the absence of any special knowledge of network conditions, the typical approach
is to pick an arbitrary value, such as 3 seconds, and hope that this will converge quickly
to an accurate value. If this estimate is too small, TCP will perform unnecessary
retransmissions. If it is too large, TCP will wait a long time before retransmitting if the
first segment is lost. Also, the convergence may be slow, as this problem indicates.
a. Choose a = 0.85 and SRTT102 = 3 seconds, and assume all measured RTT
values = 1 second and no packet loss. What is SRTT(19)? Hint: Equation (20.3)
can be rewritten to simplify the calculation, using the expression 11 - an2/11 - a2.
b. Now let SRTT102 = 1 second and assume measured RTT values = 3 seconds
and no packet loss. What is SRTT(19)?
A poor implementation of TCP’s sliding-window scheme can lead to extremely poor
performance. There is a phenomenon known as the Silly Window Syndrome (SWS),
which can easily cause degradation in performance by several factors of 10. As an
example of SWS, consider an application that is engaged in a lengthy file transfer, and
that TCP is transferring this file in 200-octet segments. The receiver initially provides a
credit of 1000. The sender uses up this window with 5 segments of 200 octets. Now suppose that the receiver returns an acknowledgment to each segment and provides an
additional credit of 200 octets for every received segment. From the receiver’s point of
view, this opens the window back up to 1000 octets. However, from the sender’s point
of view, if the first acknowledgment arrives after five segments have been sent, a window of only 200 octets becomes available. Assume that at some point, the sender calculates a window of 200 octets but has only 50 octets to send until it reaches a “push”
point. It therefore sends 50 octets in one segment, followed by 150 octets in the next
segment, and then resumes transmission of 200-octet segments. What might now happen to cause a performance problem? State the SWS in more general terms.
TCP mandates that both the receiver and the sender should incorporate mechanisms
to cope with SWS.
a. Suggest a strategy for the receiver. Hint: Let the receiver “lie” about how much
buffer space is available under certain circumstances. State a reasonable rule of
thumb for this.
b. Suggest a strategy for the sender. Hint: Consider the relationship between the
maximum possible send window and what is currently available to send.
Derive Equation (20.2) from Equation (20.1).
In Equation (20.5), rewrite the definition of SRTT1K + 12 so that it is a function of
SERR1K + 12. Interpret the result.
A TCP entity opens a connection and uses slow start. Approximately how many
round-trip times are required before TCP can send N segments.
Although slow start with congestion avoidance is an effective technique for coping
with congestion, it can result in long recovery times in high-speed networks, as this
problem demonstrates.
a. Assume a round-trip time of 60 ms (about what might occur across a continent)
and a link with an available bandwidth of 1 Gbps and a segment size of 576 octets.
Determine the window size needed to keep the pipe full and the time it will take
to reach that window size after a timeout using Jacobson’s approach.
b. Repeat (a) for a segment size of 16 Kbytes.
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Internet Applications

P

art Six looks at a range of applications that operate over the Internet.

ROAD MAP FOR PART SIX
Chapter 21 Network Security
Network security has become increasingly important with the growth
in the number and importance of networks. Chapter 21 provides a survey of security techniques and services. The chapter begins with a look
at encryption techniques for ensuring confidentiality, which include the
use of conventional and public-key encryption. Then the area of
authentication and digital signatures is explored. The two most important encryption algorithms, AES and RSA, are examined, as well as
SHA-1, a one-way hash function important in a number of security
applications. Chapter 21 also discusses SSL and the set of IP security
standards.

Chapter 22 Internet Applications—Electronic Mail
and Network Management
The purpose of a communications architecture is to support distributed
applications. Chapter 22 examines two of the most important of these
applications; in each case, general principles are discussed, followed by a
specific example. The applications discussed are electronic mail and network management. The corresponding examples are SMTP and MIME;
and SNMP.
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Chapter 23 Internet Applications—Internet Directory
Service and World Wide Web
Chapter 23 looks at several important modern application areas for the
Internet. The Domain Name System (DNS) is a directory lookup service
that provides a mapping between the name of a host on the Internet and
its numerical address; it is a required application as specified in RFC 1123.
The Hypertext Transfer Protocol (HTTP) supports the exchange of
requests and responses between Web browsers and Web servers.

Chapter 24 Internet Applications—Multimedia
Chapter 24 examines key topics related to multimedia. The chapter begins
with a discussion of audio and video compression. The Session Initiation
Protocol (SIP) is an application-level control protocol for setting up, modifying, and terminating real-time sessions between participants over an IP
data network; these include telephony and multimedia sessions. Finally,
this chapter examines the Real-Time Transport Protocol (RTP).
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To guard against the baneful influence exerted by strangers is therefore an elementary
dictate of savage prudence. Hence before strangers are allowed to enter a district, or at
least before they are permitted to mingle freely with the inhabitants, certain ceremonies are often performed by the natives of the country for the purpose of disarming
the strangers of their magical powers, or of disinfecting, so to speak, the tainted atmosphere by which they are supposed to be surrounded.
—The Golden Bough, Sir James George Frazer

KEY POINTS
•

•

•

•

•

Network security threats fall into two categories. Passive threats,
sometimes referred to as eavesdropping, involve attempts by an
attacker to obtain information relating to a communication. Active
threats involve some modification of the transmitted data or the creation of false transmissions.
By far the most important automated tool for network and communications security is encryption. With symmetric encryption, two parties
share a single encryption/decryption key. The principal challenge with
symmetric encryption is the distribution and protection of the keys. A
public-key encryption scheme involves two keys, one for encryption
and a paired key for decryption. The party that generated the key pair
keeps one of the keys private and makes the other key public.
Symmetric encryption and public-key encryption are often combined
in secure networking applications. Symmetric encryption is used to
encrypt transmitted data, using a one-time or short-term session key.
The session key can be distributed by a trusted key distribution center
or transmitted in encrypted form using public-key encryption. Publickey encryption is also used to create digital signatures, which can
authenticate the source of transmitted messages.
The Secure Sockets Layer (SSL) and the follow-on Internet standard
known as Transport Layer Security (TLS) provide security services
for Web transactions.
A security enhancement used with both IPv4 and IPv6, called IPSec,
provides both confidentiality and authentication mechanisms.

The requirements of information security within an organization have undergone two major changes in the last several decades. Before the widespread use of
data processing equipment, the security of information felt to be valuable to an
organization was provided primarily by physical and administrative means. An

21.1 / SECURITY REQUIREMENTS AND ATTACKS

703

example of the former is the use of rugged filing cabinets with a combination lock
for storing sensitive documents. An example of the latter is personnel screening
procedures used during the hiring process.
With the introduction of the computer, the need for automated tools for
protecting files and other information stored on the computer became evident.
This is especially the case for a shared system, such as a time-sharing system, and
the need is even more acute for systems that can be accessed over a public telephone or data network. The generic name for the collection of tools designed to
protect data and to thwart hackers is computer security. Although this is an
important topic, it is beyond the scope of this book.
The second major change that affected security is the introduction of distributed systems and the use of networks and communications facilities for
carrying data between terminal user and computer and between computer and
computer. Network security measures are needed to protect data during their
transmission and to guarantee that data transmissions are authentic.
The essential technology underlying virtually all automated network and
computer security applications is encryption.Two fundamental approaches are in
use: symmetric encryption and public-key encryption, also known as asymmetric
encryption. As we look at the various approaches to network security, these two
types of encryption will be explored.
The chapter begins with an overview of the requirements for network
security. Next, we look at symmetric encryption and its use to provide confidentiality. This is followed by a discussion of message authentication. We then
look at the use of public-key encryption and digital signatures. The chapter
closes with an examination of security features in SSL, IPSec, and Wi-Fi Protected Access.

21.1 SECURITY REQUIREMENTS AND ATTACKS
To understand the types of threats to security that exist, we need to have a definition
of security requirements. Computer and network security address four requirements:
• Confidentiality: Requires that data only be accessible by authorized parties.
This type of access includes printing, displaying, and other forms of disclosure,
including simply revealing the existence of an object.
• Integrity: Requires that only authorized parties can modify data. Modification
includes writing, changing, changing status, deleting, and creating.
• Availability: Requires that data are available to authorized parties.
• Authenticity: Requires that a host or service be able to verify the identity of a user.
A useful means of classifying security attacks (RFC 2828) is in terms of passive
attacks and active attacks. A passive attack attempts to learn or make use of information from the system but does not affect system resources. An active attack
attempts to alter system resources or affect their operation.
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Passive Attacks
Passive attacks are in the nature of eavesdropping on, or monitoring of, transmissions. The goal of the opponent is to obtain information that is being transmitted.
Two types of passive attacks are release of message contents and traffic analysis.
The release of message contents is easily understood. A telephone conversation, an electronic mail message, or a transferred file may contain sensitive or confidential information. We would like to prevent an opponent from learning the
contents of these transmissions.
A second type of passive attack, traffic analysis, is subtler. Suppose that we
had a way of masking the contents of messages or other information traffic so that
opponents, even if they captured the message, could not extract the information
from the message. The common technique for masking contents is encryption. Even
with encryption protection in place, an opponent might still be able to observe the
pattern of these messages. The opponent could determine the location and identity
of communicating hosts and could observe the frequency and length of messages
being exchanged. This information might be useful in guessing the nature of the
communication that was taking place.
Passive attacks are very difficult to detect because they do not involve any
alteration of the data. Typically, the message traffic is sent and received in an apparently normal fashion and neither the sender nor receiver is aware that a third party
has read the messages or observed the traffic pattern. However, it is feasible to prevent the success of these attacks, usually by means of encryption. Thus, the emphasis
in dealing with passive attacks is on prevention rather than detection.

Active Attacks
Active attacks involve some modification of the data stream or the creation of a
false stream and can be subdivided into four categories: masquerade, replay, modification of messages, and denial of service.
A masquerade takes place when one entity pretends to be a different entity. A
masquerade attack usually includes one of the other forms of active attack. For example, authentication sequences can be captured and replayed after a valid authentication sequence has taken place, thus enabling an authorized entity with few privileges
to obtain extra privileges by impersonating an entity that has those privileges.
Replay involves the passive capture of a data unit and its subsequent retransmission to produce an unauthorized effect.
Modification of messages simply means that some portion of a legitimate message is altered, or that messages are delayed or reordered, to produce an unauthorized effect. For example, a message meaning “Allow John Smith to read
confidential file accounts” is modified to mean “Allow Fred Brown to read confidential file accounts.”
The denial of service prevents or inhibits the normal use or management of
communications facilities. This attack may have a specific target; for example, an
entity may suppress all messages directed to a particular destination (e.g., the security audit service). Another form of service denial is the disruption of an entire network or a server, either by disabling the network server or by overloading it with
messages so as to degrade performance.
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Active attacks present the opposite characteristics of passive attacks. Whereas
passive attacks are difficult to detect, measures are available to prevent their success. On the other hand, it is quite difficult to prevent active attacks absolutely,
because to do so would require physical protection of all communications facilities
and paths at all times. Instead, the goal is to detect them and to recover from any
disruption or delays caused by them. Because the detection has a deterrent effect, it
may also contribute to prevention.

21.2 CONFIDENTIALITY WITH SYMMETRIC ENCRYPTION
The universal technique for providing confidentiality for transmitted data is symmetric encryption. This section looks first at the basic concept of symmetric encryption, followed by a discussion of the two most important symmetric encryption
algorithms: the Data Encryption Standard (DES) and the Advanced Encryption
Standard (AES). We then examine the application of symmetric encryption to
achieve confidentiality.

Symmetric Encryption
Symmetric encryption, also referred to as conventional encryption or single-key
encryption, was the only type of encryption in use prior to the introduction of public-key encryption in the late 1970s. Countless individuals and groups, from Julius
Caesar to the German U-boat force to present-day diplomatic, military, and commercial users, have used symmetric encryption for secret communication. It remains
by far the more widely used of the two types of encryption.
A symmetric encryption scheme has five ingredients (Figure 21.1):
• Plaintext: This is the original message or data that is fed into the algorithm as
input.
• Encryption algorithm: The encryption algorithm performs various substitutions and transformations on the plaintext.
• Secret key: The secret key is also input to the encryption algorithm. The exact
substitutions and transformations performed by the algorithm depend on the key.
Secret key shared by
sender and recipient

Secret key shared by
sender and recipient
K

K
Transmitted
ciphertext

X

Y  E[K, X]
Plaintext
input

Figure 21.1

Encryption algorithm
(e.g., DES)

X  D[K, Y]
Decryption algorithm
(reverse of encryption
algorithm)

Simplified Model of Symmetric Encryption

Plaintext
output

706

CHAPTER 21 / NETWORK SECURITY

• Ciphertext: This is the scrambled message produced as output. It depends on
the plaintext and the secret key. For a given message, two different keys will
produce two different ciphertexts.
• Decryption algorithm: This is essentially the encryption algorithm run in reverse.
It takes the ciphertext and the secret key and produces the original plaintext.
There are two requirements for secure use of symmetric encryption:
1. We need a strong encryption algorithm. At a minimum, we would like the
algorithm to be such that an opponent who knows the algorithm and has
access to one or more ciphertexts would be unable to decipher the ciphertext
or figure out the key. This requirement is usually stated in a stronger form: The
opponent should be unable to decrypt ciphertext or discover the key even if he
or she is in possession of a number of ciphertexts together with the plaintext
that produced each ciphertext.
2. Sender and receiver must have obtained copies of the secret key in a secure
fashion and must keep the key secure. If someone can discover the key and
knows the algorithm, all communication using this key is readable.
There are two general approaches to attacking a symmetric encryption scheme.
The first attack is known as cryptanalysis. Cryptanalytic attacks rely on the nature of
the algorithm plus perhaps some knowledge of the general characteristics of the
plaintext or even some sample plaintext-ciphertext pairs. This type of attack exploits
the characteristics of the algorithm to attempt to deduce a specific plaintext or to
deduce the key being used. If the attack succeeds in deducing the key, the effect is
catastrophic: All future and past messages encrypted with that key are compromised.
The second method, known as the brute-force attack, is to try every possible
key on a piece of ciphertext until an intelligible translation into plaintext is obtained.
On average, half of all possible keys must be tried to achieve success. Table 21.1
shows how much time is involved for various key sizes. The table shows results for
each key size, assuming that it takes 1 ms to perform a single decryption, a reasonable
order of magnitude for today’s computers. With the use of massively parallel organizations of microprocessors, it may be possible to achieve processing rates many
orders of magnitude greater. The final column of the table considers the results for a
system that can process 1 million keys per microsecond. As one can see, at this performance level, a 56-bit key can no longer be considered computationally secure.
Table 21.1 Average Time Required for Exhaustive Key Search
Key Size (bits)

Number of
Alternative Keys

32

2 32 = 4.3 * 109

56
128
168
26 characters
(permutation)

2

56

= 7.2 * 10

16

2 128 = 3.4 * 1038
2

168

= 3.7 * 10

26! = 4 * 1026

50

Time Required at
1 Decryption/Ms
2 31 ms = 35.8 minutes
2

55

ms = 1142 years

Time Required at 106
Decryptions/Ms
2.15 milliseconds
10.01 hours

2 127 ms = 5.4 * 1024 years

5.4 * 1018 years

ms = 5.9 * 10 years

5.9 * 1030 years

2 * 1026 ms = 6.4 * 1012 years

6.4 * 106 years

2

167

36
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Encryption Algorithms
The most commonly used symmetric encryption algorithms are block ciphers. A
block cipher processes the plaintext input in fixed-size blocks and produces a block
of ciphertext of equal size for each plaintext block. The two most important symmetric algorithms, both of which are block ciphers, are the Data Encryption Standard (DES) and the Advanced Encryption Standard (AES).

Data Encryption Standard DES has been the dominant encryption algorithm
since its introduction in 1977. However, because DES uses only a 56-bit key, it was
only a matter of time before computer processing speed made DES obsolete. In
1998, the Electronic Frontier Foundation (EFF) announced that it had broken a
DES challenge using a special-purpose “DES cracker” machine that was built for
less than $250,000. The attack took less than three days. The EFF has published a
detailed description of the machine, enabling others to build their own cracker
[EFF98]. And, of course, hardware prices will continue to drop as speeds increase,
making DES worthless.
The life of DES was extended by the use of triple DES (3DES), which involves
repeating the basic DES algorithm three times, using either two or three unique
keys, for a key size of 112 or 168 bits.
The principal drawback of 3DES is that the algorithm is relatively sluggish
in software. A secondary drawback is that both DES and 3DES use a 64-bit
block size. For reasons of both efficiency and security, a larger block size is
desirable.

Advanced Encryption Standard Because of these drawbacks, 3DES is not
a reasonable candidate for long-term use. As a replacement, the National Institute of Standards and Technology (NIST) in 1997 issued a call for proposals for a
new Advanced Encryption Standard (AES), which should have a security
strength equal to or better than 3DES and significantly improved efficiency.
In addition to these general requirements, NIST specified that AES must be a
symmetric block cipher with a block length of 128 bits and support for key
lengths of 128, 192, and 256 bits. Evaluation criteria include security, computational efficiency, memory requirements, hardware and software suitability, and
flexibility. In 2001, AES was issued as a federal information processing standard
(FIPS 197).
In the description of this section, we assume a key length of 128 bits, which is
likely to be the one most commonly implemented.
Figure 21.2 shows the overall structure of AES. The input to the encryption
and decryption algorithms is a single 128-bit block. In FIPS 197, this block is
depicted as a square matrix of bytes. This block is copied into the State array,
which is modified at each stage of encryption or decryption. After the final stage,
State is copied to an output matrix. Similarly, the 128-bit key is depicted as a
square matrix of bytes. This key is then expanded into an array of key schedule
words; each word is 4 bytes and the total key schedule is 44 words for the 128-bit
key. The ordering of bytes within a matrix is by column. So, for example, the first
four bytes of a 128-bit plaintext input to the encryption cipher occupy the first column of the in matrix, the second four bytes occupy the second column, and so on.

Plaintext

Add round key

w[0, 3]

Add round key

Substitute bytes

Expand key

Inverse sub bytes

Shift rows

Inverse shift rows

Mix columns

Inverse mix cols
w[4, 7]

Inverse sub bytes





Inverse shift rows

Substitute bytes





Round 9

Shift rows
Mix columns
Add round key

Add round key

Inverse mix cols
w[36, 39]

Add round key

Substitute bytes

Inverse sub bytes

Shift rows

Inverse shift rows

Add round key

w[40, 43]

Add round key

Ciphertext

Ciphertext

(a) Encryption

(b) Decryption

Figure 21.2
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AES Encryption and Decryption

Similarly, the first four bytes of the expanded key, which form a word, occupy the
first column of the w matrix.
The following comments give some insight into AES:
1. The key that is provided as input is expanded into an array of forty-four
32-bit words, w[i]. Four distinct words (128 bits) serve as a round key for
each round.
2. Four different stages are used, one of permutation and three of substitution:
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AES Encryption Round

• Substitute bytes: Uses a table, referred to as an S-box,1 to perform a byteby-byte substitution of the block
• Shift rows: A simple permutation that is performed row by row
• Mix columns: A substitution that alters each byte in a column as a function
of all of the bytes in the column
• Add round key: A simple bitwise XOR of the current block with a portion
of the expanded key
3. The structure is quite simple. For both encryption and decryption, the cipher
begins with an Add Round Key stage, followed by nine rounds that each
includes all four stages, followed by a tenth round of three stages. Figure 21.3
depicts the structure of a full encryption round.
4. Only the Add Round Key stage makes use of the key. For this reason, the
cipher begins and ends with an Add Round Key stage. Any other stage,
applied at the beginning or end, is reversible without knowledge of the key
and so would add no security.
1

The term S-box, or substitution box, is commonly used in the description of symmetric ciphers to refer
to a table used for a table-lookup type of substitution mechanism.

710

CHAPTER 21 / NETWORK SECURITY

5. The Add Round Key stage by itself would not be formidable. The other three
stages together scramble the bits, but by themselves would provide no security
because they do not use the key.We can view the cipher as alternating operations
of XOR encryption (Add Round Key) of a block, followed by scrambling of the
block (the other three stages), followed by XOR encryption, and so on. This
scheme is both efficient and highly secure.
6. Each stage is easily reversible. For the Substitute Byte, Shift Row, and Mix
Columns stages, an inverse function is used in the decryption algorithm. For the
Add Round Key stage, the inverse is achieved by XORing the same round key to
the block, using the result that A  A  B = B.
7. As with most block ciphers, the decryption algorithm makes use of the expanded
key in reverse order. However, the decryption algorithm is not identical to the
encryption algorithm. This is a consequence of the particular structure of AES.
8. Once it is established that all four stages are reversible, it is easy to verify that
decryption does recover the plaintext. Figure 21.2 lays out encryption and
decryption going in opposite vertical directions.At each horizontal point (e.g., the
dashed line in the figure), State is the same for both encryption and decryption.
9. The final round of both encryption and decryption consists of only three
stages. Again, this is a consequence of the particular structure of AES and is
required to make the cipher reversible.

Location of Encryption Devices
The most powerful, and most common, approach to countering the threats to network security is encryption. In using encryption, we need to decide what to
encrypt and where the encryption gear should be located. As Figure 21.4

N

PS

N

PS

Packet-switching
network

N

PS
 End-to-end encryption device
 Link encryption device
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Figure 21.4
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indicates, there are two fundamental alternatives: link encryption and end-to-end
encryption.
With link encryption, each vulnerable communications link is equipped on
both ends with an encryption device. Thus, all traffic over all communications links
is secured. Although this requires a lot of encryption devices in a large network, it
provides a high level of security. One disadvantage of this approach is that the message must be decrypted each time it enters a packet switch; this is necessary because
the switch must read the address (virtual circuit number) in the packet header to
route the packet. Thus, the message is vulnerable at each switch. If this is a public
packet-switching network, the user has no control over the security of the nodes.
With end-to-end encryption, the encryption process is carried out at the two
end systems. The source host or terminal encrypts the data. The data, in encrypted
form, are then transmitted unaltered across the network to the destination terminal
or host. The destination shares a key with the source and so is able to decrypt the
data. This approach would seem to secure the transmission against attacks on the
network links or switches. There is, however, still a weak spot.
Consider the following situation. A host connects to a frame relay network, sets
up a logical connection to another host, and is prepared to transfer data to that other
host using end-to-end encryption. Data are transmitted over such a network in the
form of frames, or packets, consisting of a header and some user data. What part of
each packet will the host encrypt? Suppose that the host encrypts the entire packet,
including the header. This will not work because, remember, only the other host can
perform the decryption. Each frame relay node will receive an encrypted packet and
be unable to read the header. Therefore, it will not be able to route the packet. It follows that the host may only encrypt the user data portion of the packet and must
leave the header in the clear, so that the network can read it.
Thus, with end-to-end encryption, the user data are secure. However, the
traffic pattern is not, because packet headers are transmitted in the clear. To
achieve greater security, both link and end-to-end encryption are needed, as is
shown in Figure 21.4.
To summarize, when both forms are employed, the host encrypts the user data
portion of a packet using an end-to-end encryption key. The entire packet is then
encrypted using a link encryption key. As the packet traverses the network, each
switch decrypts the packet using a link encryption key to read the header and then
encrypts the entire packet again for sending it out on the next link. Now the entire
packet is secure except for the time that the packet is actually in the memory of a
packet switch, at which time the packet header is in the clear.

Key Distribution
For symmetric encryption to work, the two parties to an exchange must share the
same key, and that key must be protected from access by others. Furthermore, frequent key changes are usually desirable to limit the amount of data compromised if
an attacker learns the key. Therefore, the strength of any cryptographic system rests
with the key distribution technique, a term that refers to the means of delivering a
key to two parties that wish to exchange data without allowing others to see the key.
Key distribution can be achieved in a number of ways. For two parties A and B,
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1. A key could be selected by A and physically delivered to B.
2. A third party could select the key and physically deliver it to A and B.
3. If A and B have previously and recently used a key, one party could transmit the
new key to the other, encrypted using the old key.
4. If A and B each have an encrypted connection to a third party C, C could
deliver a key on the encrypted links to A and B.
Options 1 and 2 call for manual delivery of a key. For link encryption, this is a
reasonable requirement, because each link encryption device is only going to be
exchanging data with its partner on the other end of the link. However, for end-toend encryption, manual delivery is awkward. In a distributed system, any given host
or terminal may need to engage in exchanges with many other hosts and terminals
over time. Thus, each device needs a number of keys, supplied dynamically. The
problem is especially difficult in a wide area distributed system.
Option 3 is a possibility for either link encryption or end-to-end encryption, but
if an attacker ever succeeds in gaining access to one key, then all subsequent keys are
revealed. Even if frequent changes are made to the link encryption keys, these should
be done manually. To provide keys for end-to-end encryption, option 4 is preferable.
Figure 21.5 illustrates an implementation of option 4 for end-to-end encryption. In the figure, link encryption is ignored. This can be added, or not, as required.
For this scheme, two kinds of keys are identified:
• Session key: When two end systems (hosts, terminals, etc.) wish to communicate, they establish a logical connection (e.g., virtual circuit). For the duration
of that logical connection, all user data are encrypted with a one-time session
key. At the conclusion of the session, or connection, the session key is
destroyed.

Key
distribution
center

1. Host sends packet requesting connection.
2. Security service buffers packet; asks
KDC for session key.
3. KDC distributes session key to both hosts.
4. Buffered packet transmitted.

3
Application

Application

2

1
Security
service

Security
service
4

HOST
Network

Figure 21.5

Automatic Key Distribution for Connection-Oriented Protocol

HOST
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• Permanent key: A permanent key is a key used between entities for the purpose of distributing session keys.
The configuration consists of the following elements:
• Key distribution center: The key distribution center determines which systems
are allowed to communicate with each other. When permission is granted for
two systems to establish a connection, the key distribution center provides a
one-time session key for that connection.
• Security service module (SSM): This module, which may consist of functionality at one protocol layer, performs end-to-end encryption and obtains session
keys on behalf of users.
The steps involved in establishing a connection are shown in the figure. When
one host wishes to set up a connection to another host, it transmits a connectionrequest packet (step 1).The SSM saves that packet and applies to the KDC for permission to establish the connection (step 2).The communication between the SSM and the
KDC is encrypted using a master key shared only by this SSM and the KDC. If the
KDC approves the connection request, it generates the session key and delivers it to
the two appropriate SSMs, using a unique permanent key for each SSM (step 3). The
requesting SSM can now release the connection request packet, and a connection is set
up between the two end systems (step 4).All user data exchanged between the two end
systems are encrypted by their respective SSMs using the one-time session key.
The automated key distribution approach provides the flexibility and dynamic
characteristics needed to allow a number of terminal users to access a number of
hosts and for the hosts to exchange data with each other.
Another approach to key distribution uses public-key encryption, which is discussed in Section 21.4.

Traffic Padding
We mentioned that, in some cases, users are concerned about security from traffic
analysis. With the use of link encryption, packet headers are encrypted, reducing the
opportunity for traffic analysis. However, it is still possible in those circumstances
for an attacker to assess the amount of traffic on a network and to observe the
amount of traffic entering and leaving each end system. An effective countermeasure to this attack is traffic padding.
Traffic padding is a function that produces ciphertext output continuously,
even in the absence of plaintext. A continuous random data stream is generated.
When plaintext is available, it is encrypted and transmitted. When input plaintext is
not present, the random data are encrypted and transmitted. This makes it impossible for an attacker to distinguish between true data flow and noise and therefore
impossible to deduce the amount of traffic.

21.3 MESSAGE AUTHENTICATION AND HASH FUNCTIONS
Encryption protects against passive attack (eavesdropping). A different requirement is to protect against active attack (falsification of data and transactions). Protection against such attacks is known as message authentication.
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Approaches to Message Authentication
A message, file, document, or other collection of data is said to be authentic when it
is genuine and came from its alleged source. Message authentication is a procedure
that allows communicating parties to verify that received messages are authentic.
The two important aspects are to verify that the contents of the message have not
been altered and that the source is authentic. We may also wish to verify a message’s
timeliness (it has not been artificially delayed and replayed) and sequence relative
to other messages flowing between two parties.

Authentication Using Symmetric Encryption It is possible to perform
authentication simply by the use of symmetric encryption. If we assume that only
the sender and receiver share a key (which is as it should be), then only the genuine
sender would be able successfully to encrypt a message for the other participant.
Furthermore, if the message includes an error detection code and a sequence number, the receiver is assured that no alterations have been made and that sequencing
is proper. If the message also includes a timestamp, the receiver is assured that the
message has not been delayed beyond that normally expected for network transit.

Message Authentication without Message Encryption In this section, we
examine several approaches to message authentication that do not rely on message
encryption. In all of these approaches, an authentication tag is generated and appended
to each message for transmission. The message itself is not encrypted and can be read
at the destination independent of the authentication function at the destination.
Because the approaches discussed in this section do not encrypt the message,
message confidentiality is not provided. Because symmetric encryption will provide
authentication, and because it is widely used with readily available products, why
not simply use such an approach, which provides both confidentiality and authentication? [DAVI89] suggests three situations in which message authentication without
confidentiality is preferable:
1. There are a number of applications in which the same message is broadcast to
a number of destinations. For example, notification to users that the network is
now unavailable or an alarm signal in a control center. It is cheaper and more
reliable to have only one destination responsible for monitoring authenticity.
Thus, the message must be broadcast in plaintext with an associated message
authentication tag. The responsible system performs authentication. If a violation occurs, the other destination systems are alerted by a general alarm.
2. Another possible scenario is an exchange in which one side has a heavy load and
cannot afford the time to decrypt all incoming messages. Authentication is carried out on a selective basis, with messages chosen at random for checking.
3. Authentication of a computer program in plaintext is an attractive service. The
computer program can be executed without having to decrypt it every time,
which would be wasteful of processor resources. However, if a message
authentication tag were attached to the program, it could be checked whenever assurance is required of the integrity of the program.
Thus, there is a place for both authentication and encryption in meeting security requirements.
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Message Authentication Using a Message Authentication Code

Message Authentication Code One authentication technique involves the use
of a secret key to generate a small block of data, known as a message authentication
code, that is appended to the message. This technique assumes that two communicating parties, say A and B, share a common secret key KAB. When A has a message M to
send to B, it calculates the message authentication code as a function of the message
and the key: MAC M = F1KAB, M2. The message plus code are transmitted to the
intended recipient. The recipient performs the same calculation on the received message, using the same secret key, to generate a new message authentication code. The
received code is compared to the calculated code (Figure 21.6). If we assume that only
the receiver and the sender know the identity of the secret key, and if the received
code matches the calculated code, then
1. The receiver is assured that the message has not been altered. If an attacker
alters the message but does not alter the code, then the receiver’s calculation
of the code will differ from the received code. Because the attacker is assumed
not to know the secret key, the attacker cannot alter the code to correspond to
the alterations in the message.
2. The receiver is assured that the message is from the alleged sender. Because no one
else knows the secret key, no one else could prepare a message with a proper code.
3. If the message includes a sequence number (such as is used with X.25, HDLC,
and TCP), then the receiver can be assured of the proper sequence, because an
attacker cannot successfully alter the sequence number.
A number of algorithms could be used to generate the code. The National
Bureau of Standards, in its publication DES Modes of Operation, recommends the
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use of DES. DES is used to generate an encrypted version of the message, and the
last number of bits of ciphertext are used as the code. A 16- or 32-bit code is typical.
The process just described is similar to encryption. One difference is that the
authentication algorithm need not be reversible, as it must for decryption. It turns
out that because of the mathematical properties of the authentication function, it is
less vulnerable to being broken than encryption.

One-Way Hash Function A variation on the message authentication code that
has received much attention recently is the one-way hash function. As with the message authentication code, a hash function accepts a variable-size message M as input
and produces a fixed-size message digest H(M) as output. Unlike the MAC, a hash
function does not also take a secret key as input. To authenticate a message, the message digest is sent with the message in such a way that the message digest is authentic.
Figure 21.7 illustrates three ways in which the message can be authenticated.
The message digest can be encrypted using symmetric encryption (part a); if it is
assumed that only the sender and receiver share the encryption key, then authenticity is assured. The message digest can also be encrypted using public-key encryption
(part b); this is explained in Section 21.4. The public-key approach has two advantages: it provides a digital signature as well as message authentication, and it does
not require the distribution of keys to communicating parties.
These two approaches have an advantage over approaches that encrypt the
entire message in that less computation is required. Nevertheless, there has been
interest in developing a technique that avoids encryption altogether. Several reasons for this interest are pointed out in [TSUD92]:
• Encryption software is quite slow. Even though the amount of data to be
encrypted per message is small, there may be a steady stream of messages into
and out of a system.
• Encryption hardware costs are nonnegligible. Low-cost chip implementations
of DES are available, but the cost adds up if all nodes in a network must have
this capability.
• Encryption hardware is optimized toward large data sizes. For small blocks of
data, a high proportion of the time is spent in initialization/invocation overhead.
• Encryption algorithms may be covered by patents. Some encryption algorithms, such as the RSA public-key algorithm, are patented and must be
licensed, adding a cost.
• Encryption algorithms may be subject to export control.
Figure 21.7c shows a technique that uses a hash function but no encryption for
message authentication. This technique assumes that two communicating parties,
say A and B, share a common secret value SAB. When A has a message to send to B,
it calculates the hash function over the concatenation of the secret value and the
message: MDM = H1SAB 7M2.2 It then sends [M7MDM] to B. Because B possesses
SAB, it can recompute H1SAB 7M2 and verify MDM. Because the secret value itself is
not sent, it is not possible for an attacker to modify an intercepted message. As long
2

7 denotes concatenation.
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Message Authentication Using a One-Way Hash Function

as the secret value remains secret, it is also not possible for an attacker to generate a
false message.
This third technique, using a shared secret value, is the one adopted for IP
security; it has also been specified for SNMPv3, discussed in Chapter 22.

Secure Hash Functions
The one-way hash function, or secure hash function, is important not only in
message authentication but in digital signatures. In this section, we begin with
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a discussion of requirements for a secure hash function. Then we look at one of
the most important hash functions, SHA.

Hash Function Requirements The purpose of a hash function is to produce a
“fingerprint” of a file, message, or other block of data. To be useful for message
authentication, a hash function H must have the following properties:
1. H can be applied to a block of data of any size.
2. H produces a fixed-length output.
3. H(x) is relatively easy to compute for any given x, making both hardware and
software implementations practical.
4. For any given code h, it is computationally infeasible to find x such that
H1x2 = h.
5. For any given block x, it is computationally infeasible to find y Z x with
H1y2 = H1x2.
6. It is computationally infeasible to find any pair (x, y) such that H1x2 = H1y2.
The first three properties are requirements for the practical application of a
hash function to message authentication.
The fourth property is the one-way property: It is easy to generate a code
given a message, but virtually impossible to generate a message given a code.
This property is important if the authentication technique involves the use of a
secret value (Figure 21.7c). The secret value itself is not sent; however, if the
hash function is not one way, an attacker can easily discover the secret value: If
the attacker can observe or intercept a transmission, the attacker obtains the
message M and the hash code MDM = H1SAB 7M2. The attacker then inverts the
hash function to obtain SAB 7M = H -11MDM2. Because the attacker now has
both M and SAB 7M, it is a trivial matter to recover SAB.
The fifth property guarantees that it is impossible to find an alternative message with the same hash value as a given message. This prevents forgery when an
encrypted hash code is used (Figures 21.7a and b). If this property were not true, an
attacker would be capable of the following sequence: First, observe or intercept a
message plus its encrypted hash code; second, generate an unencrypted hash code
from the message; third, generate an alternate message with the same hash code.
A hash function that satisfies the first five properties in the preceding list is
referred to as a weak hash function. If the sixth property is also satisfied, then it is
referred to as a strong hash function. The sixth property protects against a sophisticated class of attack known as the birthday attack.3
In addition to providing authentication, a message digest also provides data
integrity. It performs the same function as a frame check sequence: If any bits in the
message are accidentally altered in transit, the message digest will be in error.

The SHA Secure Hash Function
The Secure Hash Algorithm (SHA) was developed by NIST and published as a federal information processing standard (FIPS 180) in 1993; a revised version was
issued as FIPS 180-1 in 1995 and is generally referred to as SHA-1.
3

See [STAL06] for a discussion of birthday attacks.
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SHA-1 produces a hash value of 160 bits. In 2002, NIST produced a new version of the standard, FIPS 180-2, that defined three new versions of SHA, with hash
value lengths of 256, 384, and 512 bits, known as SHA-256, SHA-384, and SHA-512.
These new versions have the same underlying structure and use the same types of
modular arithmetic and logical binary operations as SHA-1. In 2005, NIST
announced the intention to phase out approval of SHA-1 and move to a reliance on
the other SHA versions by 2010. Shortly thereafter, a research team described an
attack in which two separate messages could be found that deliver the same SHA-1
hash using 2 69 operations, far fewer than the 2 80 operations previously thought
needed to find a collision with an SHA-1 hash [WANG05]. This result should hasten
the transition to the other versions of SHA.
In this section, we provide a description of SHA-512. The other versions are
quite similar. The algorithm takes as input a message with a maximum length of less
than 2 128 bits and produces as output a 512-bit message digest. The input is
processed in 1024-bit blocks. Figure 21.8 depicts the overall processing of a message
to produce a digest. The processing consists of the following steps:
Step 1: Append padding bits. The message is padded so that its length is congruent
to 896 modulo 1024 [length mod 1024 = 896). Padding is always added, even if
the message is already of the desired length. Thus, the number of padding bits is in
the range of 1 to 1024. The padding consists of a single 1-bit followed by the necessary number of 0-bits.
Step 2: Append length. A block of 128 bits is appended to the message. This block is
treated as an unsigned 128-bit integer (most significant byte first) and contains the
length of the original message (before the padding) The inclusion of a length value
makes more difficult a kind of attack known as a padding attack [TSUD92].
The outcome of the first two steps yields a message that is an integer multiple
of 1024 bits in length. In Figure 21.8, the expanded message is represented as the
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sequence of 1024-bit blocks M1, M2, Á , MN, so that the total length of the
expanded message is N * 1024 bits.
Step 3: Initialize MD buffer. A 512-bit buffer is used to hold intermediate and final
results of the hash function.
Step 4: Process message in 512-bit (16-word) blocks. The heart of the algorithm is a
module that consists of 80 rounds of processing. The 80 rounds have the same structure but vary some constants and logical functions.
Step 5: Output. After all N 1024-bit blocks have been processed, the output from
the Nth stage is the 512-bit message digest.
The SHA-512 algorithm has the property that every bit of the hash code is a
function of every bit of the input. The complex repetition of the basic function F
produces results that are well mixed; that is, it is unlikely that two messages chosen
at random, even if they exhibit similar regularities, will have the same hash code.
Unless there is some hidden weakness in SHA-512, which has not so far been published, the difficulty of coming up with two messages having the same message
digest is on the order of 2 256 operations, while the difficulty of finding a message
with a given digest is on the order of 2 512 operations.

21.4 PUBLIC-KEY ENCRYPTION AND DIGITAL SIGNATURES
Of equal importance to symmetric encryption is public-key encryption, which finds
use in message authentication and key distribution. This section looks first at the
basic concept of public-key encryption, followed by a discussion of digital signatures. Then we discuss the most widely used public-key algorithm: RSA. We then
look at the problem of key distribution.

Public-Key Encryption
Public-key encryption, first publicly proposed by Diffie and Hellman in 1976
[DIFF76], is the first truly revolutionary advance in encryption in literally thousands
of years. For one thing, public-key algorithms are based on mathematical functions
rather than on simple operations on bit patterns. More important, public-key cryptography is asymmetric, involving the use of two separate keys, in contrast to symmetric encryption, which uses only one key. The use of two keys has profound
consequences in the areas of confidentiality, key distribution, and authentication.
Before proceeding, we should first mention several common misconceptions
concerning public-key encryption. One is that public-key encryption is more secure
from cryptanalysis than symmetric encryption. In fact, the security of any encryption scheme depends on (1) the length of the key and (2) the computational work
involved in breaking a cipher. There is nothing in principle about either symmetric
or public-key encryption that makes one superior to another from the viewpoint of
resisting cryptanalysis. A second misconception is that public-key encryption is a
general-purpose technique that has made symmetric encryption obsolete. On the
contrary, because of the computational overhead of current public-key encryption
schemes, there seems no foreseeable likelihood that symmetric encryption will be
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abandoned. Finally, there is a feeling that key distribution is trivial when using public-key encryption, compared to the rather cumbersome handshaking involved with
key distribution centers for symmetric encryption. In fact, some form of protocol is
needed, often involving a central agent, and the procedures involved are no simpler
or any more efficient than those required for symmetric encryption.
A public-key encryption scheme has six ingredients (Figure 21.9):
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• Plaintext: This is the readable message or data that is fed into the algorithm as
input.
• Encryption algorithm: The encryption algorithm performs various transformations on the plaintext.
• Public and private key: This is a pair of keys that have been selected so that if
one is used for encryption the other is used for decryption. The exact transformations performed by the encryption algorithm depend on the public or private key that is provided as input.
• Ciphertext: This is the scrambled message produced as output. It depends on
the plaintext and the key. For a given message, two different keys will produce
two different ciphertexts.
• Decryption algorithm: This algorithm accepts the ciphertext and the matching
key and produces the original plaintext.
As the names suggest, the public key of the pair is made public for others to use,
while the private key is known only to its owner. A general-purpose public-key cryptographic algorithm relies on one key for encryption and a different but related key for
decryption. Furthermore, these algorithms have the following important characteristics:
• It is computationally infeasible to determine the decryption key given only
knowledge of the cryptographic algorithm and the encryption key.
• For most public-key schemes, either of the two related keys can be used for
encryption, with the other used for decryption.
The essential steps are the following:
1. Each user generates a pair of keys to be used for the encryption and decryption of messages.
2. Each user places one of the two keys in a public register or other accessible file.
This is the public key.The companion key is kept private.As Figure 21.9 suggests,
each user maintains a collection of public keys obtained from others.
3. If Bob wishes to send a private message to Alice, Bob encrypts the message using
Alice’s public key.
4. When Alice receives the message, she decrypts it using her private key. No
other recipient can decrypt the message because only Alice knows Alice’s
private key.
With this approach, all participants have access to public keys, and private
keys are generated locally by each participant and therefore need never be distributed. As long as a user protects his or her private key, incoming communication is
secure. At any time, a user can change the private key and publish the companion
public key to replace the old public key.

Digital Signature
Public-key encryption can be used in another way, as illustrated in Figure 21.9b. Suppose
that Bob wants to send a message to Alice and, although it is not important that the message be kept secret, he wants Alice to be certain that the message is indeed from him. In
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this case Bob uses his own private key to encrypt the message. When Alice receives the
ciphertext, she finds that she can decrypt it with Bob’s public key, thus proving that the
message must have been encrypted by Bob. No one else has Bob’s private key and
therefore no one else could have created a ciphertext that could be decrypted with
Bob’s public key. Therefore, the entire encrypted message serves as a digital signature.
In addition, it is impossible to alter the message without access to Bob’s private key, so
the message is authenticated both in terms of source and in terms of data integrity.
In the preceding scheme, the entire message is encrypted, which, although validating both author and contents, requires a great deal of storage. Each document must be
kept in plaintext to be used for practical purposes.A copy also must be stored in ciphertext so that the origin and contents can be verified in case of a dispute. A more efficient
way of achieving the same results is to encrypt a small block of bits that is a function of
the document. Such a block, called an authenticator, must have the property that it is
infeasible to change the document without changing the authenticator. If the authenticator is encrypted with the sender’s private key, it serves as a signature that verifies origin, content, and sequencing.A secure hash code such as SHA-1 can serve this function.
It is important to emphasize that the digital signature does not provide confidentiality. That is, the message being sent is safe from alteration but not safe from
eavesdropping. This is obvious in the case of a signature based on a portion of the
message, because the rest of the message is transmitted in the clear. Even in the case
of complete encryption, there is no protection of confidentiality because any
observer can decrypt the message by using the sender’s public key.

The RSA Public-Key Encryption Algorithm
One of the first public-key schemes was developed in 1977 by Ron Rivest, Adi
Shamir, and Len Adleman at MIT and first published in 1978 [RIVE78]. The RSA
scheme has since that time reigned supreme as the only widely accepted and implemented approach to public-key encryption. RSA is a block cipher in which the
plaintext and ciphertext are integers between 0 and n - 1 for some n.
Encryption and decryption are of the following form, for some plaintext
block M and ciphertext block C:
C = M e mod n
M = C d mod n = 1M e2d mod n = M ed mod n
Both sender and receiver must know the values of n and e, and only the
receiver knows the value of d. This is a public-key encryption algorithm with a public key of PU = 5e, n6 and a private key of PR = 5d, n6. For this algorithm to be
satisfactory for public-key encryption, the following requirements must be met:
1. It is possible to find values of e, d, n such that M ed mod n = M for all M 6 n.
2. It is relatively easy to calculate M e and C d for all values of M 6 n.
3. It is infeasible to determine d given e and n.
The first two requirements are easily met. The third requirement can be met
for large values of e and n.
Figure 21.10 summarizes the RSA algorithm. Begin by selecting two prime numbers, p and q, and calculating their product, n, which is the modulus for encryption and
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The RSA Algorithm

decryption. Next, we need the quantity f1n2, referred to as the Euler totient of n, which
is the number of positive integers less than n and relatively prime to n.4 Then select an
integer e that is relatively prime to f1n2 [i.e., the greatest common divisor of e and
f1n2 is 1]. Finally, calculate d such that de mod f1n2 = 1. It can be shown that d and e
have the desired properties.
Suppose that user A has published its public key and that user B wishes to
send the message M to A. Then B calculates C = M e (mod n) and transmits C. On
receipt of this ciphertext, user A decrypts by calculating M = C d (mod n).
An example, from [SING99], is shown in Figure 21.11. For this example, the
keys were generated as follows:
1.
2.
3.
4.

Select two prime numbers, p = 17 and q = 11.
Calculate n = pq = 17 * 11 = 187.
Calculate f1n2 = 1p - 121q - 12 = 16 * 10 = 160.
Select e such that e is relatively prime to f1n2 = 160 and less than f1n2; we
choose e = 7.

It can be shown that when n is a product of two primes, pq, then f1n2 = 1p - 121q - 12.

4
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5. Determine d such that de mod 160 = 1 and d 6 160. The correct value is
d = 23, because 23 * 7 = 161 = 10 * 160 + 1.

The resulting keys are public key PU = 57, 1876 and private key
PR = 523, 1876. The example shows the use of these keys for a plaintext input of
M = 88. For encryption, we need to calculate C = 887 mod 187. Exploiting the
properties of modular arithmetic, we can do this as follows:
887 mod 187 = [1884 mod 1872 * 1882 mod 1872 * 1881 mod 1872] mod 187
881 mod 187 = 88
882 mod 187 = 7744 mod 187 = 77
884 mod 187 = 59,969,536 mod 187 = 132

887 mod 187 = 188 * 77 * 1322 mod 187 = 894,432 mod 187 = 11
For decryption, we calculate M = 1123 mod 187:

1123 mod 187 = [1111 mod 1872 * 1112 mod 1872 * 1114 mod 1872 *
1118 mod 1872 * 1118 mod 1872] mod 187
111 mod 187 = 11
112 mod 187 = 121
114 mod 187 = 14,641 mod 187 = 55
118 mod 187 = 214,358,881 mod 187 = 33

1123 mod 187 = 111 * 121 * 55 * 33 * 332 mod 187 = 79,720,245 mod 187 = 88
There are two possible approaches to defeating the RSA algorithm. The first is
the brute-force approach: Try all possible private keys. Thus, the larger the number
of bits in e and d, the more secure the algorithm. However, because the calculations
involved, both in key generation and in encryption/decryption, are complex, the
larger the size of the key, the slower the system will run.
Most discussions of the cryptanalysis of RSA have focused on the task of factoring n into its two prime factors. For a large n with large prime factors, factoring is a
hard problem, but not as hard as it used to be. A striking illustration of this is the following. In 1977, the three inventors of RSA dared Scientific American readers to
decode a cipher they printed in Martin Gardner’s “Mathematical Games” column.
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They offered a $100 reward for the return of a plaintext sentence, an event they predicted might not occur for some 40 quadrillion years. In April of 1994, a group working over the Internet and using over 1600 computers claimed the prize after only
eight months of work [LEUT94]. This challenge used a public-key size (length of n)
of 129 decimal digits, or around 428 bits. This result does not invalidate the use of
RSA; it simply means that larger key sizes must be used. Currently, a 1024-bit key size
(about 300 decimal digits) is considered strong enough for virtually all applications.

Key Management
With symmetric encryption, a fundamental requirement for two parties to communicate securely is that they share a secret key. Suppose Bob wants to create a messaging
application that will enable him to exchange e-mail securely with anyone who has
access to the Internet or to some other network that the two of them share. Suppose
Bob wants to do this using only symmetric encryption. With symmetric encryption,
Bob and his correspondent, say, Alice, must come up with a way to share a unique
secret key that no one else knows. How are they going to do that? If Alice is in the
next room from Bob, Bob could generate a key and write it down on a piece of paper
or store it on a diskette and hand it to Alice. But if Alice is on the other side of the
continent or the world, what can Bob do? Well, he could encrypt this key using symmetric encryption and e-mail it to Alice, but this means that Bob and Alice must
share a secret key to encrypt this new secret key. Furthermore, Bob and everyone
else who uses this new e-mail package faces the same problem with every potential
correspondent: Each pair of correspondents must share a unique secret key.
How to distribute secret keys securely is the most difficult problem for symmetric encryption. This problem is wiped away with public-key encryption by the
simple fact that the private key is never distributed. If Bob wants to correspond with
Alice and other people, he generates a single pair of keys, one private and one public. He keeps the private key secure and broadcasts the public key to all and sundry.
If Alice does the same, then Bob has Alice’s public key, Alice has Bob’s public key,
and they can now communicate securely. When Bob wishes to communicate with
Alice, Bob can do the following:
1. Prepare a message.
2. Encrypt that message using symmetric encryption with a one-time symmetric
session key.
3. Encrypt the session key using public-key encryption with Alice’s public key.
4. Attach the encrypted session key to the message and send it to Alice.
Only Alice is capable of decrypting the session key and therefore of recovering the original message.
It is only fair to point out, however, that we have replaced one problem with
another. Alice’s private key is secure because she need never reveal it; however,
Bob must be sure that the public key with Alice’s name written all over it is in
fact Alice’s public key. Someone else could have broadcast a public key and said
it was Alice’s.
The solution to this problem is the public-key certificate. In essence, a certificate consists of a public key plus a User ID of the key owner, with the whole
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Public-Key Certificate Use

block signed by a trusted third party. Typically, the third party is a certificate
authority (CA) that is trusted by the user community, such as a government
agency or a financial institution. A user can present his or her public key to the
authority in a secure manner and obtain a certificate. The user can then publish
the certificate. Anyone needing this user’s public key can obtain the certificate
and verify that it is valid by way of the attached trusted signature. Figure 21.12
illustrates the process.

21.5 SECURE SOCKET LAYER AND TRANSPORT
LAYER SECURITY
One of the most widely used security services is the Secure Sockets Layer (SSL)
and the follow-on Internet standard known as Transport Layer Security (TLS),
the latter defined in RFC 2246. SSL is a general-purpose service implemented as
a set of protocols that rely on TCP. At this level, there are two implementation
choices. For full generality, SSL (or TLS) could be provided as part of the underlying protocol suite and therefore be transparent to applications. Alternatively,
SSL can be embedded in specific packages. For example, Netscape and Microsoft
Explorer browsers come equipped with SSL, and most Web servers have implemented the protocol.
This section discusses SSLv3. Only minor changes are found in TLS.
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SSL Architecture
SSL is designed to make use of TCP to provide a reliable end-to-end secure service. SSL
is not a single protocol but rather two layers of protocols, as illustrated in Figure 21.13.
The SSL Record Protocol provides basic security services to various higherlayer protocols. In particular, the Hypertext Transfer Protocol (HTTP), which provides the transfer service for Web client/server interaction, can operate on top of SSL.
Three higher-layer protocols are defined as part of SSL: the Handshake Protocol, the
Change Cipher Spec Protocol, and the Alert Protocol. These SSL-specific protocols
are used in the management of SSL exchanges and are examined later in this section.
Two important SSL concepts are the SSL session and the SSL connection,
which are defined in the specification as follows:
• Connection: A connection is a transport (in the OSI layering model definition) that provides a suitable type of service. For SSL, such connections are
peer-to-peer relationships. The connections are transient. Every connection is
associated with one session.
• Session: An SSL session is an association between a client and a server. Sessions are created by the Handshake Protocol. Sessions define a set of cryptographic security parameters, which can be shared among multiple connections.
Sessions are used to avoid the expensive negotiation of new security parameters for each connection.
Between any pair of parties (applications such as HTTP on client and server),
there may be multiple secure connections. In theory, there may also be multiple
simultaneous sessions between parties, but this feature is not used in practice.

SSL Record Protocol
The SSL Record Protocol provides two services for SSL connections:
• Confidentiality: The Handshake Protocol defines a shared secret key that is
used for symmetric encryption of SSL payloads.
• Message integrity: The Handshake Protocol also defines a shared secret key
that is used to form a message authentication code (MAC).
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Figure 21.14 indicates the overall operation of the SSL Record Protocol. The
first step is fragmentation. Each upper-layer message is fragmented into blocks of
2 14 bytes (16,384 bytes) or less. Next, compression is optionally applied. The next
step in processing is to compute a message authentication code over the compressed
data. Next, the compressed message plus the MAC are encrypted using symmetric
encryption.
The final step of SSL Record Protocol processing is to prepend a header, consisting of the following fields:
• Content Type (8 bits): The higher-layer protocol used to process the enclosed
fragment.
• Major Version (8 bits): Indicates major version of SSL in use. For SSLv3, the
value is 3.
• Minor Version (8 bits): Indicates minor version in use. For SSLv3, the value
is 0.
• Compressed Length (16 bits): The length in bytes of the plaintext fragment (or
compressed fragment if compression is used). The maximum value is
2 14 + 2048.
The content types that have been defined are change_cipher_spec, alert, handshake, and application_data. The first three are the SSL-specific protocols, discussed
next. Note that no distinction is made among the various applications (e.g., HTTP)
that might use SSL; the content of the data created by such applications is opaque
to SSL.
The Record Protocol then transmits the resulting unit in a TCP segment.
Received data are decrypted, verified, decompressed, and reassembled and then
delivered to higher-level users.

730

CHAPTER 21 / NETWORK SECURITY

Change Cipher Spec Protocol
The Change Cipher Spec Protocol is one of the three SSL-specific protocols that use
the SSL Record Protocol, and it is the simplest. This protocol consists of a single
message, which consists of a single byte with the value 1. The sole purpose of this
message is to cause the pending state to be copied into the current state, which
updates the cipher suite to be used on this connection.

Alert Protocol
The Alert Protocol is used to convey SSL-related alerts to the peer entity. As with
other applications that use SSL, alert messages are compressed and encrypted, as
specified by the current state.
Each message in this protocol consists of two bytes. The first byte takes the
value warning(1) or fatal(2) to convey the severity of the message. If the level is
fatal, SSL immediately terminates the connection. Other connections on the same
session may continue, but no new connections on this session may be established.
The second byte contains a code that indicates the specific alert. An example of a
fatal alert is an incorrect MAC. An example of a nonfatal alert is a close_notify message, which notifies the recipient that the sender will not send any more messages on
this connection.

Handshake Protocol
The most complex part of SSL is the Handshake Protocol. This protocol allows
the server and client to authenticate each other and to negotiate an encryption
and MAC algorithm and cryptographic keys to be used to protect data sent in an
SSL record. The Handshake Protocol is used before any application data is
transmitted.
The Handshake Protocol consists of a series of messages exchanged by client
and server. Figure 21.15 shows the initial exchange needed to establish a logical
connection between client and server. The exchange can be viewed as having four
phases.
Phase 1 is used to initiate a logical connection and to establish the security
capabilities that will be associated with it. The exchange is initiated by the client,
which sends a client_hello message with the following parameters:
• Version: The highest SSL version understood by the client.
• Random: A client-generated random structure, consisting of a 32-bit timestamp and 28 bytes generated by a secure random number generator. These
values are used during key exchange to prevent replay attacks.
• Session ID: A variable-length session identifier. A nonzero value indicates
that the client wishes to update the parameters of an existing connection or
create a new connection on this session. A zero value indicates that the client
wishes to establish a new connection on a new session.
• CipherSuite: This is a list that contains the combinations of cryptographic
algorithms supported by the client, in decreasing order of preference. Each
element of the list (each cipher suite) defines both a key exchange algorithm
and a CipherSpec.
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Handshake Protocol Action

• Compression Method: This is a list of the compression methods the client
supports.
After sending the client_hello message, the client waits for the server_hello
message, which contains the same parameters as the client_hello message.
The details of phase 2 depend on the underlying public-key encryption scheme
that is used. In some cases, the server passes a certificate to the client, possibly additional key information, and a request for a certificate from the client.
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The final message in phase 2, and one that is always required, is the server_done
message, which is sent by the server to indicate the end of the server hello and associated messages. After sending this message, the server will wait for a client response.
In phase 3, upon receipt of the server_done message, the client should verify
that the server provided a valid certificate if required and check that the
server_hello parameters are acceptable. If all is satisfactory, the client sends one or
more messages back to the server, depending on the underlying public-key scheme.
Phase 4 completes the setting up of a secure connection. The client sends a
change_cipher_spec message and copies the pending CipherSpec into the current
CipherSpec. Note that this message is not considered part of the Handshake Protocol but is sent using the Change Cipher Spec Protocol. The client then immediately
sends the finished message under the new algorithms, keys, and secrets. The finished message verifies that the key exchange and authentication processes were
successful.
In response to these two messages, the server sends its own
change_cipher_spec message, transfers the pending to the current CipherSpec, and
sends its finished message. At this point the handshake is complete and the client
and server may begin to exchange application layer data.

21.6 IPV4 AND IPV6 SECURITY
In 1994, the Internet Architecture Board (IAB) issued a report entitled Security in
the Internet Architecture (RFC 1636). The report stated the general consensus that
the Internet needs more and better security, and it identified key areas for security
mechanisms. Among these were the need to secure the network infrastructure from
unauthorized monitoring and control of network traffic and the need to secure enduser-to-end-user traffic using authentication and encryption mechanisms.
These concerns are fully justified. The Computer Emergency Response Team
(CERT) Coordination Center (CERT/CC) reports an ever-increasing number of
Internet-related vulnerabilities (http://www.cert.org). These include security weaknesses in the operating systems of attached computers (e.g., Windows, Linux) as well
as vulnerabilities in Internet routers and other network devices. Similarly CERT/CC
documents a growing number of security-related incidents. These include denial of
service attacks; IP spoofing, in which intruders create packets with false IP
addresses and exploit applications that use authentication based on IP; and various
forms of eavesdropping and packet sniffing, in which attackers read transmitted
information, including logon information and database contents.
In response to these issues, the IAB included authentication and encryption as
necessary security features in the next-generation IP, which has been issued as IPv6.
Fortunately, these security capabilities were designed to be usable both with IPv4
and IPv6. This means that vendors can begin offering these features now, and many
vendors do now have some IPSec capability in their products.

Applications of IPSec
IPSec provides the capability to secure communications across a LAN, across private
and public WANs, and across the Internet. Examples of its use include the following:
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• Secure branch office connectivity over the Internet: A company can build a
secure virtual private network over the Internet or over a public WAN. This
enables a business to rely heavily on the Internet and reduce its need for private networks, saving costs and network management overhead.
• Secure remote access over the Internet: An end user whose system is equipped
with IP security protocols can make a local call to an Internet service provider
(ISP) and gain secure access to a company network. This reduces the cost of
toll charges for traveling employees and telecommuters.
• Establishing extranet and intranet connectivity with partners: IPSec can be
used to secure communication with other organizations, ensuring authentication and confidentiality and providing a key exchange mechanism.
• Enhancing electronic commerce security: Even though some Web and electronic commerce applications have built-in security protocols, the use of IPSec
enhances that security.
The principal feature of IPSec that enables it to support these varied applications is that it can encrypt and/or authenticate all traffic at the IP level. Thus, all distributed applications, including remote logon, client/server, e-mail, file transfer, Web
access, and so on, can be secured.

The Scope of IPSec
IPSec provides three main facilities: an authentication-only function referred to as
Authentication Header (AH), a combined authentication/encryption function called
Encapsulating Security Payload (ESP), and a key exchange function. For virtual private networks, both authentication and encryption are generally desired, because it is
important both to (1) assure that unauthorized users do not penetrate the virtual private network and (2) assure that eavesdroppers on the Internet cannot read messages
sent over the virtual private network. Because both features are generally desirable,
most implementations are likely to use ESP rather than AH. The key exchange function allows for manual exchange of keys as well as an automated scheme.
The IPSec specification is quite complex and covers numerous documents. The
most important of these, issued in November of 1998, are RFCs 2401, 2402, 2406,
and 2408. In this section, we provide an overview of some of the most important elements of IPSec.

Security Associations
A key concept that appears in both the authentication and confidentiality mechanisms for IP is the security association (SA). An association is a one-way relationship between a sender and a receiver that affords security services to the traffic
carried on it. If a peer relationship is needed, for two-way secure exchange, then two
security associations are required. Security services are afforded to an SA for the
use of AH or ESP, but not both.
A security association is uniquely identified by three parameters:
• Security parameters index (SPI): A bit string assigned to this SA and having local
significance only. The SPI is carried in AH and ESP headers to enable the receiving system to select the SA under which a received packet will be processed.
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• IP destination address: Currently, only unicast addresses are allowed; this is
the address of the destination endpoint of the SA, which may be an end-user
system or a network system such as a firewall or router.
• Security protocol identifier: This indicates whether the association is an AH or
ESP security association.
Hence, in any IP packet, the security association is uniquely identified by the
Destination Address in the IPv4 or IPv6 header and the SPI in the enclosed extension header (AH or ESP).
An IPSec implementation includes a security association database that defines
the parameters associated with each SA. A security association is defined by the
following parameters:
• Sequence number counter: A 32-bit value used to generate the sequence
number field in AH or ESP headers.
• Sequence counter overflow: A flag indicating whether overflow of the
sequence number counter should generate an auditable event and prevent
further transmission of packets on this SA.
• Antireplay window: Used to determine whether an inbound AH or ESP
packet is a replay, by defining a sliding window within which the sequence
number must fall.
• AH information: Authentication algorithm, keys, key lifetimes, and related
parameters being used with AH.
• ESP information: Encryption and authentication algorithm, keys, initialization
values, key lifetimes, and related parameters being used with ESP.
• Lifetime of this security association: A time interval or byte count after which
an SA must be replaced with a new SA (and new SPI) or terminated, plus an
indication of which of these actions should occur.
• IPSec protocol mode: Tunnel, transport, or wildcard (required for all implementations). These modes are discussed later in this section.
• Path MTU: Any observed path maximum transmission unit (maximum size of
a packet that can be transmitted without fragmentation) and aging variables
(required for all implementations).
The key management mechanism that is used to distribute keys is coupled to
the authentication and privacy mechanisms only by way of the security parameters
index. Hence, authentication and privacy have been specified independent of any
specific key management mechanism.

Authentication Header
The authentication header provides support for data integrity and authentication
of IP packets. The data integrity feature ensures that undetected modification to a
packet’s content in transit is not possible. The authentication feature enables an
end system or network device to authenticate the user or application and filter traffic accordingly; it also prevents the address spoofing attacks observed in today’s
Internet.
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IPSec Authentication Header

Authentication is based on the use of a message authentication code (MAC),
as described in Section 21.3; hence the two parties must share a secret key.
The authentication header consists of the following fields (Figure 21.16):
• Next Header (8 bits): Identifies the type of header immediately following this
header.
• Payload Length (8 bits): Length of authentication header in 32-bit words,
minus 2. For example, the default length of the authentication data field is 96
bits, or three 32-bit words. With a three-word fixed header, there are a total of
six words in the header, and the Payload Length field has a value of 4.
• Reserved (16 bits): For future use.
• Security Parameters Index (32 bits): Identifies a security association.
• Sequence Number (32 bits): A monotonically increasing counter value.
• Authentication Data (variable): A variable-length field (must be an integral
number of 32-bit words) that contains the integrity check value (ICV), or
MAC, for this packet.
The authentication data field is calculated over
• IP header fields that either do not change in transit (immutable) or that are
predictable in value upon arrival at the endpoint for the AH SA. Fields that
may change in transit and whose value on arrival are unpredictable are set to
zero for purposes of calculation at both source and destination.
• The AH header other than the Authentication Data field. The Authentication
Data field is set to zero for purposes of calculation at both source and destination.
• The entire upper-level protocol data, which is assumed to be immutable in transit.
For IPv4, examples of immutable fields are Internet Header Length and
Source Address. An example of a mutable but predictable field is the Destination
Address (with loose or strict source routing). Examples of mutable fields that are
zeroed prior to ICV calculation are the Time to Live and Header Checksum fields.
Note that both source and destination address fields are protected, so that address
spoofing is prevented.
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For IPv6, examples in the base header are Version (immutable), Destination
Address (mutable but predictable), and Flow Label (mutable and zeroed for
calculation).

Encapsulating Security Payload
The encapsulating security payload provides confidentiality services, including confidentiality of message contents and limited traffic flow confidentiality. As an
optional feature, ESP can also provide an authentication service.
Figure 21.17 shows the format of an ESP packet. It contains the following
fields:
• Security Parameters Index (32 bits): Identifies a security association.
• Sequence Number (32 bits): A monotonically increasing counter value.
• Payload Data (variable): This is an upper-level segment protected by encryption.
• Padding (0–255 bytes): May be required if the encryption algorithm requires
the plaintext to be a multiple of some number of octets.
• Pad Length (8 bits): Indicates the number of pad bytes immediately preceding
this field.
• Next Header (8 bits): Identifies the type of data contained in the payload data
field by identifying the first header in that payload (for example, an extension
header in IPv6, or an upper-layer protocol such as TCP).
• Authentication Data (variable): A variable-length field (must be an integral
number of 32-bit words) that contains the integrity check value computed
over the ESP packet minus the Authentication Data field.
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21.7 WI-FI PROTECTED ACCESS
As discussed in Section 17.6, the 802.11i task group has developed a set of capabilities to address the WLAN security issues. In order to accelerate the introduction of strong security into WLANs, the Wi-Fi Alliance promulgated Wi-Fi
Protected Access (WPA) as a Wi-Fi standard. WPA is a set of security mechanisms that eliminates most 802.11 security issues and was based on the current
state of the 802.11i standard. As 802.11i evolves, WPA will evolve to maintain
compatibility.
IEEE 802.11i addresses three main security areas: authentication, key
management, and data transfer privacy. To improve authentication, 802.11i
requires the use of an authentication server (AS) and defines a more robust
authentication protocol. The AS also plays a role in key distribution. For privacy,
802.11i provides three different encryption schemes. The scheme that provides a
long-term solution makes use of the Advanced Encryption Standard (AES) with
128-bit keys. However, because the use of AES would require expensive
upgrades to existing equipment, alternative schemes based on 104-bit RC4 are
also defined.
Figure 21.18 gives a general overview of 802.11i operation. First, an exchange
between a station and an AP enables the two to agree on a set of security capabilities to be used. Then, an exchange involving the AS and the station provides for
secure authentication. The AS is responsible for key distribution to the AP, which in
turn manages and distributes keys to stations. Finally, strong encryption is used to
protect data transfer between the station and the AP.
The 802.11i architecture consists of three main ingredients:
• Authentication: A protocol is used to define an exchange between a
user and an AS that provides mutual authentication and generates
temporary keys to be used between the client and the AP over the wireless
link.

Station

Access point
Authentication server
Security capabilities discovery
Authentication
Key management
Data protection

Figure 21.18 802.11i Operational Phases
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• Access control: This function enforces the use of the authentication function,
routes the messages properly, and facilitates key exchange. It can work with a
variety of authentication protocols.
• Privacy with message integrity: MAC-level data (e.g., an LLC PDU) are
encrypted, along with a message integrity code that ensures that the data have
not been altered.
Authentication operates at a level above the LLC and MAC protocols and is
considered beyond the scope of 802.11. There are a number of popular authentication protocols in use, including the Extensible Authentication Protocol (EAP) and
the Remote Authentication Dial-In User Service (RADIUS). These are not covered
in this book. The remainder of this section examines access control and privacy with
message integrity.

Access Control5
IEEE 802.11i makes use of another standard that was designed to provide access
control functions for LANs. The standard is IEEE 802.1X, Port-Based Network
Access Control. IEEE 802.1X uses the terms supplicant, authenticator, and
authentication server (AS). In the context of an 802.11 WLAN, the first two terms
correspond to the wireless station and the AP. The AS is typically a separate device
on the wired side of the network (i.e., accessible over the DS) but could also reside
directly on the authenticator.
Before a supplicant is authenticated by the AS, using an authentication protocol, the authenticator only passes control or authentication messages between the
supplicant and the AS; the 802.1X control channel is unblocked but the 802.11 data
channel is blocked. Once a supplicant is authenticated and keys are provided, the
authenticator can forward data from the supplicant, subject to predefined access
control limitations for the supplicant to the network. Under these circumstances, the
data channel is unblocked.
As indicated in Figure 21.19, 802.1X uses the concepts of controlled and
uncontrolled ports. Ports are logical entities defined within the authenticator and
refer to physical network connections. For a WLAN, the authenticator (the AP) may
have only two physical ports, one connecting to the DS and one for wireless communication within its BSS. Each logical port is mapped to one of these two physical
ports. An uncontrolled port allows the exchange of PDUs between the supplicant
and other the AS regardless of the authentication state of the supplicant. A controlled port allows the exchange of PDUs between a supplicant and other systems
on the LAN only if the current state of the supplicant authorizes such an exchange.
The 802.1X framework, with an upper-layer authentication protocol, fits nicely
with a BSS architecture that includes a number of wireless stations and an AP. However, for an IBSS, there is no AP. For an IBSS, 802.11i provides a more complex solution that, in essence, involves pairwise authentication between stations on the IBSS.

5

In this subsection, we are discussing access control as a security function. This is a different function than
medium access control (MAC) as described in Chapter 15. Unfortunately, the literature and the standards use the term access control in both contexts.
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Privacy with Message Integrity
IEEE 802.11i defines two schemes for protecting data transmitted in 802.11 MAC
PDUs. The first scheme is known as the Temporal Key Integrity Protocol (TKIP) or
WPA-1. TKIP is designed to require only software changes to devices that are implemented with an older wireless LAN security approach called Wired Equivalent Privacy (WEP); it uses the same RC4 stream encryption algorithm as WEP. The second
scheme is known as Counter Mode-CBC MAC Protocol (CCMP) or WPA-2. CCMP
makes use of the Advanced Encryption Standard (AES) encryption protocol.6
Both TKIP and WPA-2 add a message integrity code (MIC) to the 802.11
MAC frame after the data field. The MIC is generated by an algorithm, called
Michael, that computes a 64-bit value calculated using the source and destination
MAC address values and the Data field. This value is then encrypted using a separate key from that used for encrypting the Data fields. Thus, both the data and MIC
fields are encrypted. The use of a more complex algorithm, a separate encryption
key, and a 64-bit length, all make the MIC and substantially stronger message
authentication feature than the ICV. The MIC serves the purpose of message
authentication, a function described earlier in this chapter.

21.8 RECOMMENDED READING AND WEB SITES
The topics in this chapter are covered in greater detail in [STAL06]. For coverage of cryptographic algorithms, [SCHN96] is a valuable reference work; it contains descriptions of virtually
every cryptographic algorithm and protocol in use up to the time of the book’s publication.
6

The AES algorithm is described in detail in [STAL06] and [STAL02].
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SCHN96 Schneier, B. Applied Cryptography. New York: Wiley, 1996.
STAL06 Stallings, W. Cryptography and Network Security: Principles and Practice,
Fourth Edition. Upper Saddle River, NJ: Prentice Hall, 2003.

Recommended Web sites:
• Coast: Comprehensive set of links related to cryptography and network security
• IETF Security Area: Provides up-to-date information on Internet security standardization efforts

• IEEE Technical Committee on Security and Privacy: Provides copies of IEEE’s
newsletter and information on IEEE-related activities

21.9 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
active attack
authenticity
availability
Advanced Encryption
Standard (AES)
brute-force attack
ciphertext
confidentiality
cryptanalysis
Data Encryption Standard
(DES)
decryption algorithm
denial of service
digital signature
encryption algorithm

hash function
integrity
IP Security (IPSec)
key distribution
key distribution center
key management
masquerade
message authentication
message authentication code
(MAC)
one-way hash function
passive attack
plaintext
private key
public key

public-key certificate
public-key encryption
replay
RSA
secret key
secure hash function
Secure Socket Layer
(SSL)
session key
SHA
symmetric encryption
traffic analysis
traffic padding
Transport Layer Security
(TLS)

Review Questions
21.1
21.2
21.3
21.4
21.5
21.6
21.7

What is the difference between passive and active security threats?
List and briefly define categories of passive and active security threats.
What are DES and triple DES?
How is the AES expected to be an improvement over triple DES?
Explain traffic padding.
List and briefly define various approaches to message authentication.
What is a secure hash function?
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21.8
21.9
21.10
21.11
21.12
21.13
21.14
21.15
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Explain the difference between symmetric encryption and public-key encryption.
What are the distinctions among the terms public key, private key, secret key?
What is a digital signature?
What is a public-key certificate?
What protocols comprise SSL?
What is the difference between and SSL connection and an SSL session?
What services are provided by the SSL Record Protocol?
What services are provided by IPSec?

Problems
21.1

21.2

21.3

21.4

Give some examples where traffic analysis could jeopardize security. Describe situations where end-to-end encryption combined with link encryption would still allow
enough traffic analysis to be dangerous.
Key distribution schemes using an access control center and/or a key distribution center have central points vulnerable to attack. Discuss the security implications of such
centralization.
Suppose that someone suggests the following way to confirm that the two of you are
both in possession of the same secret key. You create a random bit string the length of
the key, XOR it with the key, and send the result over the channel. Your partner
XORs the incoming block with the key (which should be the same as your key) and
sends it back. You check and if what you receive is your original random string, you
have verified that your partner has the same secret key, yet neither of you has ever
transmitted the key. Is there a flaw in this scheme?
Prior to the discovery of any specific public-key schemes, such as RSA, an existence
proof was developed whose purpose was to demonstrate that public-key encryption is
possible in theory. Consider the functions f11x12 = z1; f21x2, y22 = z2; f31x3, y32 = z3,
where all values are integers with 1 … xi, yi, zi … N. Function f1 can be represented
by a vector M1 of length N, in which the kth entry is the value of f11k2. Similarly, f2 and
f3 can be represented by N * N matrices M2 and M3. The intent is to represent the
encryption/decryption process by table lookups for tables with very large values of N.
Such tables would be impractically huge but could, in principle, be constructed. The
scheme works as follows: Construct M1 with a random permutation of all integers
between 1 and N; that is, each integer appears exactly once in M1. Construct M2 so
that each row contains a random permutation of the first N integers. Finally, fill in M3
to satisfy the following condition:
f31f21f11k2, p2, k2 = p for all k, p with 1 … k, p … N

In words,
1. M1 takes an input k and produces an output x.
2. M2 takes inputs x and p giving output z.
3. M3 takes inputs z and k and produces p.
The three tables, once constructed, are made public.
a. It should be clear that it is possible to construct M3 to satisfy the preceding condition. As an example, fill in M3 for the following simple case:

M1 

5

5

2

3

4

1

4

4

2

5

1

3

1

3

2

4

5

3

3

1

4

2

5

1

2

5

3

4

1

2

M2 

M3 
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21.5

21.6
21.7
21.8

21.9
21.10

21.11

Convention: The ith element of M1 corresponds to k = i. The ith row of
M2 corresponds to x = i; the jth column of M2 corresponds to p = j. The ith row
of M3 corresponds to z = i; the jth column of M3 corresponds to k = j.
b. Describe the use of this set of tables to perform encryption and decryption
between two users.
c. Argue that this is a secure scheme.
Perform encryption and decryption using the RSA algorithm, as in Figure 21.11, for
the following:
a. p = 3; q = 11, d = 7; M = 5
b. p = 5; q = 11, e = 3; M = 9
c. p = 7; q = 11, e = 17; M = 8
d. p = 11; q = 13, e = 11; M = 7
e. p = 17; q = 31, e = 7; M = 2. Hint: Decryption is not as hard as you think; use
some finesse.
In a public-key system using RSA, you intercept the ciphertext C = 10 sent to a user
whose public key is e = 5, n = 35. What is the plaintext M?
In an RSA system, the public key of a given user is e = 31, n = 3599. What is the private key of this user?
Suppose we have a set of blocks encoded with the RSA algorithm and we don’t have
the private key. Assume n = pq, e is the public key. Suppose also someone tells us he
or she knows one of the plaintext blocks has a common factor with n. Does this help
us in any way?
Show how RSA can be represented by matrices M1, M2, and M3 of Problem 21.4.
Consider the following scheme:
1. Pick an odd number, E.
2. Pick two prime numbers, P and Q, where 1P - 121Q - 12 - 1 is evenly divisible
by E.
3. Multiply P and Q to get N.
1P - 121Q - 121E - 12 + 1
4. Calculate D =
.
E
Is this scheme equivalent to RSA? Show why or why not.
Consider using RSA with a known key to construct a one-way hash function. Then
process a message consisting of a sequence of blocks as follows: Encrypt the first
block, XOR the result with the second block and encrypt again, and so on. Show that
this scheme is not secure by solving the following problem. Given a two-block message B1, B2, and its hash
RSAH1B1, B22 = RSA1RSA1B12  B22

21.12
21.13

Given an arbitrary block C1, choose C2 so that RSAH1C1, C22 = RSAH1B1, B22.
In SSL and TLS, why is there a separate Change Cipher Spec Protocol rather than
including a change_cipher_spec message in the Handshake Protocol?
In discussing AH processing, it was mentioned that not all of the fields in an IP header
are included in MAC calculation.
a. For each of the fields in the IPv4 header, indicate whether the field is immutable,
mutable but predictable, or mutable (zeroed prior to ICV calculation).
b. Do the same for the IPv6 header.
c. Do the same for the IPv6 extension headers.
In each case, justify your decision for each field.
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One of the most exciting aspects of birds’ lives is how they interact with others during
such social activities as defending territories, courting mates, nesting, raising young,
and flocking. Birds’ level of sociability changes with the seasons; they may be
gregarious at certain times of year yet highly territorial at others. Some of the most
fascinating behavior occurs in spring and summer when birds are engaged in
breeding. During a social interaction, an individual is coordinating its activities with
those of another. This inevitably requires communication.
—Secret Lives of Common Birds, Marie Read

KEY TOPICS
•

•

The most widely used protocol for the transmission of electronic mail
is SMTP. SMTP assumes that the content of the message is a simple
text block. The recent MIME standard expands SMTP to support
transmission of multimedia information.
The most important standardized scheme for supporting network
management applications is the Simple Network Management Protocol (SNMP). The original version of SNMP is available on a wide
array of products and is widely used. SNMPv2 contains a number of
functional enhancements to SNMP and is supplanting it. SNMPv3
provides security features that are added on to SNMPv2.

All of the protocols and functions described in Part Five are geared
toward one objective: the support of distributed applications that involve
the interaction of multiple independent systems. In the OSI model, such
applications occupy the application layer and are directly supported by the
presentation layer. In the TCP/IP suite, such applications typically rely on
TCP or UDP for support.
In this chapter, we examine two applications that give the reader a
feel for the range and diversity of applications supported by a communications architecture. The chapter begins with electronic mail, with the SMTP
and MIME standards as examples; SMTP provides a basic e-mail service,
while MIME adds multimedia capability to SMTP. The chapter then discusses network management, a support-type application, designed to
assure the effective monitoring and control of a distributed system. The
specific protocol that is examined is the Simple Network Management Protocol (SNMP), which is designed to operate in both the TCP/IP and OSI
environments.
Refer to Figure 2.5 to see the position within the TCP/IP suite of the
protocols discussed in this chapter.
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22.1 ELECTRONIC MAIL—SMTP AND MIME
The most heavily used application in virtually any distributed system is electronic
mail. The Simple Mail Transfer Protocol (SMTP) has always been the workhorse of
the TCP/IP suite. However, SMTP has traditionally been limited to the delivery of
simple text messages. In recent years, there has been a demand for the capability to
deliver mail containing various types of data, including voice, images, and video
clips. To satisfy this requirement, a new electronic mail standard, which builds on
SMTP, has been defined: the Multi-Purpose Internet Mail Extension (MIME). In
this section, we first examine SMTP, and then look at MIME.

Simple Mail Transfer Protocol (SMTP)
SMTP is the standard protocol for transferring mail between hosts in the TCP/IP
suite; it is defined in RFC 821.
Although messages transferred by SMTP usually follow the format defined in
RFC 822, described later, SMTP is not concerned with the format or content of messages themselves, with two exceptions. This concept is often expressed by saying that
SMTP uses information written on the envelope of the mail (message header), but
does not look at the contents (message body) of the envelope. The two exceptions
are as follows:
1. SMTP standardizes the message character set as 7-bit ASCII.
2. SMTP adds log information to the start of the delivered message that indicates
the path the message took.

Basic Electronic Mail Operation Figure 22.1 illustrates the overall flow of
mail in a typical system. Although much of this activity is outside the scope of SMTP,
the figure illustrates the context within which SMTP typically operates.
To begin, mail is created by a user agent program in response to user input.
Each created message consists of a header that includes the recipient’s e-mail
address and other information, and a body containing the message to be sent. These
messages are then queued in some fashion and provided as input to an SMTP
Sender program, which is typically an always-present server program on the host.
Although the structure of the outgoing mail queue will differ depending on
the host’s operating system, each queued message conceptually has two parts:
1. The message text, consisting of
• The RFC 822 header: This constitutes the message envelope and includes
an indication of the intended recipient or recipients.
• The body of the message, composed by the user.
2. A list of mail destinations.
The list of mail destinations for the message is derived by the user agent from
the 822 message header. In some cases, the destination or destinations are literally
specified in the message header. In other cases, the user agent may need to expand
mailing list names, remove duplicates, and replace mnemonic names with actual
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to local port 25

(b) Incoming mail

Figure 22.1 SMTP Mail Flow

mailbox names. If any blind carbon copies (BCCs) are indicated, the user agent
needs to prepare messages that conform to this requirement. The basic idea is that
the multiple formats and styles preferred by humans in the user interface are
replaced by a standardized list suitable for the SMTP send program.
The SMTP sender takes messages from the outgoing mail queue and transmits
them to the proper destination host via SMTP transactions over one or more TCP
connections to port 25 on the target hosts. A host may have multiple SMTP senders
active simultaneously if it has a large volume of outgoing mail, and should also have
the capability of creating SMTP receivers on demand so that mail from one host
cannot delay mail from another.
Whenever the SMTP sender completes delivery of a particular message to
one or more users on a specific host, it deletes the corresponding destinations
from that message’s destination list. When all destinations for a particular
message are processed, the message is deleted from the queue. In processing a
queue, the SMTP sender can perform a variety of optimizations. If a particular
message is sent to multiple users on a single host, the message text need be sent
only once. If multiple messages are ready to send to the same host, the SMTP
sender can open a TCP connection, transfer the multiple messages, and then close
the connection rather than opening and closing a connection for each message.
The SMTP sender must deal with a variety of errors. The destination host may
be unreachable, out of operation, or the TCP connection may fail while mail is being
transferred. The sender can requeue the mail for later delivery but give up after
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some period rather than keep the message in the queue indefinitely. A common
error is a faulty destination address, which can occur due to user input error or
because the intended destination user has a new address on a different host. The
SMTP sender must either redirect the message if possible or return an error notification to the message’s originator.
The SMTP protocol is used to transfer a message from the SMTP sender to
the SMTP receiver over a TCP connection. SMTP attempts to provide reliable operation but does not guarantee to recover from lost messages. SMTP does not return
an end-to-end acknowledgment to a message’s originator to indicate that a message
is successfully delivered to the message’s recipient. Also, SNMP does not guarantee
to return error indications. However, the SMTP-based mail system is generally considered reliable.
The SMTP receiver accepts each arriving message and either places it in
the appropriate user mailbox or copies it to the local outgoing mail queue if forwarding is required. The SMTP receiver must be able to verify local mail destinations and deal with errors, including transmission errors and lack of storage
capacity.
The SMTP sender is responsible for a message up to the point where the
SMTP receiver indicates that the transfer is complete; however, this simply means
that the message has arrived at the SMTP receiver, not that the message has been
delivered to and retrieved by the intended final recipient. The SMTP receiver’s
error-handling responsibilities are generally limited to giving up on TCP connections that fail or are inactive for very long periods. Thus, the sender has most of the
error recovery responsibility. Errors during completion indication may cause duplicate, but not lost, messages.
In most cases, messages go directly from the mail originator’s machine to the
destination machine over a single TCP connection. However, mail will occasionally
go through intermediate machines via an SMTP forwarding capability, in which case
the message must traverse a series of TCP connections between source and destination. One way for this to happen is for the sender to specify a route to the destination in the form of a sequence of servers. A more common event is forwarding
required because a user has moved.
It is important to note that the SMTP protocol is limited to the conversation that
takes place between the SMTP sender and the SMTP receiver. SMTP’s main function
is the transfer of messages, although there are some ancillary functions dealing with
mail destination verification and handling. The rest of the mail-handling apparatus
depicted in Figure 22.1 is beyond the scope of SMTP and may differ from one system
to another.
We now turn to a discussion of the main elements of SMTP.

SMTP Overview The operation of SMTP consists of a series of commands
and responses exchanged between the SMTP sender and receiver. The initiative
is with the SMTP sender, who establishes the TCP connection. Once the connection is established, the SMTP sender sends commands over the connection to
the receiver. Each command generates exactly one reply from the SMTP
receiver.

748

CHAPTER 22 / INTERNET APPLICATIONS

Table 22.1 SMTP Commands
Name

Command Form

Description

HELO

HELO <SP> <domain> <CRLF>

Send identification

MAIL

MAIL <SP> FROM:<reverse-path> <CRLF>

Identifies originator of mail

RCPT

RCPT <SP> TO:<forward-path> <CRLF>

Identifies recipient of mail

DATA

DATA <CRLF>

Transfer message text

RSET

RSET <CRLF>

Abort current mail transaction

NOOP

NOOP <CRLF>

No operation

QUIT

QUIT <CRLF>

Close TCP connection

SEND

SEND <SP> FROM:<reverse-path> <CRLF>

Send mail to terminal

SOML

SOML <SP> FROM:<reverse-path> <CRLF>

Send mail to terminal if possible; otherwise
to mailbox

SAML

SAML <SP> FROM:<reverse-path> <CRLF>

Send mail to terminal and mailbox

VRFY

VRFY <SP> <string> <CRLF>

Confirm user name

EXPN

EXPN <SP> <string> <CRLF>

Return membership of mailing list

HELP

HELP [<SP> <string>] <CRLF>

Send system-specific documentation

TURN

TURN <CRLF>

Reverse role of sender and receiver

<CRLF> = carriage return, line feed
<SP> = space
Square brackets denote optional elements.
Shaded commands are optional in a conformant SMTP implementation.

Table 22.1 lists the SMTP commands. Each command consists of a single
line of text, beginning with a four-letter command code followed in some cases by
an argument field. Most replies are a single-line, although multiple-line replies
are possible. The table indicates those commands that all receivers must be able
to recognize. The other commands are optional and may be ignored by the
receiver.
SMTP replies are listed in Table 22.2. Each reply begins with a three-digit
code and may be followed by additional information. The leading digit indicates the
category of the reply:
• Positive Completion reply: The requested action has been successfully completed. A new request may be initiated.
• Positive Intermediate reply: The command has been accepted, but the requested
action is being held in abeyance, pending receipt of further information. The
sender-SMTP should send another command specifying this information. This
reply is used in command sequence groups.
• Transient Negative Completion reply: The command was not accepted and the
requested action did not occur. However, the error condition is temporary and
the action may be requested again.
• Permanent Negative Completion reply: The command was not accepted and
the requested action did not occur.
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Table 22.2 SMTP Replies
Code

Description
Positive Completion Reply

211

System status, or system help reply

214

Help message (Information on how to use the receiver or the meaning of a particular non-standard
command; this reply is useful only to the human user)

220

<domain> Service ready

221

<domain> Service closing transmission channel

250

Requested mail action okay, completed

251

User not local; will forward to <forward-path>
Positive Intermediate Reply

354

Start mail input; end with <CRLF>.<CRLF>
Transient Negative Completion Reply

421

<domain> Service not available, losing transmission channel (This may be a reply to any command
if the service knows it must shut down)

450

Requested mail action not taken: mailbox unavailable (e.g., mailbox busy)

451

Requested action aborted: local error in processing

452

Requested action not taken: insufficient system storage
Permanent Negative Completion Reply

500

Syntax error, command unrecognized (This may include errors such as command line too long)

501

Syntax error in parameters or arguments

502

Command not implemented

503

Bad sequence of commands

504

Command parameter not implemented

550

Requested action not taken: mailbox unavailable (e.g., mailbox not found, no access)

551

User not local; please try <forward-path>

552

Requested mail action aborted: exceeded storage allocation

553

Requested action not taken: mailbox name not allowed (e.g., mailbox syntax incorrect)

554

Transaction failed

Basic SMTP operation occurs in three phases: connection setup, exchange of
one or more command-response pairs, and connection termination. We examine
each phase in turn.

Connection Setup An SMTP sender will attempt to set up a TCP connection
with a target host when it has one or more mail messages to deliver to that host. The
sequence is quite simple:
1. The sender opens a TCP connection with the receiver.
2. Once the connection is established, the receiver identifies itself with “220 Service
Ready.”
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3. The sender identifies itself with the HELO command.
4. The receiver accepts the sender’s identification with “250 OK.”
If the mail service on the destination is unavailable, the destination
host returns a “421 Service Not Available” reply in step 2 and the process is terminated.

Mail Transfer Once a connection has been established, the SMTP sender may
send one or more messages to the SMTP receiver. There are three logical phases to
the transfer of a message:
1. A MAIL command identifies the originator of the message.
2. One or more RCPT commands identify the recipients for this message.
3. A DATA command transfers the message text.
The MAIL command gives the reverse path, which can be used to report
errors. If the receiver is prepared to accept messages from this originator, it
returns a “250 OK” reply. Otherwise the receiver returns a reply indicating failure
to execute the command (codes 451, 452, 552) or an error in the command (codes
421, 500, 501).
The RCPT command identifies an individual recipient of the mail
data; multiple recipients are specified by multiple use of this command. A
separate reply is returned for each RCPT command, with one of the following
possibilities:
1. The receiver accepts the destination with a 250 reply; this indicates that the
designated mailbox is on the receiver’s system.
2. The destination will require forwarding and the receiver will forward (251).
3. The destination requires forwarding but the receiver will not forward; the sender
must resend to the forwarding address (551).
4. A mailbox does not exist for this recipient at this host (550).
5. The destination is rejected due to some other failure to execute (codes 450,
451, 452, 552, 553) or an error in the command (codes 421, 500, 501, 503).
The advantage of using a separate RCPT phase is that the sender will not send
the message until it is assured that the receiver is prepared to receive the message for
at least one recipient, thereby avoiding the overhead of sending an entire message
only to learn that the destination is unknown. Once the SMTP receiver has agreed to
receive the mail message for at least one recipient, the SMTP sender uses the DATA
command to initiate the transfer of the message. If the SMTP receiver is still prepared to receive the message, it returns a 354 message; otherwise the receiver returns
a reply indicating failure to execute the command (codes 451, 554) or an error in the
command (codes 421, 500, 501, 503). If the 354 reply is returned, the SMTP sender
proceeds to send the message over the TCP connection as a sequence of ASCII lines.
The end of the message is indicated by a line containing only a period. The SMTP
receiver responds with a 250 OK reply if the message is accepted or with the appropriate error code (451, 452, 552, 554).
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An example, taken from RFC 821, illustrates the process:

S: MAIL FROM:<Smith@Alpha.ARPA>
R: 250 OK
S: RCPT TO:<Jones@Beta.ARPA>
R: 250 OK
S: RCPT TO:<Green@Beta.ARPA>
R: 550 No such user here
S: RCPT TO:<Brown@Beta.ARPA>
R: 250 OK
S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
S: Blah blah blah...
S: ...etc. etc. etc.
S: <CRLF>.<CRLF>
R: 250 OK

The SMTP sender is transmitting mail that originates with the user
Smith@Alpha.ARPA. The message is addressed to three users on machine Beta.ARPA,

namely, Jones, Green, and Brown. The SMTP receiver indicates that it has mailboxes
for Jones and Brown but does not have information on Green. Because at least one of
the intended recipients has been verified, the sender proceeds to send the text message.

Connection Closing The SMTP sender closes the connection in two steps. First,
the sender sends a QUIT command and waits for a reply. The second step is to initiate a TCP close operation for the TCP connection. The receiver initiates its TCP
close after sending its reply to the QUIT command.

RFC 822 RFC 822 defines a format for text messages that are sent using electronic mail. The SMTP standard adopts RFC 822 as the format for use in constructing messages for transmission via SMTP. In the RFC 822 context, messages are
viewed as having an envelope and contents. The envelope contains whatever information is needed to accomplish transmission and delivery. The contents comprise
the object to be delivered to the recipient. The RFC 822 standard applies only to the
contents. However, the content standard includes a set of header fields that may
be used by the mail system to create the envelope, and the standard is intended to
facilitate the acquisition of such information by programs.
An RFC 822 message consists of a sequence of lines of text and uses a general
“memo” framework. That is, a message consists of some number of header lines,
which follow a rigid format, followed by a body portion consisting of arbitrary text.
A header line usually consists of a keyword, followed by a colon, followed by
the keyword’s arguments; the format allows a long line to be broken up into several
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lines. The most frequently used keywords are From, To, Subject, and Date. Here is an
example message:

Date: Tue, 16 Jan 1996 10:37:17 (EST)
From: “William Stallings” <ws@host.com>
Subject: The Syntax in RFC 822
To: Smith@ Other -Host.com
Cc: Jones@ Yet-Another-Host.com
Hello. This section begins the actual message body, which is delimited
from the message heading by a blank line.

Another field that is commonly found in RFC 822 headers is Message-ID. This
field contains a unique identifier associated with this message.

Multipurpose Internet Mail Extensions (MIME)
MIME is an extension to the RFC 822 framework that is intended to address some
of the problems and limitations of the use of SMTP and RFC 822 for electronic
mail. [RODR02] lists the following limitations of the SMTP/822 scheme:
1. SMTP cannot transmit executable files or other binary objects. A number of
schemes are in use for converting binary files into a text form that can be used
by SMTP mail systems, including the popular UNIX UUencode/UUdecode
scheme. However, none of these is a standard or even a de facto standard.
2. SMTP cannot transmit text data that includes national language characters
because these are represented by 8-bit codes with values of 128 decimal or
higher, and SMTP is limited to 7-bit ASCII.
3. SMTP servers may reject mail messages over a certain size.
4. SMTP gateways that translate between the character codes ASCII and EBCDIC
do not use a consistent set of mappings, resulting in translation problems.
5. SMTP gateways to X.400 electronic mail networks cannot handle nontextual
data included in X.400 messages.
6. Some SMTP implementations do not adhere completely to the SMTP standards
defined in RFC 821. Common problems include
• Deletion, addition, or reordering of carriage return and linefeed
• Truncating or wrapping lines longer than 76 characters
• Removal of trailing white space (tab and space characters)
• Padding of lines in a message to the same length
• Conversion of tab characters into multiple space characters
MIME is intended to resolve these problems in a manner that is compatible
with existing RFC 822 implementations. The specification is provided in RFCs 2045
through 2049.
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Overview The MIME specification includes the following elements:
1. Five new message header fields are defined, which may be included in an RFC
822 header. These fields provide information about the body of the message.
2. A number of content formats are defined, thus standardizing representations
that support multimedia electronic mail.
3. Transfer encodings are defined that enable the conversion of any content format into a form that is protected from alteration by the mail system.
In this subsection, we introduce the five message header fields. The next two
subsections deal with content formats and transfer encodings.
The five header fields defined in MIME are as follows:
• MIME-Version: Must have the parameter value 1.0. This field indicates that
the message conforms to the RFCs.
• Content-Type: Describes the data contained in the body with sufficient detail that
the receiving user agent can pick an appropriate agent or mechanism to present
the data to the user or otherwise deal with the data in an appropriate manner.
• Content-Transfer-Encoding: Indicates the type of transformation that has
been used to represent the body of the message in a way that is acceptable for
mail transport.
• Content-ID: Used to uniquely identify MIME entities in multiple contexts.
• Content-Description: A plaintext description of the object with the body; this
is useful when the object is not displayable (e.g., audio data).
Any or all of these fields may appear in a normal RFC 822 header. A
compliant implementation must support the MIME-Version, Content-Type, and
Content-Transfer-Encoding fields; the Content-ID and Content-Description fields
are optional and may be ignored by the recipient implementation.

MIME Content Types The bulk of the MIME specification is concerned with
the definition of a variety of content types. This reflects the need to provide standardized ways of dealing with a wide variety of information representations in a
multimedia environment.
Table 22.3 lists the MIME content types. There are seven different major types
of content and a total of 14 subtypes. In general, a content type declares the general
type of data, and the subtype specifies a particular format for that type of data.
For the text type of body, no special software is required to get the full meaning of
the text, aside from support of the indicated character set. The only defined subtype is
plaintext, which is simply a string of ASCII characters or ISO 8859 characters. An earlier version of the MIME specification included a richtext subtype, which allows greater
formatting flexibility. It is expected that this subtype will reappear in a later RFC.
The multipart type indicates that the body contains multiple, independent
parts. The Content-Type header field includes a parameter, called boundary, that
defines the delimiter between body parts. This boundary should not appear in any
parts of the message. Each boundary starts on a new line and consists of two
hyphens followed by the boundary value. The final boundary, which indicates the
end of the last part, also has a suffix of two hyphens. Within each part, there may be
an optional ordinary MIME header.
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Table 22.3 MIME Content Types
Type

Subtype

Text

Plain

Unformatted text; may be ASCII or ISO 8859.

Multipart

Mixed

The different parts are independent but are to be transmitted
together. They should be presented to the receiver in the order that
they appear in the mail message.

Parallel

Differs from Mixed only in that no order is defined for delivering the
parts to the receiver.

Alternative

The different parts are alternative versions of the same information.
They are ordered in increasing faithfulness to the original and the
recipient’s mail system should display the “best” version to the user.

Digest

Similar to Mixed, but the default type/subtype of each part is
message/rfc822.

Message

Image

Description

rfc822

The body is itself an encapsulated message that conforms to RFC 822.

Partial

Used to allow fragmentation of large mail items, in a way that is
transparent to the recipient.

External-body

Contains a pointer to an object that exists elsewhere.

jpeg

The image is in JPEG format, JFIF encoding.

gif

The image is in GIF format.

Video

mpeg

MPEG format.

Audio

Basic

Single-channel 8-bit ISDN m-law encoding at a sample rate of 8 kHz.

Application

PostScript

Adobe Postscript

octet-stream

General binary data consisting of 8-bit bytes.

Here is a simple example of a multipart message, containing two parts both
consisting of simple text:
From: John Smith <js@company.com>
To: Ned Jones <ned@soft.com>
Subject: Sample message
MIME-Version: 1.0
Content-type: multipart/mixed; boundary=”simple boundary”
This is the preamble. It is to be ignored, though it is a handy place for mail
composers to include an explanatory note to non-MIME conformant
readers.
—simple boundary
This is implicitly typed plain ASCII text. It does NOT end with a linebreak.
—simple boundary
Content-type: text/plain; charset=us-ascii
This is explicitly typed plain ASCII text. It DOES end with a linebreak.
—simple boundary—
This is the epilogue. It is also to be ignored.
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There are four subtypes of the multipart type, all of which have the same overall syntax. The multipart/mixed subtype is used when there are multiple independent
body parts that need to be bundled in a particular order. For the multipart/parallel
subtype, the order of the parts is not significant. If the recipient’s system is appropriate,
the multiple parts can be presented in parallel. For example, a picture or text part
could be accompanied by a voice commentary that is played while the picture or text
is displayed.
For the multipart/alternative subtype, the various parts are different representations of the same information. The following is an example:

From: John Smith <js@company.com>
To: Ned Jones <ned@soft.com>
Subject: Formatted text mail
MIME-Version: 1.0
Content-Type: multipart/alternative; boundary=”boundary42”
—boundary42
Content-Type: text/plain; charset=us-ascii
...plaintext version of message goes here....
—boundary42
Content-Type: text/richtext
.... RFC 1341 richtext version of same message goes here ...
—boundary42—

In this subtype, the body parts are ordered in terms of increasing preference. For this example, if the recipient system is capable of displaying the
message in the richtext format, this is done; otherwise, the plaintext format
is used.
The multipart/digest subtype is used when each of the body parts is
interpreted as an RFC 822 message with headers. This subtype enables the
construction of a message whose parts are individual messages. For example, the moderator of a group might collect e-mail messages from participants, bundle these messages, and send them out in one encapsulating
MIME message.
The message type provides a number of important capabilities in
MIME. The message/rfc822 subtype indicates that the body is an entire
message, including header and body. Despite the name of this subtype, the
encapsulated message may be not only a simple RFC 822 message, but any
MIME message.
The message/partial subtype enables fragmentation of a large message into a number of parts, which must be reassembled at the destination.
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For this subtype, three parameters are specified in the Content-Type: Message/Partial field:
• id: A value that is common to each fragment of the same message, so that the
fragments can be identified at the recipient for reassembly, but unique across
different messages.
• number: A sequence number that indicates the position of this fragment in the
original message. The first fragment is numbered 1, the second 2, and so on.
• total: The total number of parts. The last fragment is identified by having the
same value for the number and total parameters.
The message/external-body subtype indicates that the actual data to be conveyed in this message are not contained in the body. Instead, the body contains the
information needed to access the data. As with the other message types, the message/external-body subtype has an outer header and an encapsulated message with
its own header. The only necessary field in the outer header is the Content-Type
field, which identifies this as a message/external-body subtype. The inner header is
the message header for the encapsulated message.
The Content-Type field in the outer header must include an access-type parameter, which has one of the following values:
• FTP: The message body is accessible as a file using the file transfer protocol
(FTP). For this access type, the following additional parameters are mandatory: name, the name of the file; and site, the domain name of the host where
the file resides. Optional parameters are directory, the directory in which the
file is located; and mode, which indicates how FTP should retrieve the file
(e.g., ASCII, image). Before the file transfer can take place, the user will need
to provide a user id and password. These are not transmitted with the message
for security reasons.
• TFTP: The message body is accessible as a file using the trivial file transfer
protocol (TFTP). The same parameters as for FTP are used, and the user id
and password must also be supplied.
• Anon-FTP: Identical to FTP, except that the user is not asked to supply a user
id and password. The parameter name supplies the name of the file.
• local-file: The message body is accessible as a file on the recipient’s machine.
• AFS: The message body is accessible as a file via the global AFS (Andrew File
System). The parameter name supplies the name of the file.
• mail-server: The message body is accessible by sending an e-mail message
to a mail server. A server parameter must be included that gives the e-mail
address of the server. The body of the original message, known as the
phantom body, should contain the exact command to be sent to the mail
server.
The image type indicates that the body contains a displayable image. The subtype, jpeg or gif, specifies the image format. In the future, more subtypes will be
added to this list.
The video type indicates that the body contains a time-varying picture image,
possibly with color and coordinated sound. The only subtype so far specified is mpeg.
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The audio type indicates that the body contains audio data. The only subtype,
basic, conforms to an ISDN service known as “64-kbps, 8-kHz Structured, Usable
for Speech Information,” with a digitized speech algorithm referred to as m-law
PCM (pulse code modulation). This general type is the typical way of transmitting
speech signals over a digital network. The term m-law refers to the specific encoding
technique; it is the standard technique used in North America and Japan. A competing system, known as A-law, is standard in Europe.
The application type refers to other kinds of data, typically either uninterpreted binary data or information to be processed by a mail-based application. The
application/octet-stream subtype indicates general binary data in a sequence of
octets. RFC 2045 recommends that the receiving implementation should offer to put
the data in a file or use the data as input to a program.
The application/Postscript subtype indicates the use of Adobe Postscript.

MIME Transfer Encodings The other major component of the MIME specification, in addition to content type specification, is a definition of transfer encodings
for message bodies. The objective is to provide reliable delivery across the largest
range of environments.
The MIME standard defines two methods of encoding data. The ContentTransfer-Encoding field can actually take on six values, as listed in Table 22.4.
However, three of these values (7bit, 8bit, and binary) indicate that no encoding
has been done but provide some information about the nature of the data. For
SMTP transfer, it is safe to use the 7bit form. The 8bit and binary forms may be
usable in other mail transport contexts. Another Content-Transfer-Encoding
value is x-token, which indicates that some other encoding scheme is used, for
which a name is to be supplied. This could be a vendor-specific or applicationspecific scheme. The two actual encoding schemes defined are quoted-printable
and base64. Two schemes are defined to provide a choice between a transfer technique that is essentially human readable, and one that is safe for all types of data
in a way that is reasonably compact.
The quoted-printable transfer encoding is useful when the data consist largely
of octets that correspond to printable ASCII characters. In essence, it represents
nonsafe characters by the hexadecimal representation of their code and introduces

Table 22.4 MIME Transfer Encodings
7bit

The data are all represented by short lines of ASCII characters.

8bit

The lines are short, but there may be non-ASCII characters (octets with the high-order
bit set).

binary

Not only may non-ASCII characters be present but the lines are not necessarily short
enough for SMTP transport.

quoted-printable

Encodes the data in such a way that if the data being encoded are mostly ASCII text, the
encoded form of the data remains largely recognizable by humans.

base64

Encodes data by mapping 6-bit blocks of input to 8-bit blocks of output, all of which are
printable ASCII characters.

x-token

A named nonstandard encoding.
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reversible (soft) line breaks to limit message lines to 76 characters. The encoding
rules are as follows:
1. General 8-bit representation: This rule is to be used when none of the other
rules apply. Any character is represented by an equal sign followed by a twodigit hexadecimal representation of the octet’s value. For example, the ASCII
form feed, which has an 8-bit value of decimal 12, is represented by “ = 0C.”
2. Literal representation: Any character in the range decimal 33 (“!”) through decimal 126 1“ ' ”2, except decimal 61 1“ =”2, is represented as that ASCII character.
3. White space: Octets with the values 9 and 32 may be represented as ASCII tab
and space characters, respectively, except at the end of a line. Any white space
(tab or blank) at the end of a line must be represented by rule 1. On decoding,
any trailing white space on a line is deleted. This eliminates any white space
added by intermediate transport agents.
4. Line breaks: Any line break, regardless of its initial representation, is represented
by the RFC 822 line break, which is a carriage-return/line-feed combination.
5. Soft line breaks: If an encoded line would be longer than 76 characters (excluding <CRLF>), a soft line break must be inserted at or before character position
75. A soft line break consists of the hexadecimal sequence 3D0D0A, which is
the ASCII code for an equal sign followed by carriage return, line feed.
The base64 transfer encoding, also known as radix-64 encoding, is a common one
for encoding arbitrary binary data in such a way as to be invulnerable to the processing
by mail transport programs. This technique maps arbitrary binary input into printable
character output. The form of encoding has the following relevant characteristics:
1. The range of the function is a character set that is universally representable at
all sites, not a specific binary encoding of that character set. Thus, the characters themselves can be encoded into whatever form is needed by a specific system. For example, the character “E” is represented in an ASCII-based system
as hexadecimal 45 and in an EBCDIC-based system as hexadecimal C5.
2. The character set consists of 65 printable characters, one of which is used for
padding. With 2 6 = 64 available characters, each character can be used to represent 6 bits of input.
3. No control characters are included in the set. Thus, a message encoded in radix 64
can traverse mail handling systems that scan the data stream for control characters.
4. The hyphen character (“-”) is not used. This character has significance in the
RFC 822 format and should therefore be avoided.
Table 22.5 shows the mapping of 6-bit input values to characters. The character
set consists of the alphanumeric characters plus “+ ” and “/”. The “=” character is
used as the padding character.
Figure 22.2 illustrates the simple mapping scheme. Binary input is processed in
blocks of 3 octets, or 24 bits. Each set of 6 bits in the 24-bit block is mapped into a
character. In the figure, the characters are shown encoded as 8-bit quantities. In this
typical case, each 24-bit input is expanded to 32 bits of output.
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Table 22.5 Radix-64 Encoding
6-Bit
Value

Character
Encoding

6-Bit
Value

Character
Encoding

6-Bit
Value

Character
Encoding

6-Bit
Value

Character
Encoding

0

A

16

Q

32

g

48

w

1

B

17

R

33

h

49

x

2

C

18

S

34

i

50

y

3

D

19

T

35

j

51

z

4

E

20

U

36

k

52

0

5

F

21

V

37

l

53

1

6

G

22

W

38

m

54

2

7

H

23

X

39

n

55

3

8

I

24

Y

40

o

56

4

9

J

25

Z

41

p

57

5

10

K

26

a

42

q

58

6

11

L

27

b

43

r

59

7

12

M

28

c

44

s

60

8

13

N

29

d

45

t

61

9

14

O

30

e

46

u

62

+

15

P

31

f

47

v

63

/

(pad)

=

For example, consider the 24-bit raw text sequence 00100011 01011100
10010001, which can be expressed in hexadecimal as 235C91. We arrange this input
in blocks of 6 bits:
001000 110101 110010 010001
The extracted 6-bit decimal values are 8, 53, 50, and 17. Looking these up in Table
22.5 yields the radix-64 encoding as the following characters: I1yR. If these characters are stored in 8-bit ASCII format with parity bit set to zero, we have
01001001 00110001 01111001 01010010
In hexadecimal, this is 49317952. To summarize,
Input Data
Binary representation

00100011 01011100 10010001

Hexadecimal representation

235C91

Radix-64 Encoding of Input Data
Character representation
ASCII code (8 bit, zero parity)
Hexadecimal representation

I1yR
01001001 00110001 01111001 01010010
49317952
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24 bits

R64

R64

R64

R64

4 characters  32 bits

Figure 22.2

Printable Encoding of Binary Data into Radix-64 Format

22.2 NETWORK MANAGEMENT—SNMP
Networks and distributed processing systems are of critical and growing importance in business, government, and other organizations. Within a given organization, the trend is toward larger, more complex networks supporting more
applications and more users. As these networks grow in scale, two facts become
painfully evident:
• The network and its associated resources and distributed applications become
indispensable to the organization.
• More things can go wrong, disabling the network or a portion of the network
or degrading performance to an unacceptable level.
A large, reliable network cannot be put together and managed by human effort
alone. The complexity of such a system dictates the use of automated network management tools. The urgency of the need for such tools is increased, and the difficulty
of supplying such tools is also increased, if the network includes equipment from
multiple vendors. In response, standards that deal with network management have
been developed, covering services, protocols, and management information base.
This section begins with an introduction to the overall concepts of standardized network management. The remainder of the section is devoted to a discussion
of SNMP, the most widely used network management standard.

Network Management Systems
A network management system is a collection of tools for network monitoring and
control that is integrated in the following senses:
• A single operator interface with a powerful but user-friendly set of commands
for performing most or all network management tasks.
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• A minimal amount of additional equipment. That is, most of the hardware and
software required for network management is incorporated into the existing
user equipment.
A network management system consists of incremental hardware and software additions implemented among existing network components. The software
used in accomplishing the network management tasks resides in the host computers
and communications processors (e.g., networks switches, routers). A network management system is designed to view the entire network as a unified architecture,
with addresses and labels assigned to each point and the specific attributes of each
element and link known to the system. The active elements of the network provide
regular feedback of status information to the network control center.

Simple Network Management Protocol Version 1 (SNMPv1)
SNMP was developed for use as a network management tool for networks and
internetworks operating TCP/IP. It has since been expanded for use in all types
of networking environments. The term simple network management protocol
(SNMP) is actually used to refer to a collection of specifications for network
management that include the protocol itself, the definition of a database, and associated concepts.

Basic Concepts The model of network management that is used for SNMP
includes the following key elements:
•
•
•
•

Management station, or manager
Agent
Management information base
Network management protocol

The management station is typically a standalone device, but may be a capability implemented on a shared system. In either case, the management station
serves as the interface for the human network manager into the network management system. The management station will have, at minimum,
• A set of management applications for data analysis, fault recovery, and so on
• An interface by which the network manager may monitor and control the
network
• The capability of translating the network manager’s requirements into the
actual monitoring and control of remote elements in the network
• A database of network management information extracted from the databases of all the managed entities in the network
Only the last two elements are the subject of SNMP standardization.
The other active element in the network management system is the
management agent. Key platforms, such as hosts, bridges, routers, and hubs, may
be equipped with agent software so that they may be managed from a management station. The agent responds to requests for information from a management
station, responds to requests for actions from the management station, and may
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asynchronously provide the management station with important but unsolicited
information.
To manage resources in the network, each resource is represented as an
object. An object is, essentially, a data variable that represents one aspect of the
managed agent. The collection of objects is referred to as a management information base (MIB). The MIB functions as a collection of access points at the agent
for the management station. These objects are standardized across systems of a
particular class (e.g., bridges all support the same management objects). A management station performs the monitoring function by retrieving the value of MIB
objects. A management station can cause an action to take place at an agent or can
change the configuration settings of an agent by modifying the value of specific
variables.
The management station and agents are linked by a network management
protocol. The protocol used for the management of TCP/IP networks is the Simple
Network Management Protocol (SNMP). An enhanced version of SNMP, known as
SNMPv2, is intended for both TCP/IP- and OSI-based networks. Each of these
protocols includes the following key capabilities:
• Get: Enables the management station to retrieve the value of objects at the
agent
• Set: Enables the management station to set the value of objects at the agent
• Notify: Enables an agent to send unsolicited notifications to the management
station of significant events
In a traditional centralized network management scheme, one host in the
configuration has the role of a network management station; there may be one or
two other management stations in a backup role. The remainder of the devices on
the network contain agent software and a MIB, to allow monitoring and control
from the management station. As networks grow in size and traffic load, such a
centralized system is unworkable. Too much burden is placed on the management
station, and there is too much traffic, with reports from every single agent having to
wend their way across the entire network to headquarters. In such circumstances, a
decentralized, distributed approach works best (e.g., Figure 22.3). In a decentralized
network management scheme, there may be multiple top-level management
stations, which might be referred to as management servers. Each such server might
directly manage a portion of the total pool of agents. However, for many of the
agents, the management server delegates responsibility to an intermediate manager.
The intermediate manager plays the role of manager to monitor and control the
agents under its responsibility. It also plays an agent role to provide information and
accept control from a higher-level management server. This type of architecture
spreads the processing burden and reduces total network traffic.

Network Management Protocol Architecture SNMP is an applicationlevel protocol that is part of the TCP/IP protocol suite. It is intended to operate over
the user datagram protocol (UDP). Figure 22.4 suggests the typical configuration of
protocols for SNMPv1. For a standalone management station, a manager process
controls access to a central MIB at the management station and provides an interface to the network manager. The manager process achieves network management
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Router
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Agent

Router
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Ethernet

Agent
Agent

Agent

Agent

Agent

Figure 22.3 Example Distributed Network Management Configuration

by using SNMP, which is implemented on top of UDP, IP, and the relevant networkdependent protocols (e.g., Ethernet, ATM, frame relay).
Each agent must also implement SNMP, UDP, and IP. In addition, there is an
agent process that interprets the SNMP messages and controls the agent’s MIB. For
an agent device that supports other applications, such as FTP, TCP as well as UDP is
required. In Figure 22.4, the shaded portions depict the operational environment:
that which is to be managed. The unshaded portions provide support to the network
management function.
Figure 22.5 provides a somewhat closer look at the protocol context of SNMP.
From a management station, three types of SNMP messages are issued on behalf of a
management applications: GetRequest, GetNextRequest, and SetRequest. The first
two are two variations of the get function. All three messages are acknowledged by
the agent in the form of a GetResponse message, which is passed up to the
management application. In addition, an agent may issue a trap message in response
to an event that affects the MIB and the underlying managed resources. Management
requests are sent to UDP port 161, while the agent sends traps to UDP port 162.
Because SNMP relies on UDP, which is a connectionless protocol, SNMP is
itself connectionless. No ongoing connections are maintained between a management station and its agents. Instead, each exchange is a separate transaction
between a management station and an agent.
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Figure 22.4

SNMPv1 Configuration

Simple Network Management Protocol Version 2 (SNMPv2)
In August of 1988, the specification for SNMP was issued and rapidly became the
dominant network management standard. A number of vendors offer standalone
network management workstations based on SNMP, and most vendors of bridges,
routers, workstations, and PCs offer SNMP agent packages that allow their products
to be managed by an SNMP management station.
As the name suggests, SNMP is a simple tool for network management.
It defines a limited, easily implemented MIB of scalar variables and twodimensional tables, and it defines a streamlined protocol to enable a manager to
get and set MIB variables and to enable an agent to issue unsolicited notifications, called traps. This simplicity is the strength of SNMP. SNMP is easily implemented and consumes modest processor and network resources. Also, the
structure of the protocol and the MIB are sufficiently straightforward that it is
not difficult to achieve interoperability among management stations and agent
software from a mix of vendors.
With its widespread use, the deficiencies of SNMP became increasingly apparent; these include both functional deficiencies and a lack of a security facility. As a
result, an enhanced version, known as SNMPv2, was issued (RFCs 1901, 1905 through
1909, and 2578 through 2580). SNMPv2 has quickly gained support, and a number of
vendors announced products within months of the issuance of the standard.
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The Role of SNMPv1

The Elements of SNMPv2 As with SNMPv1, SNMPv2 provides a framework
on which network management applications can be built. Those applications, such as
fault management, performance monitoring, accounting, and so on, are outside the
scope of the standard.
SNMPv2 provides the infrastructure for network management. Figure 22.6 is
an example of a configuration that illustrates that infrastructure.
The essence of SNMPv2 is a protocol that is used to exchange management
information. Each “player” in the network management system maintains a local
database of information relevant to network management, known as the MIB. The
SNMPv2 standard defines the structure of this information and the allowable data
types; this definition is known as the structure of management information (SMI).We
can think of this as the language for defining management information. The standard
also supplies a number of MIBs that are generally useful for network management.1
In addition, new MIBs may be defined by vendors and user groups.
At least one system in the configuration must be responsible for network management. It is here that any network management applications are hosted. There
may be more than one of these management stations, to provide redundancy or
simply to split up the duties in a large network. Most other systems act in the role of
agent. An agent collects information locally and stores it for later access by a
1
There is a slight fuzziness about the term MIB. In its singular form, the term MIB can be used to refer to
the entire database of management information at a manager or an agent. It can also be used in singular
or plural form to refer to a specific defined collection of management information that is part of an overall MIB. Thus, the SNMPv2 standard includes the definition of several MIBs and incorporates, by reference, MIBs defined in SNMPv1.
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SNMPv2-Managed Configuration

manager. The information includes data about the system itself and may also
include traffic information for the network or networks to which the agent attaches.
SNMPv2 supports either a highly centralized network management strategy or a
distributed one. In the latter case, some systems operate both in the role of manager
and of agent. In its agent role, such a system will accept commands from a superior
management system. Some of those commands relate to the local MIB at the agent.
Other commands require the agent to act as a proxy for remote devices. In this case, the
proxy agent assumes the role of manager to access information at a remote agent, and
then assumes the role of an agent to pass that information on to a superior manager.
All of these exchanges take place using the SNMPv2 protocol, which is a simple request/response type of protocol. Typically, SNMPv2 is implemented on top of
the user datagram protocol (UDP), which is part of the TCP/IP suite. Because
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SNMPv2 exchanges are in the nature of discrete request-response pairs, an ongoing
reliable connection is not required.

Structure of Management Information The SMI defines the general
framework within which a MIB can be defined and constructed. The SMI identifies
the data types that can be used in the MIB, and how resources within the MIB are
represented and named. The philosophy behind SMI is to encourage simplicity and
extensibility within the MIB. Thus, the MIB can store only simple data types:
scalars and two-dimensional arrays of scalars, called tables. The SMI does not support the creation or retrieval of complex data structures. This philosophy is in contrast to that used with OSI systems management, which provides for complex data
structures and retrieval modes to support greater functionality. SMI avoids complex data types and structures to simplify the task of implementation and to
enhance interoperability. MIBs will inevitably contain vendor-created data types
and, unless tight restrictions are placed on the definition of such data types, interoperability will suffer.
There are three key elements in the SMI specification. At the lowest level, the
SMI specifies the data types that may be stored. Then the SMI specifies a formal
technique for defining objects and tables of objects. Finally, the SMI provides a
scheme for associating a unique identifier with each actual object in a system, so
that data at an agent can be referenced by a manager.
Table 22.6 shows the data types that are allowed by the SMI. This is a fairly
restricted set of types. For example, real numbers are not supported. However, it is
rich enough to support most network management requirements.

Protocol Operation The heart of the SNMPv2 framework is the protocol itself.
The protocol provides a straightforward, basic mechanism for the exchange of management information between manager and agent.
Table 22.6 Allowable Data Types in SNMPv2
Data Type

Description

INTEGER

Integers in the range of - 2 31 to 2 31 - 1.

UInteger32

Integers in the range of 0 to 2 32 - 1.

Counter32

A nonnegative integer that may be incremented modulo 2 32.

Counter64

A nonnegative integer that may be incremented modulo 2 64.

Gauge32

A nonnegative integer that may increase or decrease, but shall not exceed a
maximum value. The maximum value can not be greater than 2 32 - 1.

TimeTicks

A nonnegative integer that represents the time, modulo 2 32, in hundredths of a
second.

OCTET STRING

Octet strings for arbitrary binary or textual data; may be limited to 255 octets.

IpAddress

A 32-bit internet address.

Opaque

An arbitrary bit field.

BIT STRING

An enumeration of named bits.

OBJECT IDENTIFIER

Administratively assigned name to object or other standardized element.
Value is a sequence of up to 128 nonnegative integers.
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Figure 22.7 SNMPv2 PDU Format

The basic unit of exchange is the message, which consists of an outer message
wrapper and an inner protocol data unit (PDU). The outer message header deals
with security and is discussed later in this section.
Seven types of PDUs may be carried in an SNMP message. The general formats for these are illustrated informally in Figure 22.7. Several fields are common to
a number of PDUs. The request-id field is an integer assigned such that each outstanding request can be uniquely identified. This enables a manager to correlate
incoming responses with outstanding requests. It also enables an agent to cope with
duplicate PDUs generated by an unreliable transport service. The variable-bindings
field contains a list of object identifiers; depending on the PDU, the list may also
include a value for each object.
The GetRequest-PDU, issued by a manager, includes a list of one or more
object names for which values are requested. If the get operation is successful, then
the responding agent will send a Response-PDU. The variable-bindings list will contain the identifier and value of all retrieved objects. For any variables that are not in
the relevant MIB view, its identifier and an error code are returned in the variablebindings list. Thus, SNMPv2 permits partial responses to a GetRequest, which is a
significant improvement over SNMP. In SNMP, if one or more of the variables in a
GetRequest is not supported, the agent returns an error message with a status of
noSuchName. To cope with such an error, the SNMP manager must either return no
values to the requesting application, or it must include an algorithm that responds to
an error by removing the missing variables, resending the request, and then sending
a partial result to the application.
The GetNextRequest-PDU also is issued by a manager and includes a list of
one or more objects. In this case, for each object named in the variable-bindings
field, a value is to be returned for the object that is next in lexicographic order,
which is equivalent to saying next in the MIB in terms of its position in the tree
structure of object identifiers. As with the GetRequest-PDU, the agent will
return values for as many variables as possible. One of the strengths of the
GetNextRequest-PDU is that it enables a manager entity to discover the
structure of a MIB view dynamically. This is useful if the manager does not know
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a priori the set of objects that are supported by an agent or that are in a particular MIB view.
One of the major enhancements provided in SNMPv2 is the GetBulkRequest
PDU. The purpose of this PDU is to minimize the number of protocol exchanges
required to retrieve a large amount of management information. The GetBulkRequest PDU allows an SNMPv2 manager to request that the response be as large as
possible given the constraints on message size.
The SetRequest-PDU is issued by a manager to request that the values of
one or more objects be altered. The receiving SNMPv2 entity responds with a
Response-PDU containing the same request-id. The SetRequest operation is
atomic: Either all of the variables are updated or none are. If the responding
entity is able to set values for all of the variables listed in the incoming variablebindings list, then the Response-PDU includes the variable-bindings field, with
a value supplied for each variable. If at least one of the variable values cannot be
supplied, then no values are returned, and no values are updated. In the latter
case, the error-status code indicates the reason for the failure, and the errorindex field indicates the variable in the variable-bindings list that caused the
failure.
The SNMPv2-Trap-PDU is generated and transmitted by an SNMPv2 entity
acting in an agent role when an unusual event occurs. It is used to provide the management station with an asynchronous notification of some significant event. The
variable-bindings list is used to contain the information associated with the trap
message. Unlike the GetRequest, GetNextRequest, GetBulkRequest, SetRequest,
and InformRequest-PDUs, the SNMPv2-Trap-PDU does not elicit a response from
the receiving entity; it is an unconfirmed message.
The InformRequest-PDU is sent by an SNMPv2 entity acting in a manager
role, on behalf of an application, to another SNMPv2 entity acting in a manager role,
to provide management information to an application using the latter entity. As with
the SNMPv2-Trap-PDU, the variable-bindings field is used to convey the associated
information. The manager receiving an InformRequest acknowledges receipt with a
Response-PDU.
For both the SNMPv2-Trap and the InformRequest, various conditions can be
defined that indicate when the notification is generated; the information to be sent
is also specified.

Simple Network Management Protocol Version 3 (SNMPv3)
Many of the functional deficiencies of SNMP were addressed in SNMPv2. To correct the security deficiencies of SNMPv1/v2, SNMPv3 was issued as a set of Proposed Standards in January 1998 (currently RFCs 2570 through 2575). This set of
documents does not provide a complete SNMP capability but rather defines an
overall SNMP architecture and a set of security capabilities. These are intended to
be used with the existing SNMPv2.
SNMPv3 provides three important services: authentication, privacy, and access
control. The first two are part of the User-Based Security model (USM), and the last
is defined in the View-Based Access Control Model (VACM). Security services are
governed by the identity of the user requesting the service; this identity is expressed
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as a principal, which may be an individual or an application or a group of individuals or applications.
The authentication mechanism in USM assures that a received message was
transmitted by the principal whose identifier appears as the source in the message
header. This mechanism also assures that the message has not been altered in
transit and has not been artificially delayed or replayed. The sending principal
provides authentication by including a message authentication code with the
SNMP message it is sending. This code is a function of the contents of the message,
the identity of the sending and receiving parties, the time of transmission, and a
secret key that should be known only to sender and receiver. The secret key must
be set up outside of USM as a configuration function. That is, the configuration
manager or network manager is responsible for distributing secret keys to be
loaded into the databases of the various SNMP managers and agents. This can be
done manually or using some form of secure data transfer outside of USM. When
the receiving principal gets the message, it uses the same secret key to calculate
the message authentication code once again. If the receiver’s version of the code
matches the value appended to the incoming message, then the receiver knows
that the message can only have originated from the authorized manager and that
the message was not altered in transit. The shared secret key between sending and
receiving parties must be preconfigured. The actual authentication code used is
known as HMAC, which is an Internet-standard authentication mechanism.
The privacy facility of USM enables managers and agents to encrypt messages.
Again, manager principal and agent principal must share a secret key. In this case, if
the two are configured to use the privacy facility, all traffic between them is encrypted
using the Data Encryption Standard (DES). The sending principal encrypts the message using the DES algorithm and its secret key and sends the message to the receiving principal, which decrypts it using the DES algorithm and the same secret key.
The access control facility makes it possible to configure agents to provide different levels of access to the agent’s MIB to different managers. An agent principal
can restrict access to its MIB for a particular manager principal in two ways. First, it
can restrict access to a certain portion of its MIB. For example, an agent may restrict
most manager parties to viewing performance-related statistics and only allow a single designated manager principal to view and update configuration parameters. Second, the agent can limit the operations that a manager can use on that portion of the
MIB. For example, a particular manager principal could be limited to read-only
access to a portion of an agent’s MIB. The access control policy to be used by an
agent for each manager must be preconfigured and essentially consists of a table
that detail the access privileges of the various authorized managers.

22.3 RECOMMENDED READING AND WEB SITES
[KHAR98] provides an overview of SMTP. [ROSE98] provides a book-length treatment of
electronic mail, including some coverage of SMTP and MIME. [STAL99] provides a comprehensive and detailed examination of SNMP, SNMPv2, and SNMPv3; the book also provides
an overview of network management technology. One of the few textbooks on the subject of
network management is [SUBR00].
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KHAR98c Khare, R. “The Spec’s in the Mail.” IEEE Internet Computing,
September/October 1998.
ROSE98 Rose, M., and Strom, D. Internet Messaging: From the Desktop to the Enterprise. Upper Saddle River, NJ: Prentice Hall, 1998.
STAL99 Stallings, W. SNMP, SNMPv2, SNMPv3, and RMON 1 and 2. Reading, MA:
Addison-Wesley, 1999.
SUBR00 Subranamian, M. Network Management: Principles and Practice. Reading, MA:
Addison-Wesley, 2000.

Recommended Web sites:
• SMTP/MIME RFCS: A complete list, maintained by IETF.
• Simple Web Site: Maintained by the University of Twente. It is a good source of
information on SNMP, including pointers to many public-domain implementations and lists of books and articles.

22.4 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
agent
base64
electronic mail
management information base
(MIB)

management station
Multipurpose Internet Mail
Extension (MIME)
network management protocol
network management system

radix-64 encoding
Simple Mail Transfer Protocol
(SMTP)
Simple Network Management
Protocol (SNMP)

Review Questions
22.1
22.2
22.3
22.4
22.5
22.6
22.7
22.8

What is the difference between the RFC 821 and RFC 822?
What are the SMTP and MIME standards?
What is the difference between a MIME content type and a MIME transfer
encoding?
Briefly explain radix-64 encoding.
What is a network management system?
List and briefly define the key elements of SNMP.
What functions are provided by SNMP?
What are the differences among SNMPv1, SNMPv2, and SNMPv3?

Problems
22.1

Electronic mail systems differ in the manner in which multiple recipients are handled.
In some systems, the originating user agent or mail sender makes all the necessary
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22.2
22.3
22.4

22.5

22.6
22.7
22.8

22.9

copies and these are sent out independently. An alternative approach is to determine
the route for each destination first. Then a single message is sent out on a common
portion of the route and copies are only made when the routes diverge; this process is
referred to as mail-bagging. Discuss the relative advantages and disadvantages of the
two methods.
Excluding the connection establishment and termination, what is the minimum number of network round trips to send a small email message using SMTP?
Explain the differences between the intended use for the quoted-printable and
Base64 encodings
Suppose you need to send one message to three different users: user1@example.com,
user2@example.com, and user3@example.com. Is there any difference between sending one separate message per user and sending only one message with multiple
(three) recipients? Explain.
We’ve seen that the character sequence “<CR><LF>.<CR><LF>” indicates the end
of mail data to a SMTP-server. What happens if the mail data itself contains that character sequence?
Users are free to define and use additional header fields other than the ones defined
in RFC 822. Such header fields must begin with the string “X-”. Why?
Suppose you find some technical problems with the mail account user@example.com.
Who should you try to contact in order to solve them?
Although TCP is a full-duplex protocol, SMTP uses TCP in a half-duplex fashion. The
client sends a command and then stops and waits for the reply. How can this halfduplex operation fool the TCP slow start mechanism when the network is running
near capacity?
The original (version 1) specification of SNMP has the following definition of a new
type:
Gauge ::= [APPLICATION 2] IMPLICIT INTEGER (0..4294967295)
The standard includes the following explanation of the semantics of this type:
This application-wide type represents a non-negative integer, which may
increase or decrease, but which latches at a maximum value. This standard
specifies a maximum value of 2 32 - 1 (4294967295 decimal) for gauges.
Unfortunately, the word latch is not defined, and this has resulted in two different
interpretations. The SNMPv2 standard cleared up the ambiguity with the following
definition:
The value of a Gauge has its maximum value whenever the information being
modeled is greater than or equal to that maximum value; if the information
being modeled subsequently decreases below the maximum value, the Gauge
also decreases.

22.10

a. What is the alternative interpretation?
b. Discuss the pros and cons of the two interpretations.
Because SNMP uses two different port numbers (UDP ports 161 and 162), a single
system can easily run both a manager and an agent. What would happen if the same
port number were used for both?
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Life in the modern world is coming to depend more and more upon technical means
of communication. Without such technical aids the modern city-state could not exist,
for it is only by means of them that trade and business can proceed; that goods and
services can be distributed where needed; that railways can run on schedule; that law
and order are maintained; that education is possible. Communication renders true
social life practicable, for communication means organization.
—On Human Communication, Colin Cherry

KEY TOPICS
•

•
•
•
•

The rapid growth in the use of the Web is due to the standardization
of all the elements that support Web applications. A key element is
HTTP, which is the protocol for the exchange of Web-based information between Web browsers and Web servers.
Three types of intermediate devices can be used in an HTTP networks: proxies, gateways, and tunnels.
HTTP uses a request/response style of communication.
The Domain Name System (DNS) is a directory lookup service that
provides a mapping between the name of a host on the Internet and
its numerical address.
DNS makes use of a distributed, hierarchical database to maintain a
mapping from names to addresses and to provide related information
about hosts on the Internet.

This chapter looks at two of the most widely used and more advanced Internet
application areas. This chapter and the next should give the reader a feel for the
range and diversity of applications supported by a communications architecture.
The chapter begins with DNS, which is an essential name/address directory
lookup service for the Internet. Then we look at HTTP, which is the support protocol on which the World Wide Web (WWW) operates.

23.1 INTERNET DIRECTORY SERVICE: DNS
The Domain Name System (DNS) is a directory lookup service that provides a mapping between the name of a host on the Internet and its numerical address. DNS is
essential to the functioning of the Internet. It is defined in RFCs 1034 and 1035.
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Four elements comprise the DNS:
Domain name space: DNS uses a tree-structured name space to identify
resources on the Internet.
DNS database: Conceptually, each node and leaf in the name space tree structure names a set of information (e.g., IP address, type of resource) that is contained in a resource record (RR). The collection of all RRs is organized into a
distributed database.
Name servers: These are server programs that hold information about a portion of the domain name tree structure and the associated RRs.
Resolvers: These are programs that extract information from name servers in
response to client requests. A typical client request is for an IP address corresponding to a given domain name.

In the next two sections, we examine domain names and the DNS database,
respectively. We then describe the operation of DNS, which includes a discussion of
name servers and resolvers.

Domain Names
The 32-bit IP address provides a way of uniquely identifying devices attached to
the Internet. This address is interpreted as having two components: a network
number, which identifies a network on the Internet, and a host address, which
identifies a unique host on that network. The practical use of IP addresses
presents two problems:
1. Routers devise a path through the Internet on the basis of the network number. If each router needed to keep a master table that listed every network and
the preferred path to that network, the management of the tables would be
cumbersome and time consuming. It would be better to group the networks in
such a way as to simplify the routing function.
2. The 32-bit address is usually written as four decimal numbers, corresponding
to the four octets of the address. This number scheme is effective for computer
processing but is not convenient for users, who can more easily remember
names than numerical addresses.
These problems are addressed by the concept of domain. In general terms, a
domain refers to a group of hosts that are under the administrative control of a single entity, such as a company or government agency. Domains are organized hierarchically, so that a given domain may consist of a number of subordinate domains.
Names are assigned to domains and reflect this hierarchical organization.
Figure 23.1 shows a portion of the domain naming tree. At the very top level
are a small number of domains that encompass the entire Internet. Table 23.1 lists
currently defined top-level domains. Each subordinate level is named by prefixing a
subordinate name to the name at the next highest level. For example,
• edu is the domain of college-level U.S. educational institutions.
• mit.edu is the domain for M.I.T. (the Massachusetts Institute of Technology).
• lcs.mit.edu is the domain for the Laboratory for Computer Science at M.I.T.
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(root)
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Figure 23.1 Portion of Internet Domain Tree

Table 23.1 Top-Level Internet Domains
Domain

Contents

com

Commercial organizations

edu

Educational institutions

gov

U.S. federal government agencies

mil

U.S. military

net

Network support centers, Internet service providers, and other network-related
organizations

org

Nonprofit organizations

us

U.S. state and local government agencies, schools, libraries, and museums

country code

ISO standard 2-letter identifier for country-specific domains (e.g., au, ca, uk)

biz

Dedicated exclusively for private businesses

info

Unrestricted use

name

Individuals, for email addresses and personalized domain names.

museum

restricted to museums, museum organizations, and individual members of the
museum profession

coop

Member-owned cooperative organizations, such as credit unions

aero

Aviation community

pro

Medical, legal, and accounting professions

arpa

Temporary ARPA domain (still used)

int

International organizations
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Figure 23.2 DNS Resource Record Format

As you move down the naming tree, you eventually get to leaf nodes that identify specific hosts on the Internet. These hosts are assigned Internet addresses. An
Internet-wide organization is responsible for assigning domain names so that every
domain name is unique. The actual assignment of addresses is delegated down the
hierarchy. Thus, the mil domain is assigned a large group of addresses. The U.S.
Department of Defense (DoD) then allocates portions of this address space to various DoD organizations for eventual assignment to hosts.
For example, the main host at MIT, with a domain name of mit.edu, has four IP
addresses: 18.7.21.77, 18.7.21.69, 18.7.21.70, and 18.7.21.110. The subordinate
domain lcs.mit.edu has the IP address 18.26.0.36.1

The DNS Database
DNS is based on a hierarchical database containing resource records (RRs) that
include the name, IP address, and other information about hosts. The key features of
the database are as follows:
• Variable-depth hierarchy for names: DNS allows essentially unlimited levels
and uses the period (.) as the level delimiter in printed names, as described
earlier.
• Distributed database: The database resides in DNS servers scattered throughout the Internet and private intranets.
• Distribution controlled by the database: The DNS database is divided into thousands of separately managed zones, which are managed by separate administrators. The database software controls distribution and update of records.
Using this database, DNS servers provide a name-to-address directory service
for network applications that need to locate specific servers. For example, every
time an e-mail message is sent or a Web page is accessed, there must be a DNS name
lookup to determine the IP address of the e-mail server or Web server.
Figure 23.2 shows the structure of a RR. It consists of the following elements:
• Domain Name: Although the syntax of domain names in messages, described
subsequently, is precisely defined, the form of the domain name in a RR is
1

You should be able to demonstrate the name/address function by connecting your Web browser to your
local ISP. The ISP should provide a ping or nslookup tool that allows you to enter a domain name and
retrieve an IP address. Such a tool is typically available on user operating systems as well.
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Table 23.2 Resource Record Types
Type

Description

A

A host address. This RR type maps the name of a system to its IP address. Some
systems (e.g., routers) have multiple addresses, and there is a separate RR for
each.

CNAME

Canonical name. Specifies an alias name for a host and maps this to the canonical
(true) name.

HINFO

Host information. Designates the processor and operating system used by the
host.

MINFO

Mailbox or mail list information. Maps a mailbox or mail list name to a host
name.

MX

Mail exchange. Identifies the systems that relay mail into the organization.

NS

Authoritative name server for this domain.

PTR

Domain name pointer. Points to another part of the domain name space.

SOA

Start of a zone of authority (which part of naming hierarchy is implemented).
Includes parameters related to this zone.

SRV

For a given service provides name of server or servers in domain that provide that
service.

TXT

Arbitrary text. Provides a way to add text comments to the database.

WKS

Well-known services. May list the application services available at this host.

described in general terms. In essence, the domain name in a RR must
correspond to the human readable form, which consists of a series of labels of
alphanumeric characters or hyphens, with each pair of labels separated by a
period.
• Type: Identifies the type of resource in this RR. The various types are listed in
Table 23.2.2
• Class: Identifies the protocol family. The only commonly used value is IN, for
the Internet.
• Time to Live: Typically, when a RR is retrieved from a name server, the
retriever will cache the RR so that it need not query the name server repeatedly. This field specifies the time interval that the resource record may be
cached before the source of the information should again be consulted. A zero
value is interpreted to mean that the RR can only be used for the transaction
in progress and should not be cached.
• Rdata Field Length: Length of the Rdata field in octets.
• Rdata: A variable-length string of octets that describes the resource. The format of this information varies according to the type of the RR. For example,
for the A type, the Rdata is a 32-bit IP address, and for the CNAME type, the
Rdata is a domain name.
2

The SRV RR type is defined in RFC 2782.
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DNS Name Resolution

DNS Operation
DNS operation typically includes the following steps (Figure 23.3):
1. A user program requests an IP address for a domain name.
2. A resolver module in the local host or local ISP formulates a query for a local
name server in the same domain as the resolver.
3. The local name server checks to see if the name is in its local database or cache,
and, if so, returns the IP address to the requestor. Otherwise, the name server
queries other available name servers, starting down from the root of the DNS
tree or as high up the tree as possible.
4. When a response is received at the local name server, it stores the name/address
mapping in its local cache and may maintain this entry for the amount of time
specified in the time to live field of the retrieved RR.
5. The user program is given the IP address or an error message.
The results of these behind-the-scenes activities are seen by the user in a way
illustrated in Figure 23.4. Here, a user issues a Telnet connection request to
locis.loc.gov. This is resolved by DNS to the IP address of 140.147.254.3.
The distributed DNS database that supports the DNS functionality must be
updated frequently because of the rapid and continued growth of the Internet.
Accordingly, dynamic updating functions for DNS have been defined. In essence,
DNS name servers automatically send out updates to other relevant name servers as
conditions warrant.

The Server Hierarchy The DNS database is distributed hierarchically, residing
in DNS name servers scattered throughout the Internet. Name servers can be operated by any organization that owns a domain; that is, any organization that has
responsibility for a subtree of the hierarchical domain name space. Each name
server is configured with a subset of the domain name space, known as a zone, which
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telnet locis.loc.gov
Trying 140.147.254.3...
Connected to locis.loc.gov.
Escape character is '^]'.
L O C I S: LIBRARY OF CONGRESS INFORMATION SYSTEM
To make a choice: type a number, then press ENTER
1

Copyright Information

-- files available and up-to-date

2

Braille and Audio

-- files frozen mid-August 1999

3

Federal Legislation

-- files frozen December 1998

*

*

*

*

*

*

*

*

*

*

*

*

*

*

*

*

*

*

*

The LC Catalog Files are available at:
http://lcweb.loc.gov/catalog/
*

*

*

*

*

*

*

*

*

*

8
9
10

Searching Hours and Basic Search Commands
Library of Congress General Information
Library of Congress Fast Facts

12

Comments and Logoff
Choice:

*

9
LIBRARY OF CONGRESS GENERAL INFORMATION
LC is a research library serving Congress, the federal government, the
library community world-wide, the US creative community, and any researchers
beyond high school level or age. On-site researchers request materials by
filling out request slips in LC's reading rooms; requesters must present a
photo i.d. Staff are available for assistance in all public reading rooms.
The following phone numbers offer information about hours and other services:
General Research Info:
Exhibits/Tours/Gift Shop:
Copyright Information:
Copyright Forms:

202-707-6500
202-707-8000
202-707-3000
202-707-9100

For information on interlibrary loan, see:
12

Reading Room Hours:
Location/Parking:
Cataloging Products:
"
" fax:

202-707-6400
202-707-4700
202-707-6100
202-707-1334

http://lcweb.loc.gov/rr/loan/

Return to LOCIS MENU screen

Choice:

Figure 23.4 A Telnet Session

is a collection of one or more (or all) subdomains within a domain, along with the
associated RRs. This set of data is called authoritative, because this name server is
responsible for maintaining an accurate set or RRs for this portion of the domain
name hierarchy. The hierarchical structure can extend to any depth. Thus, a portion
of the name space assigned to an authoritative name server can be delegated to a
subordinate name server in a way that corresponds to the structure of the domain
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Table 23.3 Internet Root Servers
Server

Operator

Cities

IP Addr

A

VeriSign Global Registry Services

Herndon VA, US

198.41.0.4

B

Information Sciences Institute

Marina Del Rey CA, US

128.9.0.107

C

Cogent Communications

Herndon VA, US

192.33.4.12

D

University of Maryland

College Park MD, US

128.8.10.90

E

NASA Ames Research Center

Mountain View CA, US

192.203.230.10

F

Internet Software Consortium
San Francisco CA, US

Palo Alto CA, US;
IPv6: 2001:500::1035

IPv4: 192.5.5.241

G

U.S. DOD Network Information
Center

Vienna VA, US

192.112.36.4

H

U.S. Army Research Lab

Aberdeen MD, US

128.63.2.53

I

Autonomica

Stockholm, SE

192.36.148.17

J

VeriSign Global Registry Services

Herndon VA, US

192.58.128.30

K

Reseaux IP Europeens—Network
Coordination Centre

London, UK

193.0.14.129

L

Internet Corporation for Assigned
Names and Numbers

Los Angeles CA, US

198.32.64.12

M

WIDE Project

Tokyo, JP

202.12.27.33

name tree. For example, a name server corresponds to the domain ibm.com. A portion of that domain is defined by the name watson.ibm.com, which corresponds to
the node watson.ibm.com and all of the branches and leaf nodes underneath the
node watson.ibm.com.
At the top of the server hierarchy are 13 root name servers that share responsibility for the top level zones (Table 23.3). This replication is to prevent the root
server from becoming a bottleneck. Even so, each individual root server is quite
busy. For example, the Internet Software Consortium reports that its server (F)
answers almost 300 million DNS requests daily (www.isc.org/services/public/F-rootserver.html).
Consider a query by a program on a user host for watson.ibm.com. This query
is sent to the local server and the following steps occur:
1. If the local server already has the IP address for watson.ibm.com in its local
cache, it returns the IP address.
2. If the name is not in the local name server’s cache, it sends the query to a root
server.The root server in turn forwards the request to a server with an NS record
for ibm.com. If this server has the information for watson.ibm.com, it returns the
IP address.
3. If there is a delegated name server just for watson.ibm.com, then the ibm.com
name server forwards the request to the watson.ibm.com name server, which
returns the IP address.
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Typically, single queries are carried over UDP. Queries for a group of names
are carried over TCP.

Name Resolution As Figure 23.3 indicates, each query begins at a name
resolver located in the user host system (e.g., gethostbyname in UNIX). Each
resolver is configured to know the name and address of a local DNS name server. If
the resolver does not have the requested name in its cache, it sends a DNS query to
the local DNS server, which either returns an address immediately or does so after
querying one or more other servers. Again, resolvers use UDP for single queries and
TCP for group queries.
There are two methods by which queries are forwarded and results returned.
Suppose a name server (A) forwards a DNS request to another name server (B). If
B has the name/address in its local cache or local database, it can return the IP
address to A. If not, then B can do either of the following:
1. Query another name server for the desired result and then send the result
back to A. This is known as a recursive technique.
2. Return to A the address of the next server (C) to whom the request should be
sent. A then sends out a new DNS request to C. This is known as the iterative
technique.
In exchanges between name servers, either the iterative or recursive technique
may be used. For requests sent by a name resolver, the recursive technique is used.

DNS Messages DNS messages use a single format, shown in Figure 23.5. There
are five possible sections to a DNS message: header, question, answer, authority, and
additional records.
The header section is always present and consists of the following fields:
• Identifier: Assigned by the program that generates any kind of query. The
same identifier is used in any response, enabling the sender to match queries
and responses.
• Query Response: Indicates whether this message is a query or response.
• Opcode: Indicates whether this is a standard query, an inverse query (address
to name), or a server status request. This value is set by the originator and
copied into the response.
• Authoritative Answer: Valid in a response, and indicates whether the responding name server is an authority for the domain name in question.
• Truncated: Indicates whether the response message was truncated due to
length greater then permitted on the transmission channel. If so, the requestor
will use a TCP connection to resend the query.
• Recursion Desired: If set, directs the server to pursue the query recursively.
• Recursion Available: Set or cleared in a response to denote whether recursive
query support is available in the name server.
• Response Code: Possible values are: no error, format error (server unable to
interpret query), server failure, name error (domain name does not exist),
not implemented (this kind of query not supported), and refused (for policy
reasons).

0

8
Identitifier

Header
section

16

21

QR

opcode

24

AA TC RD RA reserved

QDcount

ANcount

NScount

ARcount

length

28

31
RCODE

label 1 . . .
Domain
name

Question
section

. . . label n

00
Query Class

Query Type

Answer Section

Authority Section

Additional Records Section
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QR  query/response bit
AA  authoritative answer
TC  truncated
RD  recursion desired
RA  recursion available

Figure 23.5 DNS Message Format

RCODE  response code
QDcount  number of entries in question section
ANcount  number of resource records in answer section
NScount  number of name server resource records in authority section
ARcount  number of resource records in additional records section
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•
•
•
•

QDcount: Number of entries in question section (zero or more).
ANcount: Number of RRs in answer section (zero or more).
NScount: Number of RRs in authority section (zero or more).
ARcount: Number of RRs in additional records section (zero or more).

The question section contains the queries for the name server. If present, it
typically contains only one entry. Each entry contains the following:
• Domain Name: A domain name represented as a sequence of labels, where
each label consists of a length octet followed by that number of octets. The
domain name terminates with the zero length octet for the null label of
the root.
• Query Type: Indicates type of query. The values for this field include all values
valid for the Type field in the RR format (Figure 23.2), together with some
more general codes that match more than one type of RR.
• Query Class: Specifies the class of query, typically Internet.
The answer section contains RRs that answer the question; the authority section
contains RRs that point toward an authoritative name server; the additional records
section contains RRs that relate to the query but are not strictly answers for the
question.

23.2 WEB ACCESS—HTTP
The Hypertext Transfer Protocol (HTTP) is the foundation protocol of the World
Wide Web (WWW) and can be used in any client/server application involving hypertext. The name is somewhat misleading in that HTTP is not a protocol for transferring hypertext; rather it is a protocol for transmitting information with the efficiency
necessary for making hypertext jumps. The data transferred by the protocol can be
plaintext, hypertext, audio, images, or any Internet-accessible information.
We begin with an overview of HTTP concepts and operation and then look at
some of the details, basing our discussion on the most recent version to be put on the
Internet standards track, HTTP 1.1 (RFC 2616). A number of important terms
defined in the HTTP specification are summarized in Table 23.4; these will be introduced as the discussion proceeds.

HTTP Overview
HTTP is a transaction-oriented client/server protocol. The most typical use of
HTTP is between a Web browser and a Web server. To provide reliability, HTTP
makes use of TCP. Nevertheless, HTTP is a “stateless” protocol: Each transaction is
treated independently. Accordingly, a typical implementation will create a new TCP
connection between client and server for each transaction and then terminate the
connection as soon as the transaction completes, although the specification does not
dictate this one-to-one relationship between transaction and connection lifetimes.
The stateless nature of HTTP is well suited to its typical application. A normal
session of a user with a Web browser involves retrieving a sequence of Web pages
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Table 23.4 Key Terms Related to HTTP
Cache
A program’s local store of response messages and
the subsystem that controls its message storage,
retrieval, and deletion. A cache stores cacheable
responses in order to reduce the response time
and network bandwidth consumption on future,
equivalent requests. Any client or server may
include a cache, though a cache cannot be used
by a server while it is acting as a tunnel.
Client
An application program that establishes
connections for the purpose of sending requests.
Connection
A transport layer virtual circuit established
between two application programs for the
purposes of communication.
Entity
A particular representation or rendition of
a data resource, or reply from a service
resource, that may be enclosed within a request
or response message. An entity consists of entity
headers and an entity body.

Origin Server
The server on which a given resource resides or
is to be created.
Proxy
An intermediary program that acts
as both a server and a client for the purpose of
making requests on behalf of other clients.
Requests are serviced internally or by passing
them, with possible translation, on to other
servers. A proxy must interpret and, if
necessary, rewrite a request message before
forwarding it. Proxies are often used as
client-side portals through network firewalls
and as helper applications for handling requests
via protocols not implemented by the user agent.
Resource
A network data object or service which can be
identified by a URI.
Server
An application program that accepts
connections in order to service requests
by sending back responses.

Gateway
A server that acts as an intermediary for some
other server. Unlike a proxy, a gateway receives
requests as if it were the original server for the
requested resource; the requesting client may
not be aware that it is communicating with a
gateway. Gateways are often used as server-side
portals through network firewalls and as
protocol translators for access to resources
stored on non-HTTP systems.

Tunnel
An intermediary program that is acting as a blind
relay between two connections. Once active, a
tunnel is not considered a party to the HTTP
communication, though the tunnel may have
been initiated by an HTTP request. A tunnel
ceases to exist when both ends of the relayed
connections are closed. Tunnels are used when a
portal is necessary and the intermediary cannot, or
should not, interpret the relayed communication.

Message
The basic unit of HTTP communication,
consisting of a structured sequence of octets
transmitted via the connection.

User Agent
The client that initiates a request. These are
often browsers, editors, spiders, or other
end-user tools.

and documents. The sequence is, ideally, performed rapidly, and the locations of the
various pages and documents may be a number of widely distributed servers.
Another important feature of HTTP is that it is flexible in the formats that it
can handle. When a client issues a request to a server, it may include a prioritized list
of formats that it can handle, and the server replies with the appropriate format. For
example, a Lynx browser cannot handle images, so a Web server need not transmit
any images on Web pages. This arrangement prevents the transmission of unnecessary information and provides the basis for extending the set of formats with new
standardized and proprietary specifications.
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Examples of HTTP Operation

Figure 23.6 illustrates three examples of HTTP operation. The simplest case is
one in which a user agent establishes a direct connection with an origin server. The
user agent is the client that initiates the request, such as a Web browser being run on
behalf of an end user. The origin server is the server on which a resource of interest
resides; an example is a Web server at which a desired Web home page resides. For
this case, the client opens a TCP connection that is end-to-end between the client
and the server. The client then issues an HTTP request. The request consists of a
specific command, referred to as a method, an address [referred to as a Uniform
Resource Locator (URL)],3 and a MIME-like message containing request parameters, information about the client, and perhaps some additional content information.
When the server receives the request, it attempts to perform the requested
action and then returns an HTTP response. The response includes status information, a success/error code, and a MIME-like message containing information about
the server, information about the response itself, and possible body content. The
TCP connection is then closed.
The middle part of Figure 23.6 shows a case in which there is not an end-toend TCP connection between the user agent and the origin server. Instead, there are
one or more intermediate systems with TCP connections between logically adjacent
systems. Each intermediate system acts as a relay, so that a request initiated by the
3

Appendix M contains a discussion of URLs.
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Intermediate HTTP Systems

client is relayed through the intermediate systems to the server, and the response
from the server is relayed back to the client.
Three forms of intermediate system are defined in the HTTP specification:
proxy, gateway, and tunnel, all of which are illustrated in Figure 23.7.

Proxy A proxy acts on behalf of other clients and presents requests from other
clients to a server.The proxy acts as a server in interacting with a client and as a client
in interacting with a server. There are two scenarios that call for the use of a proxy:
• Security intermediary: The client and server may be separated by a security
intermediary such as a firewall, with the proxy on the client side of the firewall.
Typically, the client is part of a network secured by a firewall and the server is
external to the secured network. In this case, the server must authenticate
itself to the firewall to set up a connection with the proxy. The proxy accepts
responses after they have passed through the firewall.
• Different versions of HTTP: If the client and server are running different versions of HTTP, then the proxy can implement both versions and perform the
required mapping.
In summary, a proxy is a forwarding agent, receiving a request for a URL
object, modifying the request, and forwarding the request toward the server identified in the URL.
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Gateway A gateway is a server that appears to the client as if it were an origin
server. It acts on behalf of other servers that may not be able to communicate
directly with a client. There are two scenarios in which gateways can be used.
• Security intermediary: The client and server may be separated by a security
intermediary such as a firewall, with the gateway on the server side of the
firewall. Typically, the server is connected to a network protected by a firewall, with the client external to the network. In this case the client must
authenticate itself to the gateway, which can then pass the request on to the
server.
• Non-HTTP server: Web browsers have built into them the capability to
contact servers for protocols other than HTTP, such as FTP and Gopher
servers. This capability can also be provided by a gateway. The client makes
an HTTP request to a gateway server. The gateway server then contacts the
relevant FTP or Gopher server to obtain the desired result. This result is
then converted into a form suitable for HTTP and transmitted back to the
client.

Tunnel Unlike the proxy and the gateway, the tunnel performs no operations on
HTTP requests and responses. Instead, a tunnel is simply a relay point between two
TCP connections, and the HTTP messages are passed unchanged as if there were a
single HTTP connection between user agent and origin server. Tunnels are used
when there must be an intermediary system between client and server but it is not
necessary for that system to understand the contents of messages. An example is a
firewall in which a client or server external to a protected network can establish an
authenticated connection and then maintain that connection for purposes of HTTP
transactions.

Cache Returning to Figure 23.6, the lowest portion of the figure shows an example
of a cache. A cache is a facility that may store previous requests and responses for
handling new requests. If a new request arrives that is the same as a stored request,
then the cache can supply the stored response rather than accessing the resource
indicated in the URL. The cache can operate on a client or server or on an intermediate system other than a tunnel. In the figure, intermediary B has cached a
request/response transaction, so that a corresponding new request from the client
need not travel the entire chain to the origin server, but is handled by B.
Not all transactions can be cached, and a client or server can dictate that a certain transaction may be cached only for a given time limit.

Messages
The best way to describe the functionality of HTTP is to describe the individual elements of the HTTP message. HTTP consists of two types of messages: requests from
clients to servers, and responses from servers to clients. The general structure of
such messages is shown in Figure 23.8. More formally, using enhanced BNF
(Backus-Naur Form) notation4 (Table 23.5), we have
4

A description of BNF is contained in Appendix N.
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Request Line or Status Line
General Header
Request Header or Response Header
Entity Header

Entity Body

Figure 23.8
Messages

General Structure of HTTP

Table 23.5 Augmented BNF Notation Used in URL and HTTP Specifications
• Words in lowercase represent variables or names of rules.
• A rule has the form
name = definition
• DIGIT is any decimal digit; CRLF is carriage return, line feed; SP is one or more spaces.
• Quotation marks enclose literal text.
• Angle brackets, “6” “7 ”, may be used within a definition to enclose a rule name when their presence will
facilitate clarity.
• Elements separated by bar 1“ ƒ ”2 are alternatives.

• Ordinary parentheses are used simply for grouping.
• The character “*” preceding an element indicates repetition. The full form is:
6I 7 *6J 7element
indicating at least I and at most J occurrences of element. * element allows any number, including 0;
1 * element requires at least one element; and 1 * 2element allows 1 or 2 elements; 6 N 7 element means
exactly N elements.
• Square brackets, “[” “]”, enclose optional elements.
• The construct “#” is used to define, with the following form:
6I 7# 6J 7element
indicating at least I and at most J elements, each separated by a comma and optional linear white space.
• A semicolon at the right of a rule starts a comment that continues to the end of the line.
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HTTP-Message  Simple-Request | Simple-Response | Full-Request |
Full-Response
Full-Request 

Request-Line

*( General-Header | Request-Header | Entity-Header )
CRLF
[ Entity-Body ]
Full-Response  Status-Line
*( General-Header | Response-Header | Entity-Header )
CRLF
[ Entity-Body ]
Simple-Request  “GET” SP Request-URL CRLF
Simple-Response  [ Entity-Body ]
The Simple-Request and Simple-Response messages were defined in HTTP/0.9.
The request is a simple GET command with the requested URL; the response is simply a block containing the information identified in the URL. In HTTP/1.1, the use of
these simple forms is discouraged because it prevents the client from using content
negotiation and the server from identifying the media type of the returned entity.
With full requests and responses, the following fields are used:
• Request-Line: Identifies the message type and the requested resource
• Status-Line: Provides status information about this response
• General-Header: Contains fields that are applicable to both request and
response messages but that do not apply to the entity being transferred
• Request-Header: Contains information about the request and the client
• Response-Header: Contains information about the response
• Entity-Header: Contains information about the resource identified by the
request and information about the entity body
• Entity-Body: The body of the message
All of the HTTP headers consist of a sequence of fields, following the same
generic format as RFC 822 (described in Chapter 22). Each field begins on a new
line and consists of the field name followed by a colon and the field value.
Although the basic transaction mechanism is simple, there is a large number of
fields and parameters defined in HTTP. In the remainder of this section, we look at
the general header fields. Following sections describe request headers, response
headers, and entities.

General Header Fields General header fields can be used in both request and
response messages. These fields are applicable in both types of messages and contain information that does not directly apply to the entity being transferred. The
fields are as follows:
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• Cache-Control: Specifies directives that must be obeyed by any caching mechanisms along the request/response chain. The purpose is to prevent a cache
from adversely interfering with this particular request or response.
• Connection: Contains a list of keywords and header field names that only apply
to this TCP connection between the sender and the nearest nontunnel recipient.
• Date: Date and time at which the message originated.
• Forwarded: Used by gateways and proxies to indicate intermediate steps along
a request or response chain. Each gateway or proxy that handles a message
may attach a Forwarded field that gives its URL.
• Keep-Alive: May be present if the keep-alive keyword is present in an
incoming Connection field, to provide information to the requester of
the persistent connection. This field may indicate a maximum time that the
sender will keep the connection open waiting for the next request or the
maximum number of additional requests that will be allowed on the current
persistent connection.
• MIME-Version: Indicates that the message complies with the indicated version of MIME.
• Pragma: Contains implementation-specific directives that may apply to any
recipient along the request/response chain.
• Upgrade: Used in a request to specify what additional protocols the client supports and would like to use; used in a response to indicate which protocol will
be used.

Request Messages
A full request message consists of a status line followed by one or more general,
request, and entity headers, followed by an optional entity body.

Request Methods A full request message always begins with a Request-Line,
which has the following format:
Request-Line = Method SP Request-URL SP HTTP-Version CRLF
The Method parameter indicates the actual request command, called a
method in HTTP. Request-URL is the URL of the requested resource, and HTTPVersion is the version number of HTTP used by the sender.
The following request methods are defined in HTTP/1.1:
• OPTIONS: A request for information about the options available for the
request/response chain identified by this URL.
• GET: A request to retrieve the information identified in the URL and return
it in a entity body. A GET is conditional if the If-Modified-Since header field
is included and is partial if a Range header field is included.
• HEAD: This request is identical to a GET, except that the server’s response
must not include an entity body; all of the header fields in the response are the
same as if the entity body were present. This enables a client to get information about a resource without transferring the entity body.
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• POST: A request to accept the attached entity as a new subordinate to the identified URL. The posted entity is subordinate to that URL in the same way that a
file is subordinate to a directory containing it, a news article is subordinate to a
newsgroup to which it is posted, or a record is subordinate to a database.
• PUT: A request to accept the attached entity and store it under the supplied
URL. This may be a new resource with a new URL or a replacement of the
contents of an existing resource with an existing URL.
• PATCH: Similar to a PUT, except that the entity contains a list of differences
from the content of the original resource identified in the URL.
• COPY: Requests that a copy of the resource identified by the URL in the
Request-Line be copied to the location(s) given in the URL-Header field in
the Entity-Header of this message.
• MOVE: Requests that the resource identified by the URL in the RequestLine be moved to the location(s) given in the URL-Header field in the EntityHeader of this message. Equivalent to a COPY followed by a DELETE.
• DELETE: Requests that the origin server delete the resource identified by
the URL in the Request-Line.
• LINK: Establishes one or more link relationships from the resource identified in
the Request-Line. The links are defined in the Link field in the Entity-Header.
• UNLINK: Removes one or more link relationships from the resource identified in the Request-Line. The links are defined in the Link field in the EntityHeader.
• TRACE: Requests that the server return whatever is received as the entity
body of the response. This can be used for testing and diagnostic purposes.
• WRAPPED: Allows a client to send one or more encapsulated requests. The
requests may be encrypted or otherwise processed. The server must unwrap
the requests and process accordingly.
• Extension-method: Allows additional methods to be defined without changing the protocol, but these methods cannot be assumed to be recognizable by
the recipient.

Request Header Fields Request header fields function as request modifiers,
providing additional information and parameters related to the request. The following fields are defined in HTTP/1.1:
• Accept: A list of media types and ranges that are acceptable as a response to
this request.
• Accept-Charset: A list of character sets acceptable for the response.
• Accept-Encoding: List of acceptable content encodings for the entity body.
Content encodings are primarily used to allow a document to be compressed
or encrypted. Typically, the resource is stored in this encoding and only
decoded before actual use.
• Accept-Language: Restricts the set of natural languages that are preferred for
the response.

23.2 / WEB ACCESS—HTTP

793

• Authorization: Contains a field value, referred to as credentials, used by the
client to authenticate itself to the server.
• From: The Internet e-mail address for the human user who controls the
requesting user agent.
• Host: Specifies the Internet host of the resource being requested.
• If-Modified-Since: Used with the GET method. This header includes a
date/time parameter; the resource is to be transferred only if it has been modified since the date/time specified. This feature allows for efficient cache
update. A caching mechanism can periodically issue GET messages to an origin server, and will receive only a small response message unless an update is
needed.
• Proxy-Authorization: Allows the client to identify itself to a proxy that
requires authentication.
• Range: For future study. The intent is that, in a GET message, a client can
request only a portion of the identified resource.
• Referrer: The URL of the resource from which the Request-URL was
obtained. This enables a server to generate lists of back-links.
• Unless: Similar in function to the If-Modified-Since field, with two differences:
(1) It is not restricted to the GET method, and (2) comparison is based on any
Entity-Header field value rather than a date/time value.
• User-Agent: Contains information about the user agent originating this
request. This is used for statistical purposes, the tracing of protocol violations,
and automated recognition of user agents for the sake of tailoring responses to
avoid particular user agent limitations.

Response Messages
A full response message consists of a status line followed by one or more general,
response, and entity headers, followed by an optional entity body.

Status Codes A full response message always begins with a Status-Line, which
has the following format:
Status-Line = HTTP-Version SP Status-Code SP Reason-Phrase CRLF
The HTTP-Version value is the version number of HTTP used by the sender.
The Status-Code is a three-digit integer that indicates the response to a received
request, and the Reason-Phrase provides a short textual explanation of the status
code.
HTTP/1.1 includes a rather large number of status codes, organized into the
following categories:
• Informational: The request has been received and processing continues. No
entity body accompanies this response.
• Successful: The request was successfully received, understood, and accepted.
The information returned in the response message depends on the request
method, as follows:
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—GET: The contents of the entity-body corresponds to the requested resource.
—HEAD: No entity body is returned.
—POST: The entity describes or contains the result of the action.
—TRACE: The entity contains the request message.
—Other methods: The entity describes the result of the action.
• Redirection: Further action is required to complete the request.
• Client Error: The request contains a syntax error or the request cannot be
fulfilled.
• Server Error: The server failed to fulfill an apparently valid request.

Response Header Fields Response header fields provide additional information related to the response that cannot be placed in the Status-Line. The following
fields are defined in HTTP/1.1:
• Location: Defines the exact location of the resource identified by the RequestURL.
• Proxy-Authenticate: Included with a response that has a status code of Proxy
Authentication Required. This field contains a “challenge” that indicates the
authentication scheme and parameters required.
• Public: Lists the nonstandard methods supported by this server.
• Retry-After: Included with a response that has a status code of Service
Unavailable, and indicates how long the service is expected to be unavailable.
• Server: Identifies the software product used by the origin server to handle the
request.
• WWW-Authenticate: Included with a response that has a status code of
Unauthorized. This field contains a “challenge” that indicates the authentication scheme and parameters required.

Entities
An entity consists of an entity header and an entity body in a request or response
message. An entity may represent a data resource, or it may constitute other information supplied with a request or response.

Entity Header Fields Entity header fields provide optional information about
the entity body or, if no body is present, about the resource identified by the
request. The following fields are defined in HTTP/1.1:
• Allow: Lists methods supported by the resource identified in the RequestURL. This field must be included with a response that has a status code of
Method Not Allowed and may be included in other responses.
• Content-Encoding: Indicates what content encodings have been applied to the
resource. The only encoding currently defined is zip compression.
• Content-Language: Identifies the natural language(s) of the intended audience of the enclosed entity.

23.3 /RECOMMENDED READING AND WEB SITES

795

• Content-Length: The size of the entity body in octets.
• Content-MD5: For future study. MD5 refers to the MD5 hash code function,
described in Chapter 21.
• Content-Range: For future study. The intent is that this will indicate a portion
of the identified resource that is included in this response.
• Content-Type: Indicates the media type of the entity body.
• Content-Version: A version tag associated with an evolving entity.
• Derived-From: Indicates the version tag of the resource from which this entity was
derived before modifications were made by the sender.This field and the ContentVersion field can be used to manage multiple updates by a group of users.
• Expires: Date/time after which the entity should be considered stale.
• Last-Modified: Date/time that the sender believes the resource was last
modified.
• Link: Defines links to other resources.
• Title: A textual title for the entity.
• Transfer-Encoding: Indicates what type of transformation has been applied to
the message body to transfer it safely between the sender and the recipient.
The only encoding defined in the standard is chunked. The chunked option
defines a procedure for breaking an entity body into labeled chunks that are
transmitted separately.
• URL-Header: Informs the recipient of other URLs by which the resource can
be identified.
• Extension-Header: Allows additional fields to be defined without changing the
protocol, but these fields cannot be assumed to be recognizable by the recipient.

Entity Body An entity body consists of an arbitrary sequence of octets. HTTP is
designed to be able to transfer any type of content, including text, binary data,
audio, images, and video. When an entity body is present in a message, the interpretation of the octets in the body is determined by the entity header fields ContentEncoding, Content-Type, and Transfer-Encoding. These define a three-layer, ordered
encoding model:
entity-body :=Transfer-Encoding
1Content-Encoding1Content-Type1data222
The data are the content of a resource identified by a URL. The Content-Type
field determines the way in which the data are interpreted. A Content-Encoding may
be applied to the data and stored at the URL instead of the data. Finally, on transfer,
a Transfer-Encoding may be applied to form the entity body of the message.

23.3 RECOMMENDED READING AND WEB SITES
[MOGU02] discusses the design strengths and weaknesses of HTTP. [GOUR02] provides
comprehensive coverage of HTTP. Another good treatment is [KRIS01]. [MOCK88] is an
overview of DNS.
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GOUR02 Gourley, D., et al. HTTP: The Definitive Guide. Sebastopol, CA: O’Reilly, 2002.
KRIS01 Krishnamurthy, B., and Rexford, J. Web Protocols and Practice: HTTP/1.1. Networking Protocols, Caching, and Traffic Measurement. Upper Saddle River, NJ:
Prentice Hall, 2001.
MOCK88 Mockapetris, P., and Dunlap, K. “Development of the Domain Name System.”
ACM Computer Communications Review, August 1988.
MOGU02 Mogul, J. “Clarifying the Fundamentals of HTTP.” Proceedings of the
Eleventh International Conference on World Wide Web, 2002.

Recommended Web Sites:
• WWW Consortium: Contains up-to-date information on HTTP and related topics.
• DNS Extensions Working Group: Chartered by IETF to develop standards related
to DNS. The Web site includes all relevant RFCs and Internet drafts.

23.4 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
Backus-Naur Form (BNF)
domain
domain name
Domain Name Service (DNS)
HTTP gateway
HTTP method
HTTP proxy

HTTP tunnel
Hypertext Transfer Protocol
(HTTP)
iterative technique
name server
origin server
recursive technique

Resolver
resource record (RR)
root name server
Uniform Resource Locator
(URL)
zone

Review Questions
23.1
23.2
23.3
23.4
23.5
23.6
23.7
23.8
23.9

What is DNS?
What is the difference between a name server and a resolver in DNS?
What is a DNS resource record?
Give a brief description of DNS operation.
What is the difference between a domain and a zone?
Explain the difference between the recursive technique and the iterative technique in
DNS.
What is meant by saying that HTTP is a stateless protocol?
Explain the differences among HTTP proxy, gateway, and tunnel.
What is the function of the cache in HTTP?
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Problems
Note: For some of the problems in this chapter, you will need to consult the relevant
RFCs.
23.1 Classify a DNS resolver and a DNS name server as either client, server, or both.
23.2 A DNS resolver typically issues a query using UDP but may also use TCP. Is there a
problem using TCP for this purpose? If so, what do you suggest is the solution?
Hint: Consider the TCP and UDP headers.
23.3 What’s the main difference between a primary and a secondary name server?
23.4 Name servers can be accessed on UDP port 53 as well as on TCP port 53. When is
each protocol used, and why?
23.5 We query an authoritative name server for the ‘example.com’ zone, in order to get the
IP address of www.example.com, the Web site of a large company. We get eight A
records in response to our query. We repeat this query several times, and note that we
continue getting the same eight A records, but in a different order each time. Suggest
a reason why.
23.6 The dig tool provides easy interactive access to the DNS. The dig tool is available for
UNIX and Windows operating systems. It can also be used from the Web. Here are
three sites that, at the time of this writing, provided free access to dig:
http://www.gont.com.ar/tools/dig
http://www.webmaster-toolkit.com/dig.shtml
http://www.webhostselect.com/whs/dig-tool.jsp
Use the dig tool to get the list of root servers.
23.7 Discuss the advantages of using several stub resolvers along with a caching-only name
server, instead of several full resolvers.
23.8 Choose a root server, and use the dig tool to send it a query for the IP address
of www.example.com, with the RD (Recursion Desired) bit set. Does it support recursive lookups? Why or why not?
23.9 Type dig www.example.com A in order to get the IP address of www.example.com.
What’s the TTL of the A record returned in the response? Wait a while, and repeat the
query. Why has the TTL changed?
23.10 With the widespread use of x-DSL and cable-modem technologies, many home users
now host Web sites on their own desktop computers. As their IP addresses are dynamically assigned by their Internet Service Providers (ISPs), users must update their
DNS records every time their IP addresses change (it’s usually done by some computer software on the user machine that automatically contacts the name server to
update the corresponding data whenever the assigned IP address changes). This service is usually called Dynamic DNS. However, in order for these updates to work as
expected, there’s one field of each resource record that must be set to a quite different value from the typical ones. Which one, and why?
23.11 Secondary name servers periodically query the primary to check whether the zone
data has been updated. Regardless of how many resource records the zone data contains, the secondary name servers need to query the primary only one resource record
to detect any changes on the zone data. Which resource record will they query? How
will they use the requested information to detect changes?
23.12 A user on the host 170.210.17.145 is ‘using a Web browser to visit www.example.com.
In order to resolve the ‘www.example.com’ domain to an IP address, a query is
sent to an authoritative name server for the ‘example.com’ domain. In response, the
name server returns a list of four IP addresses, in the following order
5192.168.0.1, 128.0.0.1, 200.47.57.1, 170.210.10.1306. Even though it is the last IP
address in the list returned by the name server, the Web browser creates a connection
to 170.210.17.130. Why?
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23.13

23.14

Before the deployment of the Domain Name System, a simple text file (HOSTS.TXT)
centrally maintained at the SRI Network Information Center was used to enable mapping between host names and addresses. Each host connected to the Internet had to
have an updated local copy of it to be able to use host names instead of having to cope
directly with their IP addresses. Discuss the main advantages of the DNS over the old
centralized HOSTS.TXT system.
Prior to persistent connections, one separate TCP connection was used to fetch each
URL. Analyze the advantages of persistent connections over the old HTTP paradigm
of one connection per data transfer.
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Prior to the recent explosion of sophisticated research, scientists believed that birds
required no special awareness or intelligence to perform their migrations and their
navigational and homing feats. Accumulated research shows that in addition to
performing the difficult tasks of correcting for displacement (by storms, winds,
mountains, and other hindrances), birds integrate an astonishing variety of celestial,
atmospheric, and geological information to travel between their winter and summer
homes. In brief, avian navigation is characterized by the ability to gather a variety of
informational cues and to interpret and coordinate them so as to move closer
toward a goal.
—The Human Nature of Birds, Theodore Barber

KEY TOPICS
•
•
•

The Session Initiation Protocol (SIP) is an application-level control
protocol for setting up, modifying, and terminating real-time sessions
between participants over an IP data network.
SIP uses the Session Description Protocol (SDP) to describe the
media content to be used during a session.
The Real-Time Transport Protocol (RTP) is a transport-level alternative to TCP or UDP for supporting real-time traffic.

With the increasing availability of broadband access to the Internet has come an
increased interest in Web-based and Internet-based multimedia applications.The
term multimedia refers to the use of multiple forms of information, including text,
still images, audio, and video. The reader may find it useful to review Section 2.6
before proceeding.
An in-depth discussion of multimedia applications is well beyond the scope
of this book. In this chapter, we focus on a few key topics. First, we look at audio
and video compression, which is quite common in multimedia applications. Then
we examine some of the key characteristics of real-time traffic. Next we look at
SIP and its use to support voice over IP. Finally, we examine the real-time transport protocol.

24.1 AUDIO AND VIDEO COMPRESSION
In Chapter 3, we looked at some of the fundamental characteristics of both audio
and video transmission. Then Chapter 5 introduced techniques such as pulse code
modulation (PCM) for digitizing audio and video data for digital transmission. For

24.1 / AUDIO AND VIDEO COMPRESSION

801

multimedia applications, it is important to make the most efficient use of transmission capacity as possible. Accordingly, much attention has been paid to the development of compression algorithms for both audio and video transmissions. This
section provides an overview.
The techniques discussed in this section were standardized by the Moving Picture Experts Group (MPEG). MPEG, under the auspices of the International Organization for Standardization (ISO), has developed standards for video and
associated audio in digital form, where the digital form may be stored on a variety of
devices, such as CD-ROM, tapes, and writable optical disks, and transmitted on
communications channels such as ISDN and LANs. The MPEG effort covers not
only video compression, but also audio compression and associated system issues
and formats. The premise of the MPEG effort is that a video signal can be compressed to a bit rate of about 1.5 Mbps with acceptable quality and that corresponding efficiencies are achievable for audio transmission.
Before proceeding, we introduce two terms. Data compression falls into two
broad categories: lossless and lossy. With lossless compression, no information is lost
and the decompressed data are identical to the original uncompressed data. The
efficiency of lossless compression is limited to the entropy, or redundancy, of the
data source. In other words, compression is limited to the process of eliminating
some or all of the redundancy in a bit stream, so that no information is lost. With
lossy compression, the decompressed data may be an acceptable approximation
(according to some fidelity criterion) to the original uncompressed data. For
example, for image or video compression, the criterion may be that the
decompressed image is indistinguishable from the original to the human eye. In
what follows, we will see that lossy compression is used for both audio and video.
However, in the case of audio, the fidelity of the output is so high that, for all
practical purposes, the compression is lossless.

Audio Compression
The first step in the development of an audio compression algorithm is to digitize the
audio signal, using a technique such as PCM. It is important to note that PCM or a
similar technique does in fact provide a measure of compression. Recall from
Chapter 5 that the sampling theorem states that if a signal f(t) is sampled at regular
intervals of time and at a rate higher than twice the highest signal frequency, then the
samples contain all the information of the original signal. The function f(t) may be
reconstructed from these samples by the use of a lowpass filter. For this technique to
reproduce the original signal, the samples must have analog values that have infinite
precision; this is known as pulse amplitude modulation (PAM).To create a digital signal, each sample is quantized to a value that can be represented by a fixed number of
bits, producing pulse code modulation (PCM). A PCM-encoded signal produces only
an approximation of the original signal. If unlimited fidelity were required, then an
unlimited number of bits would be needed for each sample. The fact that a fixed,
finite number of bits is used per sample results, in effect, in compression.
Taking a simple-minded approach, further compression could be achieved by
reducing the frequency of sampling or reducing the number of bits per sample.
However, there is another approach that can produce significant compression and
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at the same time retain a fidelity that is equivalent to lossless compression. Such an
approach is taken in the MPEG standard.
The MPEG standard for audio compression is quite complex and beyond our
scope. In fact, the standard provides for three layers of compression. Layer 3, popularly known as MP3, provides a compression ratio of 10 : 1. In what follows, we look
at the basic approach used in all of the MPEG audio compression algorithms.
Effective audio compression takes into account the physiology of human hearing. The compression algorithm exploits a phenomenon known as simultaneous
auditory masking. This masking is an effect produced by the way the human nervous
system perceives sound. In essence, if two signals are sufficiently near to one
another and one tone is stronger, the weaker signal is simply not perceived at all;
the human hearing apparatus masks it. Thus, what the percipient hears is exactly the
same whether the weaker tone is there or not.
Figure 24.1a shows, in general terms, how masking is used to encode audio
signals. The input is partitioned into time frames ranging in duration from 2 to
50 ms. A time-frequency analysis module decomposes each frame. At its simplest,
this module determines the amplitude in each of a sequence of narrow frequency
subbands; more complex analysis algorithms are typical. In any case, the output of
this module is a set of parameters that define the acoustic signal in that particular
time frame and that can be quantized. In parallel, a psychoacoustic module analyzes the time frame for masking effects and other properties that can be
exploited to achieve compression. Based on this analysis, a bit allocation module
decides how to apportion the total number of code bits available for the quantization of the subband signals. The resulting quantized signal is then fed into a lossless coding module that eliminates any redundancies in the digital signal to
achieve maximum compression.
Figure 24.1b shows the inverse operation performed at a destination system to
reproduce the original audio signal. The unpacking module recovers the quantized
signal by inverting the lossless compression. The resulting signal is then processed to
produce the audio output.
Audio
input

Quantization
Time/frequency Parameters
and
analysis
encoding
Psychoacoustic
analysis

Masking
thresholds

Bit
allocation

Entropy
(lossless)
coding Output

(a) MPEG audio encoder

Input

Bit-stream
unpacking

Frequency
sample
reconstruction

Frequency-to-time
mapping

(b) MPEG audio decoder

Figure 24.1

MPEG Audio Compression and Decompression

Decoded
PCM audio
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VLC: variable-length coder
FM: frame memory
ME: motion estimator

Figure 24.2 MPEG Block Diagram

Video Compression
A moving picture is simply a succession of still pictures. Accordingly, one can
achieve a degree of compression by independently compressing each still picture
in the sequence that makes up the moving picture. But much more can be done.
Even in a moving picture with a lot of action, the differences between adjacent
still pictures are generally small compared to the amount of information in a single still picture. This suggests that an encoding of the differences between adjacent still pictures is a fruitful approach to compression; this is a tool used in
MPEG.

Overview of the Video Compression Algorithm Figure 24.2 illustrates
the MPEG video compression scheme. The input to the MPEG compression module is a sequence of video frames. Each frame is processed separately, being treated
as a single still image. While operating on a single frame, the MPEG coder is in
intraframe mode. In this mode, the algorithm performs the following steps:
1. Preliminary scaling and color conversion. Each frame is converted into a standardized representation known as Source Input Format (SIF), and color information is translated into a scheme known as YUV.
2. Color subsampling. Brightness is the dominant component of color seen by the
human eye, while hue is less important. Accordingly, the algorithm is able to
reduce the hue information by about 75% with little effect on subjective fidelity.
3. Discrete cosine transformation (DCT). This process maps each 8 * 8 block of
points (pixels) into a set of numbers similar to a Fourier transform of the block.
In essence, the DCT provides a frequency domain representation of the image.
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This transformation does not result in any compression but provides suitable
input for later stages.
4. Quantization. The DCT values are quantized into a finite number of possible
values (similar to pulse-code modulation quantization). The more quantization
levels that are used, the greater the picture fidelity, but the less the amount of
compression.
5. Run-length encoding. The quantized DCT values are represented using a runlength encoding technique.
6. Huffman coding. The data stream from the preceding step is compressed using
Huffman coding, a lossless compression technique that assigns the most
common bit sequences from the preceding step to symbols that are as short as
possible.
Although significant compression can be achieved by simply processing a
video signal as a sequence of still images, as just described, this approach fails to
exploit the considerable redundancy present in all video sequences. Typically, many
of the pixels will change very little or not at all from one frame to the next, or the
change simply involves the movement of a pattern of pixels from one location on a
frame to a nearby location on the next frame. The MPEG studies indicate an additional compression on the order of a factor of 3 [GALL91] by exploiting these
redundancies in an interframe mode.
For interframe mode, similar blocks of pixels common to two or more successive frames are replaced by a pointer that references one of the blocks. The major
complication has to do with the order of the frames. Sometimes it is convenient to
refer to a block in a preceding frame. At other times it is convenient to refer to a
block in a future frame. In this latter case, the encoder replaces the block with a
pointer and also reverses the order of the frame. The decompression routine must
put the frames back in proper order prior to display.
Figure 24.3 shows the interframe technique in a very general way. After the
DCT and quantization phases in the processing of a frame, the frame goes through
the reverse process (dequantization, inverse DCT) in order to recover a frame that
is identical to that which will be recovered by the decompression algorithm. This
frame is then stored and used in the interframe mode to compare to succeeding
frames.
In designing the video compression algorithm, the MPEG study group identified a number of features that are important in order to meet the range of applications of MPEG. Two of these are relevant to our discussion:
• Random access: A compressed video bit stream should be accessible at any
point in the sequence of video frames, and any frame should be decodable in a
limited amount of time. This implies the existence of access frames, which are
frames coded only in intraframe mode and that therefore can be decoded
without reference to other frames.
• Fast forward/reverse searches: It should be possible to scan a compressed bit
stream and, using the appropriate access frames, display selected frames to
obtain a fast forward or fast reverse effect. This feature is essentially a more
demanding form of the random access feature.
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Figure 24.3

Block Motion Compensation

Motion Compensation The foundation of MPEG interframe compression is
motion compensation. The idea behind motion compensation is that a portion of an
image in one frame will be the same as or very similar to an equal-sized portion in a
nearby frame. The MPEG scheme makes use of two forms of motion compensation:
prediction and interpolation.

Prediction MPEG makes use of blocks of 16 * 16 pixels, called macroblocks (in

contrast to the smaller 8 * 8 blocks used in the DCT coding), for purposes of
motion compensation. A frame processed in prediction mode is divided into its macroblocks, each of which is encoded separately. The encoding is done with reference
to an anchor frame that precedes the current frame.
Each macroblock in the current frame is to be represented by a pointer, called
the motion vector, to that macroblock in the anchor frame that most closely
matches this macroblock. The motion vector gives the displacement of the macroblock in the current frame with respect to its match in the anchor frame. This is
shown in the left two-thirds of Figure 24.3. In this example, each video frame consist
of 64 * 64 pixels grouped into 16 macroblocks. The shaded portion of the current
frame is the macroblock whose upper left-hand pixel is in the x-y position (16, 8).
The match for this block in the previous frame is in position (24, 4). The short
arrowed line in the left-hand frame represents the motion vector, which in this case
is 18, -42.
Key aspects of predictive coding:
1. The matching macroblock in the previous frame need not be on a 16-pixel
boundary.
2. Matching is not done against a previous source video frame but rather against
a video frame that has been through compression and decompression because
the decompression module does not have access to the source video frames
but only to decompressed versions of the original frames.
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Having determined the matching block from the preceding frame, the MPEG
algorithm records the motion vector and the prediction error, which is 16 * 16
matrix of differences between the current macroblock, in frame c, and the reference
macroblock, in frame r:
Ec1x, y2 = Ic1x, y2 - Ir[1x, y2 + Mrc]

where Ec1x, y2 is the prediction error, Ii1x, y2 is the value of the pixel located
at position (x, y) in frame i, and Mij is the motion vector for frame j relative to
frame i.
Thus, the current frame is mapped into a matrix of prediction error values, one
for each pixel position, and of motion vector values, one for each macroblock. The
prediction error matrix will have many zero values. This matrix is encoded using the
DCT-quantization technique and should yield a higher compression ratio than simply encoding the original pixel matrix.
The MPEG standard does not dictate how the matching process is to be done.
Typically, the motion vector for a macroblock is obtained by minimizing a cost function that measures the difference between a macroblock and each predictor candidate. The calculation can be expressed as
MIN c a C[Ic1x, y2 - Ir11x, y2 + m2] d
mHM
where

1x,y2HBi

Bi = a macroblock in the current frame Ic
m = the displacement vector with respect to the reference frame Ir
M = the search range in the reference frame
C = cost function
The value of m that minimizes the preceding expression is used as the motion
vector Mrc for this block. The search range could encompass only small displacements or could range up to the entire frame size.

Interpolation Although prediction results in higher compression ratios than a
simple frame-by-frame compression, more can be done. In particular, MPEG allows
some video frames to be encoded using two reference frames, one in the past and
one in the future. This approach, called bidirectional interpolation, results in higher
compression ratios than prediction based on one reference frame.
To see why bidirectional interpolation can improve results, consider a scene
that is moving with respect to the picture frame at a rate of one half pixel per frame.
If we attempt to predict a macroblock in the current frame based on the immediately preceding frame, no exact matching block will be found. Similarly, no exact
match to the macroblock will be found in the immediately following frame. However, an average of the best match from the preceding and following frames provides an exact prediction, so that the error matrix is all zeroes.
Figure 24.3 illustrates the technique used in bidirectional interpolation. The
current frame, referred to as a B frame, is processed against two reference frames,
one before and one after this frame in time. Each macroblock can be encoded using
a block from the preceding frame (forward prediction), the following frame
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Table 24.1 Prediction Modes for Macroblock in B Picture
Mode
Forward predicted
Backward predicted
Average

Predictor
IN 11z2 = IN 01z + M012
IN 11z2 = IN 21z + M212
IN 01z + M012 + IN 21z + M212
IN 11z2 =
2

Note: z = the vector (x, y).

(backward prediction), or one block from each reference frame (averaging),
whichever gives the minimum error matrix. Table 24.1 summarizes the calculations
for each option, with frame 1 being the current frame, frame 0 the preceding reference frame, and frame 2 the following reference frame.
In the case of bidirectional interpolation, more information must be encoded.
As with predicted frames, a matrix of differences is produced and then encoded
using DCT. In addition, each macroblock is encoded with an indication of the prediction mode (forward, backward, average) and one or two motion vectors.

Frame Ordering Three types of frames are defined in MPEG:
• Intraframe (I): Encoded in JPEG style as an independent still image
• Predicted (P): Encoded with reference to the preceding anchor frame
• Bidirectional interpolated (B): Encoded with reference to the preceding and
the following anchor frames
The relative frequency of these types of frames within a video stream is a configurable parameter and must satisfy several tradeoffs. First, there is the need to
satisfy the requirements for random access and fast forward/reverse searches,
described earlier. These requirements place a lower bound on the fraction of I
frames in the encoded stream. Second, there is a tradeoff between computational
complexity and the number of B frames: More B frames means more computation.
Finally, B frames can only be processed with respect to I and P frames; that is, one
B frame cannot serve as a reference frame for another B frame. Therefore, the
higher the fraction of B frames, the greater the average distance between a B frame
and its references and the less the correlation between the B frame and its reference frames.
The rules for encoding are as follows. Each I frame is encoded using
intraframe coding only. Each P frame is encoded based on the most recent preceding I or P frame, whichever is closest. Each B frame is encoded with the closest preceding and following I or P frames.
Picture frames in MPEG are organized into groups. Each group consists of a
single I frame followed by a number of P frames and B frames. Because a B frame
cannot be decoded until both its preceding and following reference frames are
decoded, the members of a group are reorganized so that each B frame follows both
of its reference frames. Figure 24.4 provides an example. The first six frames form a
group. Frame 4 is stored after frame 1, because it is used as the forward prediction
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Figure 24.4 Example of Temporal Picture Structure

frame for B frames 2 and 3. Frames 5 and 6 are interchanged for the same reason. B
frame 7 is recorded as part of the next group because it is encoded after I frame 8.

24.2 REAL-TIME TRAFFIC
The widespread deployment of high-speed LANs and WANs and the increase in the
line capacity on the Internet and other internets has opened up the possibility of
using IP-based networks for the transport of real-time traffic. However, it is important to recognize that the requirements of real-time traffic differ from those of highspeed but non-real-time traffic.
With traditional internet applications, such as file transfer, electronic mail, and
client/server applications including the Web, the performance metrics of interest are
generally throughput and delay. There is also a concern with reliability, and mechanisms are used to make sure that no data are lost, corrupted, or misordered during
transit. By contrast, real-time applications are more concerned with timing issues. In
most cases, there is a requirement that data be delivered at a constant rate equal to
the sending rate. In other cases, a deadline is associated with each block of data, such
that the data are not usable after the deadline has expired.
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Figure 24.5

Real-Time Traffic

Real-Time Traffic Characteristics
Figure 24.5 illustrates a typical real-time environment. Here, a server is generating
audio to be transmitted at 64 kbps. The digitized audio is transmitted in packets containing 160 octets of data, so that one packet is issued every 20 ms. These packets are
passed through an internet and delivered to a multimedia PC, which plays the audio
in real time as it arrives. However, because of the variable delay imposed by the
Internet, the interarrival times between packets are not maintained at a fixed 20 ms
at the destination. To compensate for this, the incoming packets are buffered,
delayed slightly, and then released at a constant rate to the software that generates
the audio.
The compensation provided by the delay buffer is limited. To understand this,
we need to define the concept of delay jitter, which is the maximum variation in
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Real-Time Packet Transmission (based on [ARAS94])

delay experienced by packets in a single session. For example, if the minimum endto-end delay seen by any packet is 1 ms and the maximum is 6 ms, then the delay jitter is 5 ms. As long as the time delay buffer delays incoming packets by at least 5 ms,
then the output of the buffer will include all incoming packets. However, if the
buffer delayed packets only by 4 ms, then any incoming packets that had experienced a relative delay of more than 4 ms (an absolute delay of more than 5 ms)
would have to be discarded so as not to be played back out of order.
The description of real-time traffic so far implies a series of equal-size packets
generated at a constant rate. This is not always the profile of the traffic. Figure 24.6
illustrates some of the common possibilities:
• Continuous data source: Fixed-size packets are generated at fixed intervals.
This characterizes applications that are constantly generating data, have few
redundancies, and that are too important to compress in a lossy way. Examples
are air traffic control radar and real-time simulations.
• On/off source: The source alternates between periods when fixed-size packets
are generated at fixed intervals and periods of inactivity. A voice source, such
as in telephony or audio conferencing, fits this profile.
• Variable packet size: The source generates variable-length packets at uniform
intervals. An example is digitized video in which different frames may experience different compression ratios for the same output quality level.

Requirements for Real-Time Communication
[ARAS94] lists the following as desirable properties for real-time communication:
•
•
•
•
•
•
•
•
•

Low jitter
Low latency
Ability to easily integrate non-real-time and real-time services
Adaptable to dynamically changing network and traffic conditions
Good performance for large networks and large numbers of connections
Modest buffer requirements within the network
High effective capacity utilization
Low overhead in header bits per packet
Low processing overhead per packet within the network and at the end system
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These requirements are difficult to meet in a wide area IP-based network or internet. Neither TCP nor UDP by itself is appropriate. We will see that RTP provides a
reasonable foundation for addressing these issues.

Hard versus Soft Real-Time Applications
A distinction needs to be made between hard and soft real-time communication
applications. Soft real-time applications can tolerate the loss of some portion of the
communicated data, while hard real-time applications have zero loss tolerance. In
general, soft real-time applications impose fewer requirements on the network, and it
is therefore permissible to focus on maximizing network utilization, even at the cost
of some lost or misordered packets. In hard real-time applications, a deterministic
upper bound on jitter and high reliability take precedence over network utilization
considerations.

24.3 VOICE OVER IP AND MULTIMEDIA SUPPORT—SIP
The Session Initiation Protocol (SIP), defined in RFC 3261, is an applicationlevel control protocol for setting up, modifying, and terminating real-time sessions between participants over an IP data network. The key driving force
behind SIP is to enable Internet telephony, also referred to as voice over IP
(VoIP). SIP can support any type of single media or multimedia session, including
teleconferencing.
SIP supports five facets of establishing and terminating multimedia communications:
• User location: Users can move to other locations and access their telephony or
other application features from remote locations.
• User availability: Determination of the willingness of the called party to
engage in communications.
• User capabilities: Determination of the media and media parameters to be used.
• Session setup: Setup up point-to-point and multiparty calls, with agreed session parameters.
• Session management: Including transfer and termination of sessions, modifying session parameters, and invoking services.
SIP employs design elements developed for earlier protocols. SIP is based
on an HTTP-like request/response transaction model. Each transaction consists
of a client request that invokes a particular method, or function, on the server
and at least one response. SIP uses most of the header fields, encoding rules, and
status codes of HTTP. This provides a readable text-based format for displaying
information. SIP also uses concepts similar to the recursive and iterative
searches of DNS. SIP incorporates the use of a Session Description Protocol
(SDP), which defines session content using a set of types similar to those used in
MIME.
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SIP Components and Protocols
An SIP network can be viewed of consisting of components defined on two dimensions: client/server and individual network elements. RFC 3261 defines client and
server as follows:
• Client: A client is any network element that sends SIP requests and receives
SIP responses. Clients may or may not interact directly with a human user.
User agent clients and proxies are clients.
• Server: A server is a network element that receives requests in order to service
them and sends back responses to those requests. Examples of servers are
proxies, user agent servers, redirect servers, and registrars.
The individual elements of a standard SIP network are as follows:
• User Agent: Resides in every SIP end station. It acts in two roles:
—User agent client (UAC): Issues SIP requests
—User agent server (UAS): Receives SIP requests and generates a response
that accepts, rejects, or redirects the request
• Redirect Server: Used during session initiation to determine the address of the
called device. The redirect server returns this information to the calling device,
directing the UAC to contact an alternate URI. This is analogous to iterative
searches in DNS.
• Proxy Server: An intermediary entity that acts as both a server and a client for
the purpose of making requests on behalf of other clients. A proxy server primarily plays the role of routing, which means its job is to ensure that a request
is sent to another entity closer to the targeted user. Proxies are also useful for
enforcing policy (for example, making sure a user is allowed to make a call). A
proxy interprets, and, if necessary, rewrites specific parts of a request message
before forwarding it. This is analogous to recursive searches in DNS.
• Registrar: A server that accepts REGISTER requests and places the information it receives (the SIP address and associated IP address of the registering
device) in those requests into the location service for the domain it handles.
• Location Service: A location service is used by a SIP redirect or proxy server
to obtain information about a callee’s possible location(s). For this purpose,
the location service maintains a database of SIP-address/IP-address mappings.
The various servers are defined in RFC 3261 as logical devices. They may be
implemented as separate servers configured on the Internet or they may be combined into a single application that resides in a physical server.
Figure 24.7 shows how some of the SIP components relate to one another and
the protocols that are employed. A user agent acting as a client (in this case UAC
alice) uses SIP to set up a session with a user agent that will act as a server (in this
case UAS bob). The session initiation dialogue uses SIP and involves one or more
proxy servers to forward requests and responses between the two user agents. The
user agents also make use of the Session Description Protocol (SDP), which is used
to describe the media session.
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SIP Components and Protocols

The proxy servers may also act as redirect servers as needed. If redirection is
done, a proxy server will need to consult the location service database, which may be
collocated with a proxy server or not. The communication between the proxy server
and the location service is beyond the scope of the SIP standard. DNS is also an
important part of SIP operation. Typically, a UAC will make a request using the
domain name of the UAS, rather than an IP address. A proxy server will need to
consult a DNS server to find a proxy server for the target domain.
SIP typically runs on top of UDP for performance reasons, and provides its
own reliability mechanisms, but may also use TCP. If a secure, encrypted transport
mechanism is desired, SIP messages may alternatively be carried over the Transport
Layer Security (TLS) protocol, described in Chapter 21.
Associated with SIP is the Session Description Protocol (SDP), defined in
RFC 2327. SIP is used to invite one or more participants to a session, while the SDPencoded body of the SIP message contains information about what media encodings (e.g., voice, video) the parties can and will use. Once this information is
exchanged and acknowledged, all participants are aware of the participants’ IP
addresses, available transmission capacity, and media type. Then data transmission
begins, using an appropriate transport protocol. Typically, the Real-Time Transport
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Protocol (RTP), described subsequently, is used. Throughout the session,
participants can make changes to session parameters, such as new media types or
new parties to the session, using SIP messages.

SIP Uniform Resource Identifier
A resource within a SIP network is identified by a Uniform Resource Identifier
(URI). Examples of communications resources include the following:
•
•
•
•
•

A user of an online service
An appearance on a multiline phone
A mailbox on a messaging system
A telephone number at a gateway service
A group (such as “sales” or “helpdesk”) in an organization

SIP URIs have a format based on email address formats, namely user@domain.
There are two common schemes. An ordinary SIP URI is of the form
sip:bob@biloxi.com
The URI may also include a password, port number, and related parameters. If
secure transmission is required, “sip:” is replaced by “sips:”. In the latter case, SIP
messages are transported over TLS.

Examples of Operation
The SIP specification is quite complex; the main document, RFC 3261, is 269 pages
long. To give some feel for its operation, we present a few examples.
Figure 24.8 shows an unsuccessful attempt by user Alice to establish a session
with user Bob, whose URI is bob@biloxi.com.1 Alice’s UAC is configured to communicate with a proxy server (the outbound server) in its domain and begins by sending an
INVITE message to the proxy server that indicates its desire to invite Bob’s UAS into
a session (1); the server acknowledges the request (2). Although Bob’s UAS is identified by its URI, the outbound proxy server needs to take into account the possibility
that Bob is not currently available or that Bob has moved. Accordingly, the outbound
proxy server should forward the INVITE request to the proxy server that is responsible for the domain biloxi.com. The outbound proxy thus consults a local DNS server to
obtain the IP address of the biloxi.com proxy server (3), by asking for the SRV resource
record (Table 23.2) that contains information on the proxy server for biloxi.com.
The DNS server responds (4) with the IP address of the biloxi.com proxy server
(the inbound server). Alice’s proxy server can now forward the INVITE message to
the inbound proxy server (5), which acknowledges the message (6). The inbound
proxy server now consults a location server to determine the location of Bob (7),
and the location server responds that Bob is not signed in, and therefore not available for SIP messages (8). This information is communicated back to the outbound
proxy server (9, 10) and then to Alice (11, 12).
1

Figures 24.8 through 24.11 are adapted from ones developed by Professor H. Charles Baker of Southern
Methodist University.
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The next example (Figure 24.9) makes use of two message types that are not yet
part of the SIP standard but that are documented in RFC 2848 and are likely to be
incorporated in a later revision of SIP. These message types support telephony applications. At the end of the preceding example, Alice was informed that Bob was not available.Alice’s UAC then issues a SUBSCRIBE message (1), indicating that it wants to be
informed when Bob is available. This request is forwarded through the two proxies in
our example to a PINT (PSTN-Internet Networking)2 server (2, 3).A PINT server acts
as a gateway between an IP network from which comes a request to place a telephone
call and a telephone network that executes the call by connecting to the destination
telephone. In this example, we assume that the PINT server logic is collocated with the
location service. It could also be the case that Bob is attached to the Internet rather
than a PSTN, in which case the equivalent of PINT logic is needed to handle SUBSCRIBE requests. In this example, we assume that latter and assume that the PINT
functionality is implemented in the location service. In any case, the location service
authorizes subscription by returning an OK message (4), which is passed back to Alice
(5, 6).The location service then immediately sends a NOTIFY message with Bob’s current status of not signed in (7, 8, 9), which Alice’s UAC acknowledges (10, 11, 12).
2

PSTN is the public switched telephone network.
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Figure 24.9 SIP Presence Example

Figure 24.10 continues the example of Figure 24.9. Bob signs on by sending a
REGISTER message to the proxy in its domain (1). The proxy updates the database
at the location service to reflect registration (2). The update is confirmed to the proxy
(3), which confirms the registration to Bob (4).The PINT functionality learns of Bob’s
new status from the location server (here we assume that they are collocated) and
sends a NOTIFY message containing the new status of Bob (5), which is forwarded to
Alice (6, 7). Alice’s UAC acknowledges receipt of the notification (8, 9, 10).
Now that Bob is registered, Alice can try again to establish a session, as shown
in Figure 24.11. This figure shows the same flow as Figure 24.8, with a few differences. We assume that Alice’s proxy server has cached the IP address of the proxy
server for domain biloxi.com, and therefore need not consult the DNS server. A ringing response is sent from Bob back to Alice (8, 9, 10) while the UAS at Bob is alerting the local media application (e.g., telephony). When the media application
accepts the call, Bob’s UAS sends back an OK response to Alice (11, 12, 13).
Finally, Alice’s UAC sends an acknowledgement message to Bob’s UAS to
confirm the reception of the final response (14). In this example, the ACK is sent
directly from Alice to Bob, bypassing the two proxies. This occurs because the endpoints have learned each other’s address from the INVITE/200 (OK) exchange,
which was not known when the initial INVITE was sent. The media session has now
begun, and Alice and Bob can exchange data over an RTP connection.
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SIP Registration and Notification Example

SIP Messages
As was mentioned, SIP is a text-based protocol with a syntax similar to that of
HTTP. There are two different types of SIP messages, requests and responses. The
format difference between the two types of messages is seen in the first line. The
first line of a request has a method, defining the nature of the request and a
Request-URI, indicating where the request should be sent. The first line of a
response has a response code. All messages include a header, consisting of a number
of lines, each line beginning with a header label. A message can also contain a body,
such as an SDP media description.

SIP Requests RFC 3261 defines the following methods:
• REGISTER: Used by a user agent to notify a SIP network of its current IP
address and the URLs for which it would like to receive calls
• INVITE: Used to establish a media session between user agents
• ACK: Confirms reliable message exchanges
• CANCEL: Terminates a pending request, but does not undo a completed call
• BYE: Terminates a session between two users in a conference
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Figure 24.11 SIP Successful Call Setup

• OPTIONS: Solicits information about the capabilities of the callee, but does
not set up a call
For example, the header of message (1) in Figure 24.11 might look like this:
INVITE sip:bob@biloxi.com SIP/2.0
Via: SIP/2.0/UDP 12.26.17.91:5060
Max-Forwards: 70
To: Bob <sip:bob@biloxi.com>
From: Alice <sip:alice@atlanta.com>;tag=1928301774
Call-ID: a84b4c76e66710@12.26.17.91
CSeq: 314159 INVITE
Contact: <sip:alice@atlanta.com>
Content-Type: application/sdp
Content-Length: 142
The boldface type used for header labels is not typical but is used here for clarity. The first line contains the method name (INVITE), a SIP URI, and the version
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number of SIP that is used. The lines that follow are a list of header fields. This
example contains the minimum required set.
The Via headers show the path the request has taken in the SIP network (source
and intervening proxies) and are used to route responses back along the same path. In
message (1), there is only one Via header, inserted by Alice. The Via line contains the
IP address (12.26.17.91), port number (5060), and transport protocol (UDP) that Alice
wants Bob to use in his response. Subsequent proxies add additional Via headers.
Max-Forwards serves to limit the number of hops a request can make on the way
to its destination. It consists of an integer that is decremented by one by each proxy
that forwards the request. If the Max-Forwards value reaches 0 before the request
reaches its destination, it will be rejected with a 483 (Too Many Hops) error response.
To contains a display name (Bob) and a SIP or SIPS URI (sip:bob@biloxi.com)
toward which the request was originally directed. From also contains a display name
(Alice) and a SIP or SIPS URI (sip:alice@atlanta.com) that indicate the originator
of the request. This header field also has a tag parameter containing a random string
(1928301774) that was added to the URI by the UAC. It is used to identify the session.
Call-ID contains a globally unique identifier for this call, generated by the
combination of a random string and the host name or IP address. The combination
of the To tag, From tag, and Call-ID completely defines a peer-to-peer SIP relationship between Alice and Bob and is referred to as a dialog.
CSeq or Command Sequence contains an integer and a method name. The
CSeq number is initialized at the start of a call (314159 in this example), incremented for each new request within a dialog, and is a traditional sequence number.
The CSeq is used to distinguish a retransmission from a new request.
The Contact header contains a SIP URI for direct communication between
UAs. While the Via header field tells other elements where to send the response, the
Contact header field tells other elements where to send future requests for this dialog.
The Content-Type indicates the type of the message body. Content-Length
gives the length in octets of the message body.

SIP Responses The response types defined in RFC 3261 are in the following
categories:
• Provisional (1xx): Request received and being processed.
• Success (2xx): The action was successfully received, understood, and accepted.
• Redirection (3xx): Further action needs to be taken in order to complete the
request.
• Client Error (4xx): The request contains bad syntax or cannot be fulfilled at
this server.
• Server Error (5xx): The server failed to fulfill an apparently valid request.
• Global Failure (6xx): The request cannot be fulfilled at any server.
For example, the header of message (11) in Figure 24.11 might look like this:
SIP/2.0 200 OK
Via: SIP/2.0/UDP server10.biloxi.com
Via: SIP/2.0/UDP bigbox3.site3.atlanta.com
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Via: SIP/2.0/UDP 12.26.17.91:5060
To: Bob <sip:bob@biloxi.com>;tag=a6c85cf
From: Alice <sip:alice@atlanta.com>;tag=1928301774
Call-ID: a84b4c76e66710@12.26.17.91
CSeq: 314159 INVITE
Contact: <sip:bob@biloxi.com>
Content-Type: application/sdp
Content-Length: 131
The first line contains the version number of SIP that is used and the response
code and name.The lines that follow are a list of header fields.The Via,To, From, CallID, and CSeq header fields are copied from the INVITE request. (There are three Via
header field values—one added by Alice’s SIP UAC, one added by the atlanta.com
proxy, and one added by the biloxi.com proxy.) Bob’s SIP phone has added a tag parameter to the To header field. This tag will be incorporated by both endpoints into the
dialog and will be included in all future requests and responses in this call.

Session Description Protocol
The Session Description Protocol (SDP), defined in RFC 2327, describes the content of sessions, including telephony, Internet radio, and multimedia applications.
SDP includes information about the following [SCHU99]:
• Media streams: A session can include multiple streams of differing content.
SDP currently defines audio, video, data, control, and application as stream
types, similar to the MIME types used for Internet mail (Table 22.3).
• Addresses: Indicates the destination addresses, which may be a multicast
address, for a media stream.
• Ports: For each stream, the UDP port numbers for sending and receiving are
specified.
• Payload types: For each media stream type in use (e.g., telephony), the payload type indicates the media formats that can be used during the session.
• Start and stop times: These apply to broadcast sessions, like a television or
radio program. The start, stop, and repeat times of the session are indicated.
• Originator: For broadcast sessions, the originator is specified, with contact
information. This may be useful if a receiver encounters technical difficulties.

24.4 REAL-TIME TRANSPORT PROTOCOL (RTP)
The most widely used transport-level protocol is TCP. Although TCP has proven
its value in supporting a wide range of distributed applications, it is not suited for
use with real-time distributed applications. By a real-time distributed application, we mean one in which a source is generating a stream of data at a constant
rate, and one or more destinations must deliver that data to an application at the
same constant rate. Examples of such applications include audio and video
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conferencing, live video distribution (not for storage but for immediate play),
shared workspaces, remote medical diagnosis, telephony, command and control
systems, distributed interactive simulations, games, and real-time monitoring. A
number of features of TCP disqualify it for use as the transport protocol for such
applications:
1. TCP is a point-to-point protocol that sets up a connection between two endpoints. Therefore, it is not suitable for multicast distribution.
2. TCP includes mechanisms for retransmission of lost segments, which then arrive
out of order. Such segments are not usable in most real-time applications.
3. TCP contains no convenient mechanism for associating timing information
with segments, which is another real-time requirement.
The other widely used transport protocol, UDP, does not exhibit the first two
characteristics listed but, like TCP, does not provide timing information. By itself,
UDP does not provide any general-purpose tools useful for real-time applications.
Although each real-time application could include its own mechanisms for
supporting real-time transport, there are a number of common features that warrant
the definition of a common protocol. A protocol designed for this purpose is the
Real-Time Transport Protocol (RTP), defined in RFC 1889. RTP is best suited to
soft real-time communication. It lacks the necessary mechanisms to support hard
real-time traffic.
This section provides an overview of RTP. We begin with a discussion of realtime transport requirements. Next, we examine the philosophical approach of RTP.
The remainder of the section is devoted to the two protocols that make up RTP: the
first is simply called RTP and is a data transfer protocol; the other is a control protocol known as RTCP (RTP Control Protocol).

RTP Protocol Architecture
In RTP, there is close coupling between the RTP functionality and the applicationlayer functionality. Indeed, RTP is best viewed as a framework that applications can
use directly to implement a single protocol. Without the application-specific information, RTP is not a full protocol. On the other hand, RTP imposes a structure and
defines common functions so that individual real-time applications are relieved of
part of their burden.
RTP follows the principles of protocol architecture design outlined in a paper
by Clark and Tennenhouse [CLAR90]. The two key concepts presented in that
paper are application-level framing and integrated layer processing.

Application-Level Framing In a traditional transport protocol, such as TCP,
the responsibility for recovering from lost portions of data is performed transparently at the transport layer. [CLAR90] lists two scenarios in which it might be more
appropriate for recovery from lost data to be performed by the application:
1. The application, within limits, may accept less than perfect delivery and continue
unchecked. This is the case for real-time audio and video. For such applications,
it may be necessary to inform the source in more general terms about the quality of the delivery rather than to ask for retransmission. If too much data are
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being lost, the source might perhaps move to a lower-quality transmission that
places lower demands on the network, increasing the probability of delivery.
2. It may be preferable to have the application rather than the transport protocol
provide data for retransmission. This is useful in the following contexts:
(a) The sending application may recompute lost data values rather than storing
them.
(b) The sending application can provide revised values rather than simply
retransmitting lost values, or send new data that “fix” the consequences of the
original loss.
To enable the application to have control over the retransmission function,
Clark and Tennenhouse propose that lower layers, such as presentation and transport, deal with data in units that the application specifies. The application should
break the flow of data into application-level data units (ADUs), and the lower layers must preserve these ADU boundaries as they process the data. The applicationlevel frame is the unit of error recovery. Thus, if a portion of an ADU is lost in
transmission, the application will typically be unable to make use of the remaining
portions. In such a case, the application layer will discard all arriving portions and
arrange for retransmission of the entire ADU, if necessary.

Integrated Layer Processing In a typical layered protocol architecture, such as
TCP/IP or OSI, each layer of the architecture contains a subset of the functions to be
performed for communications, and each layer must logically be structured as a separate module in end systems. Thus, on transmission, a block of data flows down through
and is sequentially processed by each layer of the architecture. This structure restricts
the implementer from invoking certain functions in parallel or out of the layered order
to achieve greater efficiency. Integrated layer processing, as proposed in [CLAR90],
captures the idea that adjacent layers may be tightly coupled and that the implementer
should be free to implement the functions in those layers in a tightly coupled manner.
The idea that a strict protocol layering may lead to inefficiencies has been propounded by a number of researchers. For example, [CROW92] examined the inefficiencies of running a remote procedure call (RPC) on top of TCP and suggested a
tighter coupling of the two layers. The researchers argued that the integrated layer
processing approach is preferable for efficient data transfer.
Figure 24.12 illustrates the manner in which RTP realizes the principle of integrated layer processing. RTP is designed to run on top of a connectionless transport
protocol such as UDP. UDP provides the basic port addressing functionality of the
transport layer. RTP contains further transport-level functions, such as sequencing.
However, RTP by itself is not complete. It is completed by modifications and/or
additions to the RTP headers to include application-layer functionality. The figure
indicates that several different standards for encoding video data can be used in
conjunction with RTP for video transmission.

RTP Data Transfer Protocol
We first look at the basic concepts of the RTP data transfer protocol and then examine the protocol header format. Throughout this section, the term RTP will refer to
the RTP data transfer protocol.
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RTP Concepts RTP supports the transfer of real-time data among a number of
participants in a session. A session is simply a logical association among two or more
RTP entities that is maintained for the duration of the data transfer. A session is
defined by
• RTP port number: The destination port address is used by all participants for
RTP transfers. If UDP is the lower layer, this port number appears in the Destination Port field (see Figure 2.3) of the UDP header.
• RTCP port number: The destination port address is used by all participants
for RTCP transfers.
• Participant IP addresses: This can either be a multicast IP address, so that the
multicast group defines the participants, or a set of unicast IP addresses.
The process of setting up a session is beyond the scope of RTP and RTCP.
Although RTP can be used for unicast real-time transmission, its strength lies
in its ability to support multicast transmission. For this purpose, each RTP data unit
includes a source identifier that identifies which member of the group generated
the data. It also includes a timestamp so that the proper timing can be re-created on
the receiving end using a delay buffer. RTP also identifies the payload format of the
data being transmitted.
RTP allows the use of two kinds of RTP relays: translators and mixers. First we
need to define the concept of relay. A relay operating at a given protocol layer is an
intermediate system that acts as both a destination and a source in a data transfer.
For example, suppose that system A wishes to send data to system B but cannot do
so directly. Possible reasons are that B may be behind a firewall or B may not be
able to use the format transmitted by A. In such a case, A may be able to send the
data to an intermediate relay R. R accepts the data unit, makes any necessary
changes or performs any necessary processing, and then transmits the data to B.
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A mixer is an RTP relay that receives streams of RTP packets from one or
more sources, combines these streams, and forwards a new RTP packet stream to
one or more destinations. The mixer may change the data format or simply perform
the mixing function. Because the timing among the multiple inputs is not typically
synchronized, the mixer provides the timing information in the combined packet
stream and identifies itself as the source of synchronization.
An example of the use of a mixer is to combine of a number of on/off sources
such as audio. Suppose that a number of systems are members of an audio session
and each generates its own RTP stream. Most of the time only one source is active,
although occasionally more than one source will be “speaking” at the same time.
A new system may wish to join the session, but its link to the network may not be
of sufficient capacity to carry all of the RTP streams. Instead, a mixer could
receive all of the RTP streams, combine them into a single stream, and retransmit
that stream to the new session member. If more than one incoming stream is
active at one time, the mixer would simply sum their PCM values. The RTP header
generated by the mixer includes the identifier(s) of the source(s) that contributed
to the data in each packet.
The translator is a simpler device that produces one or more outgoing RTP
packets for each incoming RTP packet. The translator may change the format of the
data in the packet or use a different lower-level protocol suite to transfer from one
domain to another. Examples of translator use are as follows:
• A potential recipient may not be able to handle a high-speed video signal used
by the other participants. The translator converts the video to a lower-quality
format requiring a lower data rate.
• An application-level firewall may prevent the forwarding of RTP packets. Two
translators are used, one on each side of the firewall, with the outside one tunneling all multicast packets received through a secure connection to the translator inside the firewall. The inside translator then sends out RTP packets to a
multicast group protected by the firewall.
• A translator can replicate an incoming multicast RTP packet and send it to a
number of unicast destinations.

RTP Fixed Header Each RTP packet includes a fixed header and may also
include additional application-specific header fields. Figure 24.13 shows the fixed
header. The first 12 octets (shaded portion) are always present and consist of the following fields:
• Version (2 bits): Current version is 2.
• Padding (1 bit): Indicates whether padding octets appear at the end of the payload. If so, the last octet of the payload contains a count of the number of
padding octets. Padding is used if the application requires that the payload be
an integer multiple of some length, such as 32 bits.
• Extension (1 bit): If set, the fixed header is followed by exactly one extension
header, which is used for experimental extensions to RTP.
• CSRC Count (4 bits): The number of CSRC (contributing source) identifiers
that follow the fixed header.

24.4 / REAL-TIME TRANSPORT PROTOCOL (RTP)

Bit 0

4

V PX

8 9
CC

16

M Payload Type

825
31

Sequence Number

Timestamp
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Contributing Source (CSRC) Identifier
V  Version
P  Padding
X  Extension
CC  CSRC count
M  Marker

Figure 24.13 RTP Header

• Marker (1 bit): The interpretation of the marker bit depends on the payload type;
it is typically used to indicate a boundary in the data stream. For video, it is set to
mark the end of a frame. For audio, it is set to mark the beginning of a talk spurt.
• Payload Type (7 bits): Identifies the format of the RTP payload, which follows
the RTP header.
• Sequence Number (16 bits): Each source starts with a random sequence number, which is incremented by one for each RTP data packet sent. This allows
for loss detection and packet sequencing within a series of packets with the
same timestamp. A number of consecutive packets may have the same timestamp if they are logically generated at the same time; an example is several
packets belonging to the same video frame.
• Timestamp (32 bits): Corresponds to the generation instant of the first octet of
data in the payload. The time units of this field depend on the payload type.
The values must be generated from a local clock at the source.
• Synchronization Source Identifier: A randomly generated value that uniquely
identifies the source within a session.
Following the fixed header, there may be one or more of the following field:
• Contributing Source Identifier: Identifies a contributing source for the payload. These identifiers are supplied by a mixer.
The Payload Type field identifies the media type of the payload and the format
of the data, including the use of compression or encryption. In a steady state, a
source should only use one payload type during a session but may change the payload type in response to changing conditions, as discovered by RTCP. Table 24.2
summarizes the payload types defined in RFC 1890.
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Table 24.2 Payload Types for Standard Audio and Video Encodings (RFC 1890)
0
1
2
3
4
5
6
7
8
9
10
11
12–13
14
15

PCMU audio
1016 audio
G721 audio
GSM audio
unassigned audio
DV14 audio (8 kHz)
DV14 audio (16 kHz)
LPC audio
PCMA audio
G722 audio
L16 audio (stereo)
L16 audio (mono)
unassigned audio
MPA audio
G728 audio

16–23
24
25
26
27
28
29–30
31
32
33
34–71
72–76
77–95
96–127

unassigned audio
unassigned video
CelB video
JPEG video
unassigned
nv video
unassigned video
H261 video
MPV video
MP2T video
unassigned
reserved
unassigned
dynamic

RTP Control Protocol (RTCP)
The RTP data transfer protocol is used only for the transmission of user data, typically in multicast fashion among all participants in a session. A separate control protocol (RTCP) also operates in a multicast fashion to provide feedback to RTP data
sources as well as all session participants. RTCP uses the same underlying transport
service as RTP (usually UDP) and a separate port number. Each participant periodically issues an RTCP packet to all other session members. RFC 1889 outlines four
functions performed by RTCP:
• Quality of service (QoS) and congestion control: RTCP provides feedback on
the quality of data distribution. Because RTCP packets are multicast, all session members can assess how well other members are performing and receiving. Sender reports enable receivers to estimate data rates and the quality of
the transmission. Receiver reports indicate any problems encountered by
receivers, including missing packets and excessive jitter. For example, an audiovideo application might decide to reduce the rate of transmission over lowspeed links if the traffic quality over the links is not high enough to support the
current rate. The feedback from receivers is also important in diagnosing distribution faults. By monitoring reports from all session recipients, a network manager can tell whether a problem is specific to a single user or more widespread.
• Identification: RTCP packets carry a persistent textual description of the
RTCP source. This provides more information about the source of data packets than the random SSRC identifier and enables a user to associate multiple
streams from different sessions. For example, separate sessions for audio and
video may be in progress.
• Session size estimation and scaling: To perform the first two functions, all participants send periodic RTCP packets. The rate of transmission of such packets
must be scaled down as the number of participants increases. In a session with
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few participants, RTCP packets are sent at the maximum rate of one every five
seconds. RFC 1889 includes a relatively complex algorithm by which each participant limits its RTCP rate on the basis of the total session population. The
objective is to limit RTCP traffic to less than 5% of total session traffic.
• Session control: RTCP optionally provides minimal session control information.
An example is a participant identification to be displayed in the user interface.
An RTCP transmission consists of a number of separate RTCP packets bundled in a single UDP datagram (or other lower-level data unit). The following
packet types are defined in RFC 1889:
•
•
•
•
•

Sender Report (SR)
Receiver Report (RR)
Source Description (SDES)
Goodbye (BYE)
Application Specific

Figure 24.14 depicts the formats of these packet types. Each type begins with a
32-bit word containing the following fields:
• Version (2 bits): Current version is 2.
• Padding (1 bit): If set, indicates that this packet contains padding octets at the
end of the control information. If so, the last octet of the padding contains a
count of the number of padding octets.
• Count (5 bits): The number of reception report blocks contained in an SR or
RR packet (RC), or the number of source items contained in an SDES or
BYE packet.
• Packet Type (8 bits): Identifies RTCP packet type.
• Length (16 bits): Length of this packet in 32 bit words, minus one.
In addition, the Sender Report and Receiver Report packets contain the following field:
• Synchronization Source Identifier: Identifies the source of this RTCP packet
We now turn to a description of each packet type.

Sender Report (SR) RTCP receivers provide reception quality feedback using
a Sender Report or a Receiver Report, depending on whether the receiver is also a
sender during this session. Figure 24.14a shows the format of a Sender Report. The
Sender Report consists of a header, already described; a sender information block;
and zero or more reception report blocks. The sender information block includes
the following fields:
• NTP Timestamp (64 bits): The absolute wall clock time when this report was
sent; this is an unsigned fixed-point number with the integer part in the first 32
bits and the fractional part in the last 32 bits. This may be used by the sender in
combination with timestamps returned in receiver reports to measure roundtrip time to those receivers.

NTP timestamp (least sig. word)

Fraction
Cumulative number of packets lost
lost
Extended highest sequence number received

RTP timestamp
Sender's packet count

sender
information

SSRC_1 (SSRC of first source)

Interarrival jitter
Time of last sender report

SSRC_1 (SSRC of first source)

Delay since last sender report

Fraction
Cumulative number of packets lost
lost
Extended highest sequence number received

Interarrival jitter
Time of last sender report

report block 1

Sender's octet count

Time of last sender report

Interarrival jitter

(b) RTCP receiver report

SDES items

SSRC/CSRC_n
SDES items

V

P

SC

PT  203

Length

SSRC/CSRC_1

SSRC/CSRC_n
Length

Reason for leaving
(e) RTCP BYE

V

sub-

P type

PT  204

Length

Delay since last sender report

SSRC/CSRC

(a) RTCP sender report

name (ASCII)
Application-dependent data
(c) RTCP application-defined packet

Figure 24.14 RTCP Formats
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SSRC_n (SSRC of nth source)

Time of last sender report

PT  202

SSRC_n (SSRC of nth source)

Interarrival jitter
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Cumulative number of packets lost
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Delay since last sender report

P
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SSRC of sender

NTP timestamp (most sig. word)
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• RTP Timestamp (32 bits): This is a the relative time used to create timestamps
in RTP data packets. This lets recipients place this report in the appropriate
time sequence with RTP data packets from this source.
• Sender’s Packet Count (32 bits): Total number of RTP data packets transmitted by this sender so far in this session.
• Sender’s Octet Count (32 bits): Total number of RTP payload octets transmitted by this sender so far in this session.
Following the sender information block are zero or more reception report
blocks. One reception block is included for each source from which this participant
has received data during this session. Each block includes the following fields:
• SSRC_n (32 bits): Identifies the source referred to by this report block.
• Fraction Lost (8 bits): The fraction of RTP data packets from SSRC_n lost
since the previous SR or RR packet was sent.
• Cumulative Number of Packets Lost (24 bits): Total number of RTP data
packets from SSRC_n lost during this session.
• Extended Highest Sequence Number Received (32 bits): The least significant
16 bits record the highest RTP data sequence number received from SSRC_n.
The most significant 16 bits record the number of times the sequence number
has wrapped back to zero.
• Interarrival Jitter (32 bits): An estimate of the jitter experienced on RTP data
packets from SSRC_n, explained later.
• Last SR Timestamp (32 bits): The middle 32 bits of the NTP timestamp in the
last SR packet received from SSRC_n. This captures the least significant half
of the integer and the most significant half of the fractional part of the timestamp and should be adequate.
• Delay Since Last SR (32 bits): The delay, expressed in units of 2-16 seconds,
between receipt of the last SR packet from SSRC_n and the transmission of
this report block. These last two fields can be used by a source to estimate
round-trip time to a particular receiver.
Recall that delay jitter was defined as the maximum variation in delay experienced by packets in a single session. There is no simple way to measure this quantity
at the receiver, but it is possible to estimate the average jitter in the following way.
At a particular receiver, define the following parameters for a given source:
S(I)  Timestamp from RTP data packet I.
R(I)  Time of arrival for RTP data packet I. expressed in RTP timestamp units. The receiver must use the same clock frequency
(increment interval) as the source but need not synchronize
time values with the source.
D(I)  The difference between the interarrival time at the receiver and
the spacing between adjacent RTP data packets leaving the source.
J(I)  Estimated average interarrival jitter up to the receipt of RTP
data packet I.

830

CHAPTER 24 / INTERNET APPLICATIONS—MULTIMEDIA

Table 24.3 SDES Types (RFC 1889)
Value

Name

Description

0

END

End of SDES list

1

CNAME

Canonical name: unique among all participants within one RTP session

2

NAME

Real user name of the source

3

EMAIL

E-mail address

4

PHONE

Telephone number

5

LOC

Geographic location

6

TOOL

Name of application generating the stream

7

NOTE

Transient message describing the current state of the source

8

PRIV

Private experimental or application-specific extensions

The value of D(I) is calculated as
D1I2 = 1R1I2 - R1I - 122 - 1S1I2 - S1I - 122
Thus, D(I) measures how much the spacing between arriving packets differs from
the spacing between transmitted packets. In the absence of jitter, the spacings will
be the same and D(I) will have a value of 0. The interarrival jitter is calculated continuously as each data packet I is received, according to the formula
15
1
ƒ D1I2 ƒ
J1I - 12 +
16
16
In this equation, J(I) is calculated as an exponential average3 of observed values of
D(I). Only a small weight is given to the most recent observation, so that temporary
fluctuations do not invalidate the estimate.
The values in the Sender Report enable senders, receivers, and network managers to monitor conditions on the network as they relate to a particular session. For
example, packet loss values give an indication of persistent congestion, while the jitter measures transient congestion. The jitter measure may provide a warning of
increasing congestion before it leads to packet loss.
J1I2 =

Receiver Report (RR) The format for the Receiver Report (Figure 24.14b) is
the same as that for a Sender Report, except that the Packet Type field has a different value and there is no sender information block.
Source Description (SDES) The Source Description packet (Figure 24.14d) is
used by a source to provide more information about itself. The packet consists of a
32-bit header followed by zero or more chunks, each of which contains information
describing this source. Each chunk begins with an identifier for this source or for a
contributing source. This is followed by a list of descriptive items. Table 24.3 lists the
types of descriptive items defined in RFC 1889.
3

For comparison, see Equation (20.3).
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Goodbye (BYE) The BYE packet indicates that one or more sources are no
longer active. This confirms to receivers that a prolonged silence is due to
departure rather than network failure. If a BYE packet is received by a mixer,
it is forwarded with the list of sources unchanged. The format of the BYE
packet consists of a 32-bit header followed by one or more source identifiers.
Optionally, the packet may include a textual description of the reason for
leaving.
Application-Defined Packet This packet is intended for experimental use for
functions and features that are application specific. Ultimately, an experimental
packet type that proves generally useful may be assigned a packet type number and
become part of the standardized RTCP.

24.5 RECOMMENDED READING AND WEB SITES
[GALL91] is a good overview of MPEG. [CHIA98] is a brief survey of all the MPEG
standards. [KOEN99] provides an overview of MPEG-4; [BATT99] and [BATT00] are a more
detailed treatment. [NACK99a] and [NACK99b] cover MPEG-7 in detail.
A good technical treatment of the algorithms in this chapter is [SAYO06]. [GOOD02]
and [SCHU99] discuss SIP in the context of VoIP. [DIAN02] looks at SIP in the context of the
support of multimedia services over the Internet.

BATT99 Battista, S.; Casalio, F.; and Lande, C. “MPEG-4: A Multimedia Standard for the
Third Millennium, Part 1.” IEEE Multimedia, October–December 1999.
BATT00 Battista, S.; Casalio, F.; and Lande, C. “MPEG-4: A Multimedia Standard for the
Third Millennium, Part 2.” IEEE Multimedia, January–March 2000.
CHIA98 Chiariglione, L. “The Impact of MPEG Standards on Multimedia Industry.”
Proceedings of the IEEE, June 1998.
DIAN02 Dianda, J.; Gurbani, V.; and Jones, M. “Session Initiation Protocol Services
Architecture.” Bell Labs Technical Journal, Volume 7, Number 1, 2002.
GALL91 Gall, D. “MPEG: A Video Compression Standard for Multimedia Applications.” Communications of the ACM, April 1991.
GOOD02 Goode, B. “Voice Over Internet Protocol (VoIP).” Proceedings of the IEEE,
September 2002.
KOEN99 Koenen, R. “MPEG-4: Multimedia for Our Time.” IEEE Spectrum, February
1999.
NACK99a Nack, F., and Lindsay, A. “Everything You Wanted to Know about MPEG-7,
Part 1.”IEEE Multimedia, July–September 1999.
NACK99b Nack, F., and Lindsay, A. “Everything You Wanted to Know about MPEG-7,
Part 2.”IEEE Multimedia, October–December 1999.
SAYO06 Sayood, K. Introduction to Data Compression. New York: Elsevier, 2006.
SCHU99 Schulzrinne, H., and Rosenberg, J. “The IETF Internet Telephony Architecture
and Protocols.” IEEE Network, May/June 1999.
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Recommended Web Sites:
• MPEG Pointers and Resources: An exhaustive list of links to MPEG-related sites,

•
•
•
•

including products, software, video files, announcements, FAQs, and technical information.
SIP Forum: Nonprofit organization to promote SIP. Site contains product information, white papers, and other useful information and links.
SIP Working Group: Chartered by IETF to develop standards related to SIP. The
Web site includes all relevant RFCs and Internet drafts.
Audio/Video Transport Working Group: Chartered by IETF to develop standards
related to RTP. The Web site includes all relevant RFCs and Internet drafts.
About RTP: Web site devoted to RTP developments, including technical and industry
developments.

24.6 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
lossless compression
lossy compression
MPEG
Real-Time Transport Protocol
(RTP)
RTP Control Protocol
(RTCP)

Session Description Protocol
(SDP)
Session Initiation Protocol
(SIP)
SIP location service
SIP method

SIP proxy server
SIP redirect server
SIP registrar
voice over IP
(VoIP)

Review Questions
24.1
24.2
24.3
24.4
24.5
24.6
24.7
24.8

What is the distinction between lossy and lossless compression?
What are the five key services provided by SIP?
List and briefly define the major components in an SIP network.
What is the Session Description Protocol?
What are some desirable properties for real-time communications?
What is the difference between hard and soft real-time applications?
What is the purpose of RTP?
What is the difference between RTP and RTCP?

Problems
24.1

In the MPEG block diagram shown in Figure 24.2, interframe processing involves
comparing the current frame to a processed copy of preceding frames
1DCT1Q1Q -11DCT -11F22222. Why not do the comparison between input frames?
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24.2

24.3
24.4

24.5
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A single video source transmits 30 frames per second, each containing 2 Mbits of
data. The data experiences a delay jitter of 1 s. What size of delay buffer is required at
the destination to eliminate the jitter?
Argue the effectiveness, or lack thereof, of using RTP as a means of alleviating network congestion for multicast traffic.
In RTP, senders periodically transmit a sender report message that provides an
absolute timestamp (the NTP Timestamp). The use of this absolute timestamp is
essential to synchronize multiple streams, such as a video and an audio channel. Why
can’t RTP’s Timestamp field be used for that purpose?
Illustrate how the last two fields in an RTCP SR or RR receiver report block can be
used to calculate round-trip propagation time.
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APPENDIX A / FOURIER ANALYSIS
“I cannot conceal from myself, in spite of your distinguished politeness, that I am
becoming intolerably tiresome with my commonplace talk.”
“On the contrary,” replied Kai Lung,“while listening to your voice I seemed to hear
the beating of many gongs of the finest and most polished brass.”
—The Wallet of Kai Lung, Ernest Bramah

In this appendix, we provide an overview of key concepts in Fourier analysis.

A.1 FOURIER SERIES REPRESENTATION
OF PERIODIC SIGNALS
With the aid of a good table of integrals, it is a remarkably simple task to determine
the frequency domain nature of many signals. We begin with periodic signals. Any
periodic signal can be represented as a sum of sinusoids, known as a Fourier series:1
x1t2 =

q
A0
+ a [A n cos12pnf0t2 + Bn sin12pnf0t2]
2
n=1

where f0 is the reciprocal of the period of the signal 1f0 = 1/T2. The frequency f0 is
referred to as the fundamental frequency or fundamental harmonic; integer multiples of f0 are referred to as harmonics. Thus a periodic signal with period T consists
of the fundamental frequency f0 = 1/T plus integer multiples of that frequency. If
A 0 Z 0, then x(t) has a dc component.
The values of the coefficients are calculated as follows:
T

A0 =

2
x1t2 dt
T L0

An =

2
x1t2 cos12pnf0t2 dt
T L0

Bn =

2
x1t2 sin12pnf0t2 dt
T L0

T

T

This form of representation, known as the sine-cosine representation, is the
easiest form to compute but suffers from the fact that there are two components at
each frequency. A more meaningful representation, the amplitude-phase representation, takes the form
x1t2 =

1

q
C0
+ a Cn cos12pnf0t + un2
2
n=1

Mathematicians typically write Fourier series and transform expressions using the variable w0 , which
has a dimension of radians per second and where w0 = 2pf0 . For physics and engineering, the f0 formulation is preferred; it makes for simpler expressions, and is it intuitively more satisfying to have frequency
expressed in Hz rather than radians per second.

A.2 / FOURIER TRANSFORM REPRESENTATION OF APERIODIC SIGNALS

837

This relates to the earlier representation as follows:
C0 = A 0
Cn = 2A 2n + B2n
un = tan-1 a

-Bn
b
An

Examples of the Fourier series for periodic signals are shown in Figure A.1.

A.2 FOURIER TRANSFORM REPRESENTATION
OF APERIODIC SIGNALS
For a periodic signal, we have seen that its spectrum consists of discrete frequency
components, at the fundamental frequency and its harmonics. For an aperiodic signal, the spectrum consists of a continuum of frequencies. This spectrum can be
defined by the Fourier transform. For a signal x(t) with a spectrum X(f ), the following relationships hold:
q

x1t2 =

L- q

X1f2ej2pft df

q

X1f2 =

L- q

x1t2e- j2pft dt

where j = 2 -1. The presence of an imaginary number in the equations is a
matter of convenience. The imaginary component has a physical interpretation
having to do with the phase of a waveform, and a discussion of this topic is
beyond the scope of this book.
Figure A.2 presents some examples of Fourier transform pairs.

Power Spectral Density and Bandwidth
The absolute bandwidth of any time-limited signal is infinite. In practical terms,
however, most of the power in a signal is concentrated in some finite band, and the
effective bandwidth consists of that portion of the spectrum that contains most of
the power. To make this concept precise, we need to define the power spectral density (PSD). In essence, the PSD describes the power content of a signal as a function of frequency, so that it shows how much power is present over various
frequency bands.
First, we observe the power in the time domain. A function x(t) usually specifies a signal in terms of either voltage or current. In either case, the instantaneous
power in the signal is proportional to ƒ x1t2 ƒ 2. We define the average power of a
time-limited signal as
t

P =

2
1
ƒ x1t2 ƒ 2 dt
t1 - t2 Lt1
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Signal

Fourier Series
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t
T

Figure A.1 Some Common Periodic Signals and Their Fourier Series
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Signal x(t)
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Fourier Transform X(f)
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Figure A.2 Some Common Aperiodic Signals and Their Fourier Transforms

For a periodic signal the average power in one period is
T

P =

1
ƒ x1t2 ƒ 2 dt
T L0

We would like to know the distribution of power as a function of frequency.
For periodic signals, this is easily expressed in terms of the coefficients of the
Fourier series. The power spectral density S(f ) obeys
q

S1f2 = a ƒ Cn ƒ 2d1f - nf02
q
n=-
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where f0 is the inverse of the period of the signal 1f0 = 1/T2, Cn is the coefficient in
the amplitude-phase representation of a Fourier series, and d1t2 is the unit impulse,
or delta, function, defined as
d1t2 = e

0
q

q

L- q

if t Z 0
if t = 0

d1t2 dt = 1

The power spectral density S(f ) for aperiodic functions is more difficult to
define. In essence, it is obtained by defining a “period” T0 and allowing T0 to increase
without limit.
For a continuous valued function S(f ), the power contained in a band of frequencies, f1 6 f 6 f2 , is
f2

P = 2

Lf1

S1f2 df

For a periodic waveform, the power through the first j harmonics is
P =

1 2
1 j
C 0 + a C 2n
4
2 n=1

With these concepts, we can now define the half-power bandwidth, which is
perhaps the most common bandwidth definition. The half-power bandwidth is the
interval between frequencies at which S(f ) has dropped to half of its maximum
value of power, or 3 dB below the peak value.

A.3 RECOMMENDED READING
A very accessible treatment of Fourier series and Fourier transforms is [JAME01]. For a thorough understanding of Fourier series and transforms, the book to read is [KAMM00].
[BHAT05] is a useful short introduction to Fourier series.
BHAT05 Bhatia, R. Fourier Series. Washington, DC: Mathematical Association of
America, 2005.
JAME01 James, J. A Student’s Guide to Fourier Transforms. Cambridge, England: Cambridge University Press, 2001.
KAMM00 Kammler, D. A First Course in Fourier Analysis. Upper Saddle River, NJ:
Prentice Hall, 2000.
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Analysis and observation, theory and experience must never disdain or exclude each
other; on the contrary, they support each other.
—On War, Carl Von Clausewitz

Many instructors believe that research or implementation projects are crucial to the clear understanding of the concepts of data and computer communications. Without projects, it may be difficult for students to grasp some
of the basic concepts and interactions among components. Projects reinforce the concepts introduced in the book, give the student a greater appreciation of the how protocols and transmission schemes work, and can
motivate students and give them confidence that they have mastered the
material.
In this text, I have tried to present the concepts as clearly as possible and
have provided nearly 400 homework problems to reinforce those concepts. Many
instructors will wish to supplement this material with projects.This appendix provides some guidance in that regard and describes support material available in
the instructor’s supplement. The support material covers nine types of projects
and other student exercises:
•
•
•
•
•
•
•
•
•

Practical exercises
Sockets programming projects
Ethereal projects
Simulation projects
Performance modeling projects
Research projects
Reading/report assignments
Writing assignments
Discussion topics

B.1 PRACTICAL EXERCISES
The instructor’s supplement includes Web pages that provide a set of practical
exercises for an introduction to the use of IP over a local area network (LAN).
The exercises naturally follow one another and build on the experience of the
previous exercises. They do not however need to be attempted one after
another. The four exercises may more easily be done on four separate occasions.
The practical exercises are designed to help the student understand the operation of an Ethernet LAN and an IP network. The exercises involve using simple
network commands available on most computers. About an hour is needed to
perform all four exercises. The exercises cover the following topics: your own
network connection, computers on your LAN, computers on remote networks,
and the Internet.
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B.2 SOCKETS PROJECTS
The concept of sockets and sockets programming was developed in the 1980s in the
UNIX environment as the Berkeley Sockets Interface. In essence, a socket enables
communications between a client and server process and may be either connection
oriented or connectionless. A socket can be considered an endpoint in a communication. A client socket in one computer uses an address to call a server socket on
another computer. Once the appropriate sockets are engaged, the two computers
can exchange data.
Typically, computers with server sockets keep a TCP or UDP port open, ready
for unscheduled incoming calls. The client typically determines the socket identification of the desired server by finding it in a Domain Name System (DNS) database.
Once a connection is made, the server switches the dialogue to a different port number to free up the main port number for additional incoming calls.
Internet applications, such as TELNET and remote login (rlogin) make use of
sockets, with the details hidden from the user. However, sockets can be constructed
from within a program (in a language such as C or Java), enabling the programmer
to easily support networking functions and applications. The sockets programming
mechanism includes sufficient semantics to permit unrelated processes on different
hosts to communicate.
The Berkeley Sockets Interface is the de facto standard application programming interface (API) for developing networking applications, spanning a wide range
of operating systems. The sockets API provides generic access to interprocess communications services. Thus, the sockets capability is ideally suited for students to
learn the principles of protocols and distributed applications by hands-on program
development.
The Web site for this course includes an overview of sockets programming prepared especially for this book plus links to sites with more information on the subject. In addition, the instructor’s supplement includes a set of programming projects.

B.3 ETHEREAL PROJECTS
Ethereal is used by network professionals around the world for troubleshooting,
analysis, software and protocol development, and education. It has all of the standard features you would expect in a protocol analyzer, and several features not seen
in any other product. Its open source license allows talented experts in the networking community to add enhancements. It runs on all popular computing platforms,
including UNIX, Linux, and Windows.
Ethereal is ideal for allowing students to study the behavior of protocols not
only because of its many features and multiplatform capability but also because students may subsequently use Ethereal in their professional life.
The instructor’s supplement includes a Student User’s Manual and a set of
project assignments for Ethereal created specifically for use with Data and Computer Communications.
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B.4 SIMULATION AND MODELING PROJECTS
An excellent way to obtain a grasp of the operation of communication protocols
and network configurations, and to study and appreciate some of the design tradeoffs and performance implications, is by simulating key elements. A tool that is useful for this purpose is cnet.
Compared to actual hardware/software implementation, simulation provides
two advantages for both research and educational use:
• With simulation, it is easy to modify various elements of a network configuration or various features of a protocol, to vary the performance characteristics
of various components and then to analyze the effects of such modifications.
• Simulation provides for detailed performance statistics collection, which can
be used to understand performance tradeoffs.
The cnet network simulator [MCDO91] enables experimentation with various data link layer, network layer, routing and transport layer protocols, and with
various network configurations. It has been specifically designed for undergraduate computer networking courses and used worldwide by thousands of students
since 1991.
The cnet simulator was developed by Professor Chris McDonald at the University of Western Australia. Professor McDonald has developed a Student User’s
Manual and a set of project assignments specifically for use with Data and Computer Communications and available to professors on request.
The cnet simulator runs under a variety of UNIX and LINUX platforms. The
software can be downloaded from the cnet Web site. It is available at no cost for
noncommercial use.

B.5 PERFORMANCE MODELING
An alternative to simulation for assessing the performance of a communications
system or networking protocol is analytic modeling. As used here, analytic modeling
refers to tools for doing queuing analysis, as well as tools for doing simple statistical
tests on network traffic data and tools for generating time series for analysis.
A powerful and easy-to-use set of tools has been developed by Professor
Kenneth Christensen at the University of South Florida. His tools page contains downloadable tools primarily related to performance evaluation of computer networks
and to TCP/IP sockets programming. Each tool is written in ANSI C. The format for
each tool is the same, with the program header describing tool purpose, general
notes, sample input, sample output, build instructions, execution instructions, and
author/contact information. The code is documented with extensive inline comments and header blocks for all functions. The goal for each tool is that it can serve
as a teaching tool for the concept implemented by the tool (and as a model for good
programming practices). Thus, the emphasis is on simplicity and clarity. It is assumed
that the student will have access to a C compiler and have at least moderate experience in C programming.
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Professor Christensen has developed a Student User’s Manual and a set of
project assignments specifically for use with Data and Computer Communications
and available to professors on request. The software can be downloaded from the
tools Web site. It is available at no cost for noncommercial use.
In addition, OPNET, a professional modeling tool for networking configurations, is provided. An academic version is available and a student lab manual prepared for this book is available from Prentice Hall.

B.6 RESEARCH PROJECTS
An effective way of reinforcing basic concepts from the course and for teaching students research skills is to assign a research project. Such a project could involve a literature search as well as a Web search of vendor products, research lab activities,
and standardization efforts. Projects could be assigned to teams or, for smaller projects, to individuals. In any case, it is best to require some sort of project proposal
early in the term, giving the instructor time to evaluate the proposal for appropriate
topic and appropriate level of effort. Student handouts for research projects should
include
•
•
•
•

A format for the proposal
A format for the final report
A schedule with intermediate and final deadlines
A list of possible project topics

The students can select one of the listed topics or devise their own comparable
project. The instructor’s supplement includes a suggested format for the proposal
and final report plus a list of possible research topics.

B.7 READING/REPORT ASSIGNMENTS
Another excellent way to reinforce concepts from the course and to give students
research experience is to assign papers from the literature to be read and analyzed.
The instructor’s supplement includes a suggested list of papers to be assigned. All of
the papers are readily available either via the Internet or in any good college technical library. The manual also includes a suggested assignment wording.

B.8 WRITING ASSIGNMENTS
Writing assignments can have a powerful multiplier effect in the learning process in
a technical discipline such as cryptography and network security. Adherents of the
Writing Across the Curriculum (WAC) movement (http://wac.colostate.edu/) report
substantial benefits of writing assignments in facilitating learning. Writing assignments lead to more detailed and complete thinking about a particular topic. In addition, writing assignments help to overcome the tendency of students to pursue a

846

APPENDIX B / PROJECTS AND OTHER STUDENT EXERCISES

subject with a minimum of personal engagement, just learning facts and problemsolving techniques without obtaining a deep understanding of the subject matter.
The instructor’s supplement contains a number of suggested writing assignments, organized by chapter. Instructors may ultimately find that this is the most
important part of their approach to teaching the material. I would greatly appreciate
any feedback on this area and any suggestions for additional writing assignments.

B.9 DISCUSSION TOPICS
One way to provide a collaborative experience is discussion topics, a number of which
are included in the instructor’s supplement. Each topic relates to material in the book.
The instructor can set it up so that students can discuss a topic either in a class setting,
an online chat room, or a message board. Again, I would greatly appreciate any feedback on this area and any suggestions for additional writing assignments.
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Local Area Network
Link Access Procedure-Balanced
Link Access Procedure on the
D Channel
Link Access Procedure for Frame
Mode Bearer Services
Logical Link Control
Medium Access Control
Metropolitan Area Network
Multi-Purpose Internet Mail
Extension
Nonreturn to Zero, Inverted
Nonreturn to Zero, Level
Network Termination
Open Systems Interconnection
Open Shortest Path First
Private Branch Exchange
Pulse-Code Modulation
Protocol Data Unit
Phase-Shift Keying
Postal, Telegraph, and Telephone
Phase Modulation
Quadrature Amplitude
Modulation
Quality of Service
Quadrature Phase Shift Keying
Regional Bell Operating Company
Radio Frequency
Rivest, Shamir, Adleman
Algorithm
Resource ReSerVation Protocol

SAP
SDH
SDU
SLA
SMTP
SNMP
SONET
SS7
STP
TCP
TDM

Service Access Point
Synchronous Digital Hierarchy
Service Data Unit
Service Level Agreement
Simple Mail Transfer Protocol
Simple Network Management
Protocol
Synchronous Optical Network
Signaling System Number 7
Shielded Twisted Pair
Transmission Control Protocol
Time-Division Multiplexing

TE
UBR
UDP
UNI
UTP
VAN
VBR
VCC
VPC
WDM
WWW

Terminal Equipment
Unspecified Bit Rate
User Datagram Protocol
User-Network Interface
Unshielded Twisted Pair
Value-Added Network
Variable Bit Rate
Virtual Channel Connection
Virtual Path Connection
Wavelength Division Multiplexing
World Wide Web

THE WILLIAM STALLINGS BOOKS ON COMPUTER
COMPUTER NETWORKS WITH INTERNET PROTOCOLS
AND TECHNOLOGY
The objective of this book is to provide an up-to-date survey of developments
in the area of Internet-based protocols and algorithms. Using a top-down
approach, this book covers applications, transport layer, Internet QoS,
Internet routing, data link layer and computer networks, security, and network
management. ISBN 0-13-141098-9
COMPUTER ORGANIZATION AND ARCHITECTURE,
SEVENTH EDITION
A unified view of this broad field. Covers fundamentals such as CPU, control
unit, microprogramming, instruction set, I/O, and memory. Also covers advanced
topics such as RISC, superscalar, and parallel organization. Fourth and fifth
editions received the TAA award for the best Computer Science and
Engineering Textbook of the year. ISBN 0-13-185644-8
OPERATING SYSTEMS, FIFTH EDITION
A state-of-the art survey of operating system principles. Covers fundamental
technology as well as contemporary design issues, such as threads,
microkernels, SMPs, real-time systems, multiprocessor scheduling,
distributed systems, clusters, security, and object-oriented design. Fourth
edition received the TAA award for the best Computer Science and Engineering
Textbook of 2002. ISBN 0-13-147954-7
HIGH-SPEED NETWORKS AND INTERNETS, SECOND EDITION
A state-of-the art survey of high-speed networks. Topics covered include
TCP congestion control, ATM traffic management, internet traffic
management, differentiated and integrated services, internet routing
protocols and multicast routing protocols, resource reservation and RSVP, and
lossless and lossy compression. Examines important topic of self-similar
data traffic. ISBN 0-13-03221-0
NETWORK SECURITY ESSENTIALS, THIRD EDITION
A tutorial and survey on network security technology. The book covers
important network security tools and applications, including S/MIME, IP
Security, Kerberos, SSL/TLS, SET, and X509v3. In addition, methods for
countering hackers and viruses are explored. ISBN 0-13-238033-1

