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WEB SITE FOR DATA AND COMPUTER
COMMUNICATIONS, EIGHTH EDITION
The Web site at WilliamStallings.com/DCC/DCC8e.html provides support for instructors and
students using the book. It includes the following elements.

Course Support Materials

The course support materials include
• Copies of figures from the book in PDF format
• A detailed set of course notes in PDF format suitable for student handout or
for use as viewgraphs
• A set of PowerPoint slides for use as lecture aids
• Computer Science Student Support Site: contains a number of links and
documents that the student may find useful in his/her ongoing computer
science education. The site includes a review of basic, relevant mathematics;
advice on research, writing, and doing homework problems; links to
computer science research resources, such as report repositories and
bibliographies; and other useful links.
• An errata sheet for the book, updated at most monthly
T

DCC Courses

The DCC8e Web site includes links to Web sites for courses taught using the book. These
sites can provide useful ideas about scheduling and topic ordering, as well as a number of
useful handouts and other materials.

Useful Web Sites

The DCC8e Web site includes links to relevant Web sites, organized by chapter. The links
cover a broad spectrum of topics and will enable students to explore timely issues in greater
depth.
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Supplemental Documents

The DCC8e Web site includes a number of documents that expand on the treatment in the
book. Topics include standards organizations, Sockets, TCP/IP checksum, ASCII, and the
sampling theorem.

Internet Mailing List

An Internet mailing list is maintained so that instructors using this book can exchange information, suggestions, and questions with each other and the author. Subscription information
is provided at the book’s Web site.

Simulation and Modeling Tools

The Web site includes links to the cnet Web site and the modeling tools Web site. These packages can be used to analyze and experiment with protocol and network design issues. Each
site includes downloadable software and background information. The instructor’s manual
includes more information on loading and using the software and suggested student projects.
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PREFACE
Begin at the beginning and go on till you come to the end; then stop.
—Alice in Wonderland, Lewis Carroll

OBJECTIVES
This book attempts to provide a unified overview of the broad field of data and computer communications. The organization of the book reflects an attempt to break this massive subject
into comprehensible parts and to build, piece by piece, a survey of the state of the art.The book
emphasizes basic principles and topics of fundamental importance concerning the technology
and architecture of this field and provides a detailed discussion of leading-edge topics.
The following basic themes serve to unify the discussion:
• Principles: Although the scope of this book is broad, there are a number of
basic principles that appear repeatedly as themes and that unify this field.
Examples are multiplexing, flow control, and error control. The book highlights
these principles and contrasts their application in specific areas of technology.
• Design approaches: The book examines alternative approaches to meeting
specific communication requirements.
• Standards: Standards have come to assume an increasingly important, indeed
dominant, role in this field. An understanding of the current status and future
direction of technology requires a comprehensive discussion of the related
standards.

INTENDED AUDIENCE
The book is intended for both an academic and a professional audience. For the professional
interested in this field, the book serves as a basic reference volume and is suitable for self-study.
As a textbook, it can be used for a one-semester or two-semester course. It covers the material
in Networking (NET), a core area in the Information Technology body of knowledge, which
is part of the Draft ACM/IEEE/AIS Computing Curricula 2005. The book also covers the
material in Computer Networks (CE-NWK), a core area in Computer Engineering 2004
Curriculum Guidelines from the ACM/IEEE Joint Task Force on Computing Curricula.

PLAN OF THE TEXT
The book is divided into six parts (see Chapter 0):
• Overview
• Data Communications
• Wide Area Networks
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• Local Area Networks
• Internet and Transport Protocols
• Internet Applications
In addition, the book includes an extensive glossary, a list of frequently used acronyms,
and a bibliography. Each chapter includes problems and suggestions for further reading.
The chapters and parts of the book are sufficiently modular to provide a great deal of flexibility in the design of courses. See Chapter 0 for a number of detailed suggestions for both
top-down and bottom-up course strategies.

INSTRUCTIONAL SUPPORT MATERIALS
To support instructors, the following materials are provided:
• Solutions Manual: Solutions to all end-of-chapter Review Questions and
Problems.
• PowerPoint Slides: A set of slides covering all chapters, suitable for use in
lecturing.
• PDF files: Reproductions of all figures and tables from the book.
• Projects Manual: Suggested project assignments for all of the project categories listed below.
Instructors may contact their Pearson Education or Prentice Hall representative for
access to these materials.
In addition, the book’s Web site supports instructors with:
• Links to Webs sites for other courses being taught using this book
• Sign up information for an Internet mailing list for instructors

INTERNET SERVICES FOR INSTRUCTORS AND STUDENTS
There is a Web site for this book that provides support for students and instructors.
The site includes links to other relevant sites, transparency masters of figures in the book,
and sign-up information for the book’s Internet mailing list. The Web page is at
WilliamStallings.com/DCC/DCC8e.html; see the section, Web Site for Data and Computer
Communications, preceding the Table of Contents, for more information. An Internet mailing list has been set up so that instructors using this book can exchange information, suggestions, and questions with each other and with the author. As soon as typos or other errors
are discovered, an errata list for this book will be available at WilliamStallings.com.

PROJECTS AND OTHER STUDENT EXERCISES
For many instructors, an important component of a data communications or networking
course is a project or set of projects by which the student gets hands-on experience to reinforce concepts from the text. This book provides an unparalleled degree of support for
including a projects component in the course. The instructor’s supplement not only includes
guidance on how to assign and structure the projects but also includes a set of User’s
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Manuals for various project types plus specific assignments, all written especially for this
book. Instructors can assign work in the following areas:
• Practical exercises: Using network commands, the student gains experience in
network connectivity.
• Sockets programming projects: The book is supported by a detailed description of Sockets available at the book’s Web site. The Instructors supplement
includes a set of programming projects. Sockets programming is an “easy”
topic and one that can result in very satisfying hands-on projects for students.
• Ethereal projects: Ethereal is a protocol analyzer that enables students to
study the behavior of protocols.
• Simulation projects: The student can use the simulation package cnet to
analyze network behavior.
• Performance modeling projects: Two performance modeling techniques are
provided a tools package and OPNET.
• Research projects: The instructor’s supplement includes a list of suggested
research projects that would involve Web and literature searches.
• Reading/report assignments: The instructor’s supplement includes a list of
papers that can be assigned for reading and writing a report, plus suggested
assignment wording.
• Writing assignments: The instructor’s supplement includes a list of writing
assignments to facilitate learning the material.
• Discussion topics: These topics can be used in a classroom, chat room, or
message board environment to explore certain areas in greater depth and to
foster student collaboration.
This diverse set of projects and other student exercises enables the instructor to use the
book as one component in a rich and varied learning experience and to tailor a course plan
to meet the specific needs of the instructor and students. See Appendix B for details.

WHAT’S NEW IN THE EIGHTH EDITION
This eighth edition is seeing the light of day less than four years after the publication of the
seventh edition. During that time, the pace of change in this field continues unabated. In this
new edition, I try to capture these changes while maintaining a broad and comprehensive
coverage of the entire field. To begin the process of revision, the seventh edition of this book
was extensively reviewed by a number of professors who teach the subject. The result is that,
in many places, the narrative has been clarified and tightened, and illustrations have been
improved. Also, a number of new “field-tested” problems have been added.
Beyond these refinements to improve pedagogy and user friendliness, there have been
major substantive changes throughout the book. Every chapter has been revised, new
chapters have been added, and the overall organization of the book has changed.
Highlights include:
• Updated coverage of Gigabit Ethernet and 10-Gbps Ethernet: New details of
these standards are provided.
• Updated coverage of WiFi/IEEE 802.11 wireless LANs: IEEE 802.11 and the
related WiFi specifications have continued to evolve.
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• New coverage of IP performance metrics and service level agreements
(SLAs): These aspects of Quality of Service (QoS) and performance monitoring are increasingly important.
• Address Resolution Protocol (ARP): This important protocol is now covered.
• New coverage of TCP Tahoe, Reno, and NewReno: These congestion control
algorithms are now common in most commercial implementations.
• Expanded coverage of security: Chapter 21 is more detailed; other chapters
provide overview of security for the relevant topic. Among the new topics are
Wi-Fi Protected Access (WPA) and the secure hash algorithm SHA-512.
• Domain Name System (DNS): This important scheme is now covered.
• New coverage of multimedia: Introductory section in Chapter 2; detailed coverage in Chapter 24. Topics covered include video compression, SIP, and RTP.
• Online appendices: Fourteen online appendices provide additional detail on
important topics in the text, including Sockets programming, queuing models,
the Internet checksum, a detailed example of TCP/IP operation, and the BNF
grammar.
In addition, throughout the book, virtually every topic has been updated to reflect the
developments in standards and technology that have occurred since the publication of the
seventh edition.

ACKNOWLEDGMENTS
This new edition has benefited from review by a number of people, who gave generously of
their time and expertise. The following people reviewed all or a large part of the manuscript:
Xin Liu- (UC, Davis), Jorge Cobb, Andras Farago, Dr. Prasant Mohapatra (UC Davis), Dr.
Jingxian Wu (Sonoma State University), G. R. Dattareya (UT Dallas), Guanling Chen
(Umass, Lowell), Bob Roohaprvar (Cal State East Bay), Ahmed Banafa (Cal State East
Bay), Ching-Chen Lee (CSU Hayward), and Daji Qaio (Iowa State).
Thanks also to the many people who provided detailed technical reviews of a single chapter: Dave Tweed, Bruce Lane, Denis McMahon, Charles Freund, Paul Hoadley, Stephen Ma,
Sandeep Subramaniam, Dragan Cvetkovic, Fernando Gont, Neil Giles, Rajesh Thundil, and
Rick Jones. In addition, Larry Owens of California State University and Katia Obraczka of
the University of Southern California provided some homework problems.
Thanks also to the following contributors. Zornitza Prodanoff of the University of North
Florida prepared the appendix on Sockets programming. Michael Harris of the University
of South Florida is responsible for the Ethereal exercises and user’s guide. Lawrie Brown of
the Australian Defence Force Academy of the University of New South Wales produced the
PPT lecture slides.
Finally, I would like to thank the many people responsible for the publication of the book,
all of whom did their usual excellent job. This includes the staff at Prentice Hall, particularly
my editor Tracy Dunkelberger, her assistants Christianna Lee and Carole Snyder, and production manager Rose Kernan. Also, Patricia M. Daly did the copy editing.
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CHAPTER 0 / READER’S AND INSTRUCTOR’S GUIDE
“In the meanwhile, then,” demanded Li-loe, “relate to me the story to which reference
has been made, thereby proving the truth of your assertion, and at the same time
affording an entertainment of a somewhat exceptional kind.”
“The shadows lengthen,” replied Kai Lung, “but as the narrative in
question is of an inconspicuous span I will raise no barrier against your flattering
request, especially as it indicates an awakening taste
hitherto unexpected.”
—Kai Lung’s Golden Hours, Earnest Bramah

This book, with its accompanying Web site, covers a lot of material. Here we give
the reader some basic background information.

0.1 OUTLINE OF THE BOOK
The book is organized into five parts:
Part One. Overview: Provides an introduction to the range of topics covered in
the book. This part includes a general overview of data communications and networking and a discussion of protocols, OSI, and the TCP/IP protocol suite.
Part Two. Data Communications: Concerned primarily with the exchange of
data between two directly connected devices.Within this restricted scope, the key
aspects of transmission, interfacing, link control, and multiplexing are examined.
Part Three. Wide Area Networks: Examines the internal mechanisms and
user-network interfaces that have been developed to support voice, data, and
multimedia communications over long-distance networks. The traditional technologies of packet switching and circuit switching are examined, as well as the
more recent ATM and wireless WANs. Separate chapters are devoted to routing
and congestion control issues that are relevant both to switched data networks
and to the Internet.
Part Four. Local Area Networks: Explores the technologies and architectures
that have been developed for networking over shorter distances. The transmission media, topologies, and medium access control protocols that are the key
ingredients of a LAN design are explored and specific standardized LAN systems examined.
Part Five. Networking Protocols: Explores both the architectural principles and
the mechanisms required for the exchange of data among computers, workstations, servers, and other data processing devices. Much of the material in this part
relates to the TCP/IP protocol suite.
Part Six. Internet Applications: Looks at a range of applications that operate
over the Internet.
A more detailed, chapter-by-chapter summary of each part appears at the
beginning of that part.

0.2 / ROADMAP
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0.2 ROADMAP
Course Emphasis
The material in this book is organized into four broad categories: data transmission
and communication; communications networks; network protocols; and applications and security. The chapters and parts of the book are sufficiently modular to
provide a great deal of flexibility in the design of courses. The following are
suggestions for three different course designs:
• Fundamentals of Data Communications: Parts One (overview) and Two (data
communications) and Chapters 10 and 11 (circuit switching, packet switching,
and ATM).
• Communications Networks: If the student has a basic background in data
communications, then this course could cover Parts One (overview), Three
(WAN), and Four (LAN).
• Computer Networks: If the student has a basic background in data communications, then this course could cover Part One (overview), Chapters 6 and 7
(data communication techniques and data link control), Part Five (protocols),
and part or all of Part Six (applications).
In addition, a more streamlined course that covers the entire book is possible
by eliminating certain chapters that are not essential on a first reading. Chapters
that could be optional are Chapters 3 (data transmission) and 4 (transmission
media), if the student has a basic understanding of these topics; Chapter 8 (multiplexing); Chapter 9 (spread spectrum); Chapters 12 through 14 (routing, congestion
control, cellular networks); Chapter 18 (internetworking); and Chapter 21 (network
security).

Bottom-Up versus Top-Down
The book is organized in a modular fashion. After reading Part One, the other parts
can be read in a number of possible sequences. Figure 0.1a shows the bottom-up
approach provided by reading the book from front to back. With this approach, each
part builds on the material in the previous part, so that it is always clear how a given
layer of functionality is supported from below. There is more material than can be
comfortably covered in a single semester, but the book’s organization makes it easy
to eliminate some chapters and maintain the bottom-up sequence. Figure 0.1b
suggests one approach to a survey course.
Some readers, and some instructors, are more comfortable with a top-down
approach. After the background material (Part One), the reader continues at the
application level and works down through the protocol layers. This has the advantage of immediately focusing on the most visible part of the material, the applications, and then seeing, progressively, how each layer is supported by the next layer
down. Figure 0.1c is an example of a comprehensive treatment and Figure 0.1d is an
example of a survey treatment.
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Part One
Overview

Part One
Overview (1, 2)

Part Two
Data Communications

Part Two
Data Communications (3, 6, 7, 8)

Part Three
Wide Area Networks

Part Three
WANs (10, 12)

Part Four
Local Area Networks

Part Four
LANs (15)

Part Five
Internet and Transport Protocols

Part Five
TCP/IP (18, 20)

Part Six
Internet Applications
(a) A bottom-up approach

(b) Another bottom-up approach

Part One
Overview

Part One
Overview

Chapter 18
The Internet Protocol

Chapter 18
The Internet Protocol

Part Six
Internet Applications

Part Six
Internet Applications

Part Five
TCP/IP

Part Five
TCP/IP

Part Three
WANs

Part Three
WANs (10, 12)

Part Four
LANs

Part Four
LANs (15)

Part Two
Data Communications
(c) A top-down approach

(d) Another top-down approach

Figure 0.1 Suggested Reading Orders

Finally, it is possible to select chapters to reflect specific teaching objectives by
not sticking to a strict chapter ordering. We give two examples used in courses
taught with the seventh edition. One course used the sequence Part One
(Overview); Chapter 3 (Data Transmission); Chapter 6 (Digital Data Communications Techniques); Chapter 7 (Data Link Control); Chapter 15 (LAN Overview);
Chapter 16 (High-Speed LANs); Chapter 10 (Circuit and Packet Switching);
Chapter 12 (Routing); Chapter 18 (Internet Protocols); and Chapter 19 (Internet
Operation). The other course used the sequence Part One (Overview); Chapter 3
(Data Transmission); Chapter 4 (Guided and Wireless Transmission); Chapter 5
(Signal Encoding Techniques); Chapter 8 (Multiplexing); Chapter 15 (LAN

0.3 / INTERNET AND WEB RESOURCES
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Overview); Chapter 16 (High-Speed LANs); Chapter 10 (Circuit and Packet
Switching); Chapter 20 (Transport Protocols); Chapter 18 (Internet Protocols); and
Chapter 19 (Internet Operation).

0.3 INTERNET AND WEB RESOURCES
There are a number of resources available on the Internet and the Web to support
this book and to help one keep up with developments in this field.

Web Sites for This Book
A special Web page has been set up for this book at WilliamStallings.com/DCC/
DCC8e.html. See the two-page layout at the beginning of this book for a detailed
description of that site.
As soon as any typos or other errors are discovered, an errata list for this book
will be available at the Web site. Please report any errors that you spot. Errata
sheets for my other books are at WilliamStallings.com.
I also maintain the Computer Science Student Resource Site, at
WilliamStallings.com/StudentSupport.html. The purpose of this site is to provide documents, information, and links for computer science students and professionals. Links
and documents are organized into four categories:
• Math: Includes a basic math refresher, a queuing analysis primer, a number
system primer, and links to numerous math sites
• How-to: Advice and guidance for solving homework problems, writing technical reports, and preparing technical presentations
• Research resources: Links to important collections of papers, technical
reports, and bibliographies
• Miscellaneous: A variety of useful documents and links

Other Web Sites
There are numerous Web sites that provide information related to the topics of this
book. In subsequent chapters, pointers to specific Web sites can be found in the
Recommended Reading and Web Sites section. Because the addresses for Web sites
tend to change frequently, I have not included URLs in the book. For all of the Web
sites listed in the book, the appropriate link can be found at this book’s Web site.
Other links not mentioned in this book will be added to the Web site over time.
The following are Web sites of general interest related to data and computer
communications:
• Network World: Information and links to resources about data communications and networking.
• IETF: Maintains archives that relate to the Internet and IETF activities.
Includes keyword-indexed library of RFCs and draft documents as well as
many other documents related to the Internet and related protocols.

6
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• Vendors: Links to thousands of hardware and software vendors who currently
have Web sites, as well as a list of thousands of computer and networking companies in a phone directory.
• IEEE Communications Society: Good way to keep up on conferences, publications, and so on.
• ACM Special Interest Group on Communications (SIGCOMM): Good way
to keep up on conferences, publications, and so on.
• International Telecommunications Union: Contains a listing of ITU-T recommendations, plus information on obtaining ITU-T documents in hard copy or
on DVD.
• International Organization for Standardization: Contains a listing of ISO
standards, plus information on obtaining ISO documents in hard copy or on
CD-ROM.
• CommWeb: Links to vendors, tutorials, and other useful information.
• CommsDesign: Lot of useful articles, tutorials, and product information. A bit
hard to navigate, but worthwhile.

USENET Newsgroups
A number of USENET newsgroups are devoted to some aspect of data communications, networks, and protocols. As with virtually all USENET groups, there is a
high noise-to-signal ratio, but it is worth experimenting to see if any meet your
needs. The most relevant are as follows:
• comp.dcom.lans, comp.dcom.lans.misc: General discussions of LANs
• comp.dcom.lans.ethernet: Covers Ethernet, Ethernet-like systems, and the IEEE
802.3 CSMA/CD standards
• comp.std.wireless: General discussion of wireless networks, including wireless
LANs
• comp.security.misc: Computer security and encryption
• comp.dcom.cell-relay: Covers ATM and ATM LANs
• comp.dcom.frame-relay: Covers frame relay networks
• comp.dcom.net-management: Discussion of network management applications,
protocols, and standards
• comp.protocols.tcp-ip: The TCP/IP protocol suite

0.4 STANDARDS
It has long been accepted in the telecommunications industry that standards are
required to govern the physical, electrical, and procedural characteristics of communication equipment. In the past, this view has not been embraced by the computer industry. Whereas communication equipment vendors recognize that their
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equipment will generally interface to and communicate with other vendors’ equipment, computer vendors have traditionally attempted to monopolize their customers. The proliferation of computers and distributed processing has made that an
untenable position. Computers from different vendors must communicate with
each other and, with the ongoing evolution of protocol standards, customers will no
longer accept special-purpose protocol conversion software development. The
result is that standards now permeate all of the areas of technology discussed in
this book.
There are a number of advantages and disadvantages to the standards-making
process. We list here the most striking ones. The principal advantages of standards
are as follows:
• A standard assures that there will be a large market for a particular piece of
equipment or software. This encourages mass production and, in some cases,
the use of large-scale-integration (LSI) or very-large-scale-integration (VLSI)
techniques, resulting in lower costs.
• A standard allows products from multiple vendors to communicate, giving the
purchaser more flexibility in equipment selection and use.
The principal disadvantages are as follows:
• A standard tends to freeze the technology. By the time a standard is developed, subjected to review and compromise, and promulgated, more efficient
techniques are possible.
• There are multiple standards for the same thing. This is not a disadvantage of
standards per se, but of the current way things are done. Fortunately, in recent
years the various standards-making organizations have begun to cooperate
more closely. Nevertheless, there are still areas where multiple conflicting
standards exist.
Throughout this book, we describe the most important standards in use or
being developed for various aspects of data and computer communications. Various
organizations have been involved in the development or promotion of these standards. The following are the most important (in the current context) of these organizations:
• Internet Society: The Internet SOCiety (ISOC) is a professional membership society with more than 150 organizational and 6000 individual members in over 100 countries. It provides leadership in addressing issues that
confront the future of the Internet and is the organization home for the
groups responsible for Internet infrastructure standards, including the
Internet Engineering Task Force (IETF) and the Internet Architecture
Board (IAB). All of the RFCs and Internet standards are developed
through these organizations.
• IEEE 802: The IEEE (Institute of Electrical and Electronics Engineers) 802
LAN/MAN Standards Committee develops local area network standards and
metropolitan area network standards. The most widely used standards are for
the Ethernet family, wireless LAN, bridging, and virtual bridged LANs. An
individual working group provides the focus for each area.

8
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• ITU-T: The International Telecommunication Union (ITU) is an international organization within the United Nations System where governments and
the private sector coordinate global telecom networks and services. The ITU
Telecommunication Standardization Sector (ITU-T) is one of the three sectors of the ITU. ITU-T’s mission is the production of standards covering all
fields of telecommunications.
• ATM Forum: The ATM Forum is an international nonprofit organization
formed with the objective of accelerating the use of ATM (asynchronous
transfer mode) products and services through a rapid convergence of interoperability specifications. In addition, the Forum promotes industry cooperation
and awareness.
• ISO: The International Organization for Standardization (ISO)1 is a worldwide federation of national standards bodies from more than 140 countries,
one from each country. ISO is a nongovernmental organization that promotes
the development of standardization and related activities with a view to facilitating the international exchange of goods and services, and to developing
cooperation in the spheres of intellectual, scientific, technological, and economic activity. ISO’s work results in international agreements that are published as International Standards.
A more detailed discussion of these organizations is contained in Appendix D.

1

ISO is not an acronym (in which case it would be IOS), but a word, derived from the Greek, meaning
equal.

PART ONE
Overview
The purpose of Part One is to provide a background and context for the
remainder of this book. The broad range of topics that are encompassed in the
field of data and computer communications is introduced, and the fundamental
concepts of protocols and protocol architectures are examined.

ROAD MAP FOR PART ONE
Chapter 1 Data Communications, Data Networks, and
The Internet
Chapter 1 provides an overview of Parts Two through Four of the book, giving the
“big picture.” In essence, the book deals with four topics: data communications
over a transmission link; wide area networks; local area networks; and protocols
and the TCP/IP protocol architecture. Chapter 1 provides a preview of the first
three of these topics.

Chapter 2 Protocol Architecture, TCP/IP, and
Internet-Based Applications
Chapter 2 discusses the concept protocol architectures. This chapter can be read
immediately following Chapter 1 or deferred until the beginning of Part Three,
Four, or Five. After a general introduction, the chapter deals with the two most
important protocol architectures: the Open Systems Interconnection (OSI) model
and TCP/IP. Although the OSI model is often used as the framework for discourse in
this area, it is the TCP/IP protocol suite that is the basis for most commercially available interoperable products and that is the focus of Parts Five and Six of this book.
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The fundamental problem of communication is that of reproducing at one
point either exactly or approximately a message selected at another point.
—The Mathematical Theory of Communication, Claude Shannon

KEY POINTS
•

•

•

The scope of this book is broad, covering three general areas: data
communications, networking, and protocols; the first two are introduced in this chapter.
Data communications deals with the transmission of signals in a reliable and efficient manner. Topics covered include signal transmission,
transmission media, signal encoding, interfacing, data link control, and
multiplexing.
Networking deals with the technology and architecture of the communications networks used to interconnect communicating devices.
This field is generally divided into the topics of local area networks
(LANs) and wide area networks (WANs).

The 1970s and 1980s saw a merger of the fields of computer science and data
communications that profoundly changed the technology, products, and companies of the now combined computer-communications industry. The computercommunications revolution has produced several remarkable facts:
• There is no fundamental difference between data processing (computers)
and data communications (transmission and switching equipment).
• There are no fundamental differences among data, voice, and video communications.
• The distinction among single-processor computer, multiprocessor computer,
local network, metropolitan network, and long-haul network has blurred.
One effect of these trends has been a growing overlap of the computer and
communications industries, from component fabrication to system integration.
Another result is the development of integrated systems that transmit and process
all types of data and information. Both the technology and the technical standards
organizations are driving toward integrated public systems that make virtually all
data and information sources around the world easily and uniformly accessible.
This book aims to provide a unified view of the broad field of data and
computer communications. The organization of the book reflects an attempt to
break this massive subject into comprehensible parts and to build, piece by
piece, a survey of the state of the art. This introductory chapter begins with a
general model of communications. Then a brief discussion introduces each of
the Parts Two through Four of this book. Chapter 2 provides an overview to
Parts Five and Six
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1.1 DATA COMMUNICATIONS AND NETWORKING FOR
TODAY’S ENTERPRISE
Effective and efficient data communication and networking facilities are vital to any
enterprise. In this section, we first look at trends that are increasing the challenge for
the business manager in planning and managing such facilities. Then we look specifically at the requirement for ever-greater transmission speeds and network capacity.

Trends
Three different forces have consistently driven the architecture and evolution of
data communications and networking facilities: traffic growth, development of new
services, and advances in technology.
Communication traffic, both local (within a building or building complex) and
long distance, both voice and data, has been growing at a high and steady rate for
decades. The increasing emphasis on office automation, remote access, online
transactions, and other productivity measures means that this trend is likely to continue. Thus, managers are constantly struggling to maximize capacity and minimize
transmission costs.
As businesses rely more and more on information technology, the range of
services expands. This increases the demand for high-capacity networking and transmission facilities. In turn, the continuing growth in high-speed network offerings
with the continuing drop in prices encourages the expansion of services. Thus,
growth in services and growth in traffic capacity go hand in hand. Figure 1.1 gives
some examples of information-based services and the data rates needed to support
them [ELSA02].
Finally, trends in technology enable the provision of increasing traffic capacity
and the support of a wide range of services. Four technology trends are particularly
notable:
1. The trend toward faster and cheaper, both in computing and communications,
continues. In terms of computing, this means more powerful computers and
clusters of computers capable of supporting more demanding applications,
such as multimedia applications. In terms of communications, the increasing
use of optical fiber has brought transmission prices down and greatly
increased capacity. For example, for long-distance telecommunication and
data network links, recent offerings of dense wavelength division multiplexing
(DWDM) enable capacities of many terabits per second. For local area networks (LANs) many enterprises now have Gigabit Ethernet backbone networks and some are beginning to deploy 10-Gbps Ethernet.
2. Both voice-oriented telecommunications networks, such as the public switched
telephone network (PSTN), and data networks, including the Internet, are more
“intelligent” than ever. Two areas of intelligence are noteworthy. First, today’s
networks can offer differing levels of quality of service (QoS), which include
specifications for maximum delay, minimum throughput, and so on. Second,
today’s networks provide a variety of customizable services in the areas of network management and security.
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3. The Internet, the Web, and associated applications have emerged as dominant
features of both the business and personal world, opening up many opportunities
and challenges for managers. In addition to exploiting the Internet and the Web
to reach customers, suppliers, and partners, enterprises have formed intranets and
extranets1 to isolate their proprietary information free from unwanted access.
4. There has been a trend toward ever-increasing mobility for decades, liberating
workers from the confines of the physical enterprise. Innovations include
voice mail, remote data access, pagers, fax, e-mail, cordless phones, cell phones
and cellular networks, and Internet portals. The result is the ability of employees to take their business context with them as they move about. We are now
seeing the growth of high-speed wireless access, which further enhances the
ability to use enterprise information resources and services anywhere.

1

Briefly, an intranet uses Internet and Web technology in an isolated facility internal to an enterprise; an
extranet extends a company’s intranet out onto the Internet to allow selected customers, suppliers, and
mobile workers to access the company’s private data and applications.
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Data Transmission and Network Capacity Requirements
Momentous changes in the way organizations do business and process information
have been driven by changes in networking technology and at the same time have
driven those changes. It is hard to separate chicken and egg in this field. Similarly,
the use of the Internet by both businesses and individuals reflects this cyclic dependency: the availability of new image-based services on the Internet (i.e., the Web)
has resulted in an increase in the total number of users and the traffic volume generated by each user. This, in turn, has resulted in a need to increase the speed and
efficiency of the Internet. On the other hand, it is only such increased speed that
makes the use of Web-based applications palatable to the end user.
In this section, we survey some of the end-user factors that fit into this equation. We begin with the need for high-speed LANs in the business environment,
because this need has appeared first and has forced the pace of networking development. Then we look at business WAN requirements. Finally we offer a few words
about the effect of changes in commercial electronics on network requirements.

The Emergence of High-Speed LANs Personal computers and microcomputer workstations began to achieve widespread acceptance in business computing
in the early 1980s and have now achieved virtually the status of the telephone: an
essential tool for office workers. Until relatively recently, office LANs provided
basic connectivity services—connecting personal computers and terminals to mainframes and midrange systems that ran corporate applications, and providing workgroup connectivity at the departmental or divisional level. In both cases, traffic
patterns were relatively light, with an emphasis on file transfer and electronic mail.
The LANs that were available for this type of workload, primarily Ethernet and
token ring, are well suited to this environment.
In the 1990s, two significant trends altered the role of the personal computer
and therefore the requirements on the LAN:
1. The speed and computing power of personal computers continued to enjoy explosive growth. These more powerful platforms support graphics-intensive applications and ever more elaborate graphical user interfaces to the operating system.
2. MIS (management information systems) organizations have recognized the LAN
as a viable and essential computing platform, resulting in the focus on network
computing. This trend began with client/server computing, which has become a
dominant architecture in the business environment and the more recent Webfocused intranet trend. Both of these approaches involve the frequent transfer of
potentially large volumes of data in a transaction-oriented environment.
The effect of these trends has been to increase the volume of data to be handled over LANs and, because applications are more interactive, to reduce the
acceptable delay on data transfers. The earlier generation of 10-Mbps Ethernets and
16-Mbps token rings was simply not up to the job of supporting these requirements.
The following are examples of requirements that call for higher-speed LANs:
• Centralized server farms: In many applications, there is a need for user, or
client, systems to be able to draw huge amounts of data from multiple centralized servers, called server farms. An example is a color publishing operation, in
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which servers typically contain tens of gigabytes of image data that must be
downloaded to imaging workstations. As the performance of the servers themselves has increased, the bottleneck has shifted to the network.
• Power workgroups: These groups typically consist of a small number of cooperating users who need to draw massive data files across the network. Examples
are a software development group that runs tests on a new software version, or
a computer-aided design (CAD) company that regularly runs simulations of
new designs. In such cases, large amounts of data are distributed to several
workstations, processed, and updated at very high speed for multiple iterations.
• High-speed local backbone: As processing demand grows, LANs proliferate at
a site, and high-speed interconnection is necessary.

Corporate Wide Area Networking Needs As recently as the early 1990s, there
was an emphasis in many organizations on a centralized data processing model. In a
typical environment, there might be significant computing facilities at a few regional
offices, consisting of mainframes or well-equipped midrange systems. These centralized
facilities could handle most corporate applications, including basic finance, accounting,
and personnel programs, as well as many of the business-specific applications. Smaller,
outlying offices (e.g., a bank branch) could be equipped with terminals or basic personal
computers linked to one of the regional centers in a transaction-oriented environment.
This model began to change in the early 1990s, and the change accelerated
through the mid-1990s. Many organizations have dispersed their employees into multiple smaller offices. There is a growing use of telecommuting. Most significant, the
nature of the application structure has changed. First client/server computing and,
more recently, intranet computing have fundamentally restructured the organizational
data processing environment.There is now much more reliance on personal computers,
workstations, and servers and much less use of centralized mainframe and midrange
systems. Furthermore, the virtually universal deployment of graphical user interfaces to
the desktop enables the end user to exploit graphic applications, multimedia, and other
data-intensive applications. In addition, most organizations require access to the Internet. When a few clicks of the mouse can trigger huge volumes of data, traffic patterns
have become more unpredictable while the average load has risen.
All of these trends means that more data must be transported off premises and
into the wide area. It has long been accepted that in the typical business environment, about 80% of the traffic remains local and about 20% traverses wide area
links. But this rule no longer applies to most companies, with a greater percentage of
the traffic going into the WAN environment [COHE96]. This traffic flow shift places
a greater burden on LAN backbones and, of course, on the WAN facilities used by a
corporation. Thus, just as in the local area, changes in corporate data traffic patterns
are driving the creation of high-speed WANs.
Digital Electronics The rapid conversion of consumer electronics to digital
technology is having an impact on both the Internet and corporate intranets. As
these new gadgets come into view and proliferate, they dramatically increase the
amount of image and video traffic carried by networks.
Two noteworthy examples of this trend are digital versatile disks (DVDs) and
digital still cameras. With the capacious DVD, the electronics industry has at last
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found an acceptable replacement for the analog VHS videotape. The DVD has
replaced the videotape used in videocassette recorders (VCRs) and replaced the
CD-ROM in personal computers and servers. The DVD takes video into the digital
age. It delivers movies with picture quality that outshines laser disks, and it can be
randomly accessed like audio CDs, which DVD machines can also play. Vast volumes of data can be crammed onto the disk, currently seven times as much as a CDROM. With DVD’s huge storage capacity and vivid quality, PC games have become
more realistic and educational software incorporates more video. Following in the
wake of these developments is a new crest of traffic over the Internet and corporate
intranets, as this material is incorporated into Web sites.
A related product development is the digital camcorder. This product has
made it easier for individuals and companies to make digital video files to be placed
on corporate and Internet Web sites, again adding to the traffic burden.

1.2 A COMMUNICATIONS MODEL
This section introduces a simple model of communications, illustrated by the block
diagram in Figure 1.2a.
The fundamental purpose of a communications system is the exchange of data
between two parties. Figure 1.2b presents one particular example, which is communication between a workstation and a server over a public telephone network.
Another example is the exchange of voice signals between two telephones over the
same network. The key elements of the model are as follows:
• Source. This device generates the data to be transmitted; examples are telephones and personal computers.

Source system

Source

Destination system

Transmitter

Transmission
System

Receiver

Destination

(a) General block diagram

Workstation

Modem

Public telephone network
(b) Example

Figure 1.2 Simplified Communications Model

Modem

Server
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• Transmitter: Usually, the data generated by a source system are not transmitted directly in the form in which they were generated. Rather, a transmitter
transforms and encodes the information in such a way as to produce electromagnetic signals that can be transmitted across some sort of transmission system. For example, a modem takes a digital bit stream from an attached device
such as a personal computer and transforms that bit stream into an analog signal that can be handled by the telephone network.
• Transmission system: This can be a single transmission line or a complex network connecting source and destination.
• Receiver: The receiver accepts the signal from the transmission system and
converts it into a form that can be handled by the destination device. For
example, a modem will accept an analog signal coming from a network or
transmission line and convert it into a digital bit stream.
• Destination: Takes the incoming data from the receiver.
This simple narrative conceals a wealth of technical complexity. To get some
idea of the scope of this complexity, Table 1.1 lists some of the key tasks that must be
performed in a data communications system. The list is somewhat arbitrary: Elements could be added; items on the list could be merged; and some items represent
several tasks that are performed at different “levels” of the system. However, the list
as it stands is suggestive of the scope of this book.
The first item, transmission system utilization, refers to the need to make
efficient use of transmission facilities that are typically shared among a number of
communicating devices. Various techniques (referred to as multiplexing) are used to
allocate the total capacity of a transmission medium among a number of users.
Congestion control techniques may be required to assure that the system is not
overwhelmed by excessive demand for transmission services.
To communicate, a device must interface with the transmission system. All the
forms of communication discussed in this book depend on the use of electromagnetic
signals propagated over a transmission medium. Thus, once an interface is established, signal generation is required for communication. The properties of the signal,
such as form and intensity, must be such that the signal is (1) capable of being propagated through the transmission system, and (2) interpretable as data at the receiver.
Not only must the signals be generated to conform to the requirements of the
transmission system and receiver, but also there must be some form of synchronization

Table 1.1 Communications Tasks
Transmission system utilization

Addressing

Interfacing

Routing

Signal generation

Recovery

Synchronization

Message formatting

Exchange management

Security

Error detection and correction

Network management

Flow control
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between transmitter and receiver.The receiver must be able to determine when a signal
begins to arrive and when it ends. It must also know the duration of each signal element.
Beyond the basic matter of deciding on the nature and timing of signals, there is
a variety of requirements for communication between two parties that might be collected under the term exchange management. If data are to be exchanged in both
directions over a period of time, the two parties must cooperate. For example, for two
parties to engage in a telephone conversation, one party must dial the number of the
other, causing signals to be generated that result in the ringing of the called phone.The
called party completes a connection by lifting the receiver. For data processing
devices, more will be needed than simply establishing a connection; certain conventions must be decided on. These conventions may include whether both devices may
transmit simultaneously or must take turns, the amount of data to be sent at one time,
the format of the data, and what to do if certain contingencies such as an error arise.
The next two items might have been included under exchange management,
but they seem important enough to list separately. In all communications systems,
there is a potential for error; transmitted signals are distorted to some extent before
reaching their destination. Error detection and correction are required in circumstances where errors cannot be tolerated. This is usually the case with data processing systems. For example, in transferring a file from one computer to another, it is
simply not acceptable for the contents of the file to be accidentally altered. Flow
control is required to assure that the source does not overwhelm the destination by
sending data faster than they can be processed and absorbed.
Next are the related but distinct concepts of addressing and routing. When
more than two devices share a transmission facility, a source system must indicate
the identity of the intended destination. The transmission system must assure that
the destination system, and only that system, receives the data. Further, the transmission system may itself be a network through which various paths may be taken.
A specific route through this network must be chosen.
Recovery is a concept distinct from that of error correction. Recovery techniques
are needed in situations in which an information exchange, such as a database transaction or file transfer, is interrupted due to a fault somewhere in the system.The objective
is either to be able to resume activity at the point of interruption or at least to restore
the state of the systems involved to the condition prior to the beginning of the exchange.
Message formatting has to do with an agreement between two parties as to the
form of the data to be exchanged or transmitted, such as the binary code for characters.
Frequently, it is important to provide some measure of security in a data communications system. The sender of data may wish to be assured that only the
intended receiver actually receives the data. And the receiver of data may wish to be
assured that the received data have not been altered in transit and that the data
actually come from the purported sender.
Finally, a data communications facility is a complex system that cannot create or
run itself. Network management capabilities are needed to configure the system, monitor its status, react to failures and overloads, and plan intelligently for future growth.
Thus, we have gone from the simple idea of data communication between
source and destination to a rather formidable list of data communications tasks. In
this book, we elaborate this list of tasks to describe and encompass the entire set of
activities that can be classified under data and computer communications.
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1.3 DATA COMMUNICATIONS
Following Part One, this book is organized into five parts. Part Two deals with the
most fundamental aspects of the communications function, focusing on the transmission of signals in a reliable and efficient manner. For want of a better name, we
have given Part Two the title “Data Communications,” although that term arguably
encompasses some or even all of the topics of Parts Three through Six.

A Data Communications Model
To get some flavor for the focus of Part Two, Figure 1.3 provides a new perspective
on the communications model of Figure 1.2a. We trace the details of this figure using
electronic mail as an example.
Suppose that the input device and transmitter are components of a personal
computer. The user of the PC wishes to send a message m to another user. The user
activates the electronic mail package on the PC and enters the message via the keyboard (input device). The character string is briefly buffered in main memory. We
can view it as a sequence of bits (g) in memory. The personal computer is connected
to some transmission medium, such as a local network or a telephone line, by an I/O
device (transmitter), such as a local network transceiver or a modem. The input data
are transferred to the transmitter as a sequence of voltage shifts [g(t)] representing
bits on some communications bus or cable. The transmitter is connected directly to
the medium and converts the incoming stream [g(t)] into a signal [s(t)] suitable for
transmission; specific alternatives will be described in Chapter 5.
The transmitted signal s(t) presented to the medium is subject to a number
of impairments, discussed in Chapter 3, before it reaches the receiver. Thus, the
received signal r(t) may differ from s(t). The receiver will attempt to estimate
the original s(t), based on r(t) and its knowledge of the medium, producing a
sequence of bits g¿1t2. These bits are sent to the output personal computer, where
they are briefly buffered in memory as a block of bits 1g¿2. In many cases, the
destination system will attempt to determine if an error has occurred and, if so,
cooperate with the source system to eventually obtain a complete, error-free block
of data. These data are then presented to the user via an output device, such as a
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Figure 1.3 Simplified Data Communications Model
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printer or screen. The message 1m¿2 as viewed by the user will usually be an exact
copy of the original message (m).
Now consider a telephone conversation. In this case the input to the telephone
is a message (m) in the form of sound waves. The sound waves are converted by the
telephone into electrical signals of the same frequency. These signals are transmitted
without modification over the telephone line. Hence the input signal g(t) and the
transmitted signal s(t) are identical. The signals (t) will suffer some distortion over
the medium, so that r(t) will not be identical to s(t). Nevertheless, the signal r(t) is
converted back into a sound wave with no attempt at correction or improvement of
signal quality. Thus, m¿ is not an exact replica of m. However, the received sound
message is generally comprehensible to the listener.
The discussion so far does not touch on other key aspects of data communications, including data link control techniques for controlling the flow of data and detecting and correcting errors, and multiplexing techniques for transmission efficiency.

The Transmission of Information
The basic building block of any communications facility is the transmission line.
Much of the technical detail of how information is encoded and transmitted across a
line is of no real interest to the business manager. The manager is concerned with
whether the particular facility provides the required capacity, with acceptable reliability, at minimum cost. However, there are certain aspects of transmission technology that a manager must understand to be able to ask the right questions and make
informed decisions.
One of the basic choices facing a business user is the transmission medium. For
use within the business premises, this choice is generally completely up to the business. For long-distance communications, the choice is generally but not always made
by the long-distance carrier. In either case, changes in technology are rapidly changing the mix of media used. Of particular note are fiber optic transmission and
wireless transmission (e.g., satellite and radio). These two media are now driving the
evolution of data communications transmission.
The ever-increasing capacity of fiber optic channels is making channel capacity a virtually free resource. The growth of the market for optical fiber transmission
systems since the beginning of the 1980s is without precedent. During the past
10 years, the cost of fiber optic transmission has dropped by more than an order of
magnitude, and the capacity of such systems has grown at almost as rapid a rate.
Long-distance telephone communications trunks within the United States will soon
consist almost completely of fiber optic cable. Because of its high capacity and
because of its security characteristics—fiber is almost impossible to tap—it is
becoming increasingly used within office buildings to carry the growing load of business information. However, switching is now becoming the bottleneck. This problem
is causing radical changes in communications architecture, including asynchronous
transfer mode (ATM) switching, highly parallel processing in switches, and integrated network management schemes.
The second medium—wireless transmission—is a result of the trend toward
universal personal telecommunications and universal access to communications.
The first concept refers to the ability of a person to identify himself or herself easily
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and to use conveniently any communication system in a large area (e.g., globally,
over a continent, or in an entire country) in terms of a single account. The second
refers to the capability of using one’s terminal in a wide variety of environments to
connect to information services (e.g., to have a portable terminal that will work in
the office, on the street, and on airplanes equally well). This revolution in personal
computing obviously involves wireless communication in a fundamental way.
Despite the growth in the capacity and the drop in cost of transmission facilities, transmission services remain the most costly component of a communications
budget for most businesses. Thus, the manager needs to be aware of techniques that
increase the efficiency of the use of these facilities. The two major approaches to
greater efficiency are multiplexing and compression. Multiplexing refers to the ability of a number of devices to share a transmission facility. If each device needs the
facility only a fraction of the time, then a sharing arrangement allows the cost of the
facility to be spread over many users. Compression, as the name indicates, involves
squeezing the data down so that a lower-capacity, cheaper transmission facility can
be used to meet a given demand. These two techniques show up separately and in
combination in a number of types of communications equipment. The manager
needs to understand these technologies to be able to assess the appropriateness and
cost-effectiveness of the various products on the market.

Transmission and Transmission Media Information can be communicated
by converting it into an electromagnetic signal and transmitting that signal over some
medium, such as a twisted-pair telephone line. The most commonly used transmission media are twisted-pair lines, coaxial cable, optical fiber cable, and terrestrial and
satellite microwave. The data rates that can be achieved and the rate at which errors
can occur depend on the nature of the signal and the type of medium. Chapters 3 and
4 examine the significant properties of electromagnetic signals and compare the various transmission media in terms of cost, performance, and applications.

Communication Techniques The transmission of information across a transmission medium involves more than simply inserting a signal on the medium. The
technique used to encode the information into an electromagnetic signal must be
determined. There are various ways in which the encoding can be done, and the
choice affects performance and reliability. Furthermore, the successful transmission
of information involves a high degree of cooperation between the various components. The interface between a device and the transmission medium must be agreed
on. Some means of controlling the flow of information and recovering from its loss
or corruption must be used. These latter functions are performed by a data link control protocol. All these issues are examined in Chapters 5 through 7.

Transmission Efficiency A major cost in any computer/communications facility
is transmission cost. Because of this, it is important to maximize the amount of information that can be carried over a given resource or, alternatively, to minimize the
transmission capacity needed to satisfy a given information communications requirement.Two ways of achieving this objective are multiplexing and compression.The two
techniques can be used separately or in combination. Chapter 8 examines the three
most common multiplexing techniques—frequency division, synchronous time division, and statistical time division—as well as the important compression techniques.
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1.4 NETWORKS
The number of computers in use worldwide is in the hundreds of millions. Moreover, the expanding memory and processing power of these computers means that
users can put the machines to work on new kinds of applications and functions.
Accordingly, the pressure from the users of these systems for ways to communicate
among all these machines is irresistible. It is changing the way vendors think and the
way all automation products and services are sold. This demand for connectivity is
manifested in two specific requirements: the need for communications software,
which is previewed in the next section, and the need for networks.
One type of network that has become ubiquitous is the local area network
(LAN). Indeed, the LAN is to be found in virtually all medium- and large-size office
buildings. As the number and power of computing devices have grown, so have the
number and capacity of LANs to be found in an office. Although standards have
been developed that reduce somewhat the number of types of LANs, there are still
half a dozen general types of local area networks to choose from. Furthermore, many
offices need more than one such network, with the attendant problems of interconnecting and managing a diverse collection of networks, computers, and terminals.
Beyond the confines of a single office building, networks for voice, data, image,
and video are equally important to business. Here, too, there are rapid changes.
Advances in technology have led to greatly increased capacity and the concept of
integration. Integration means that the customer equipment and networks can deal
simultaneously with voice, data, image, and even video. Thus, a memo or report can
be accompanied by voice commentary, presentation graphics, and perhaps even a
short video introduction or summary. Image and video services impose large
demands on wide area network transmission. Moreover, as LANs become ubiquitous and as their transmission rates increase, the demands on the wide area networks
to support LAN interconnection have increased the demands on wide area network
capacity and switching. On the other hand, fortunately, the enormous and everincreasing capacity of fiber optic transmission provides ample resources to meet
these demands. However, developing switching systems with the capacity and rapid
response to support these increased requirements is a challenge not yet conquered.
The opportunities for using networks as an aggressive competitive tool and as
a means of enhancing productivity and slashing costs are great. The manager who
understands the technology and can deal effectively with vendors of service and
equipment is able to enhance a company’s competitive position.
In the remainder of this section, we provide a brief overview of various networks. Parts Three and Four cover these topics in depth.

Wide Area Networks
Wide area networks generally cover a large geographical area, require the crossing
of public right-of-ways, and rely at least in part on circuits provided by a common
carrier. Typically, a WAN consists of a number of interconnected switching nodes. A
transmission from any one device is routed through these internal nodes to the
specified destination device. These nodes (including the boundary nodes) are not
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concerned with the content of the data; rather, their purpose is to provide a
switching facility that will move the data from node to node until they reach their
destination.
Traditionally, WANs have been implemented using one of two technologies:
circuit switching and packet switching. More recently, frame relay and ATM networks have assumed major roles.

Circuit Switching In a circuit-switching network, a dedicated communications
path is established between two stations through the nodes of the network. That
path is a connected sequence of physical links between nodes. On each link, a logical channel is dedicated to the connection. Data generated by the source station are
transmitted along the dedicated path as rapidly as possible. At each node, incoming
data are routed or switched to the appropriate outgoing channel without delay. The
most common example of circuit switching is the telephone network.

Packet Switching A quite different approach is used in a packet-switching network. In this case, it is not necessary to dedicate transmission capacity along a path
through the network. Rather, data are sent out in a sequence of small chunks,
called packets. Each packet is passed through the network from node to node along
some path leading from source to destination. At each node, the entire packet is
received, stored briefly, and then transmitted to the next node. Packet-switching
networks are commonly used for terminal-to-computer and computer-to-computer
communications.
Frame Relay Packet switching was developed at a time when digital longdistance transmission facilities exhibited a relatively high error rate compared to
today’s facilities. As a result, there is a considerable amount of overhead built into
packet-switching schemes to compensate for errors. The overhead includes additional bits added to each packet to introduce redundancy and additional processing
at the end stations and the intermediate switching nodes to detect and recover from
errors.
With modern high-speed telecommunications systems, this overhead is unnecessary and counterproductive. It is unnecessary because the rate of errors has been
dramatically lowered and any remaining errors can easily be caught in the end systems by logic that operates above the level of the packet-switching logic. It is counterproductive because the overhead involved soaks up a significant fraction of the
high capacity provided by the network.
Frame relay was developed to take advantage of these high data rates and low
error rates. Whereas the original packet-switching networks were designed with a
data rate to the end user of about 64 kbps, frame relay networks are designed to
operate efficiently at user data rates of up to 2 Mbps. The key to achieving these
high data rates is to strip out most of the overhead involved with error control.

ATM Asynchronous transfer mode (ATM), sometimes referred to as cell relay,
is a culmination of developments in circuit switching and packet switching. ATM
can be viewed as an evolution from frame relay. The most obvious difference
between frame relay and ATM is that frame relay uses variable-length packets,
called frames, and ATM uses fixed-length packets, called cells. As with frame
relay, ATM provides little overhead for error control, depending on the inherent
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reliability of the transmission system and on higher layers of logic in the end systems to catch and correct errors. By using a fixed packet length, the processing
overhead is reduced even further for ATM compared to frame relay. The result is
that ATM is designed to work in the range of 10s and 100s of Mbps, and in the
Gbps range.
ATM can also be viewed as an evolution from circuit switching. With circuit
switching, only fixed-data-rate circuits are available to the end system. ATM
allows the definition of multiple virtual channels with data rates that are dynamically defined at the time the virtual channel is created. By using small, fixed-size
cells, ATM is so efficient that it can offer a constant-data-rate channel even
though it is using a packet-switching technique. Thus, ATM extends circuit switching to allow multiple channels with the data rate on each channel dynamically set
on demand.

Local Area Networks
As with WANs, a LAN is a communications network that interconnects a variety of
devices and provides a means for information exchange among those devices. There
are several key distinctions between LANs and WANs:
1. The scope of the LAN is small, typically a single building or a cluster of buildings. This difference in geographic scope leads to different technical solutions,
as we shall see.
2. It is usually the case that the LAN is owned by the same organization that owns
the attached devices. For WANs, this is less often the case, or at least a significant
fraction of the network assets is not owned. This has two implications. First, care
must be taken in the choice of LAN, because there may be a substantial capital
investment (compared to dial-up or leased charges for WANs) for both purchase
and maintenance. Second, the network management responsibility for a LAN
falls solely on the user.
3. The internal data rates of LANs are typically much greater than those of
WANs.
LANs come in a number of different configurations. The most common are
switched LANs and wireless LANs. The most common switched LAN is a switched
Ethernet LAN, which may consist of a single switch with a number of attached
devices, or a number of interconnected switches. Two other prominent examples are
ATM LANs, which simply use an ATM network in a local area, and Fibre Channel.
Wireless LANs use a variety of wireless transmission technologies and organizations. LANs are examined in depth in Part Four.

Wireless Networks
As was just mentioned, wireless LANs are common are widely used in business
environments. Wireless technology is also common for both wide area voice and
data networks. Wireless networks provide advantages in the areas of mobility and
ease of installation and configuration. Chapters 14 and 17 deal with wireless WANs
and LANs, respectively.
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1.5 THE INTERNET
Origins of the Internet
The Internet evolved from the ARPANET, which was developed in 1969 by the
Advanced Research Projects Agency (ARPA) of the U.S. Department of Defense.
It was the first operational packet-switching network. ARPANET began operations
in four locations. Today the number of hosts is in the hundreds of millions, the number of users in the billions, and the number of countries participating nearing 200.
The number of connections to the Internet continues to grow exponentially.
The network was so successful that ARPA applied the same packet-switching
technology to tactical radio communication (packet radio) and to satellite communication (SATNET). Because the three networks operated in very different
communication environments, the appropriate values for certain parameters, such
as maximum packet size, were different in each case. Faced with the dilemma of
integrating these networks, Vint Cerf and Bob Kahn of ARPA started to develop
methods and protocols for internetworking; that is, communicating across arbitrary, multiple, packet-switched networks. They published a very influential paper
in May of 1974 [CERF74] outlining their approach to a Transmission Control Protocol. The proposal was refined and details filled in by the ARPANET community,
with major contributions from participants from European networks, such as
Cyclades (France), and EIN, eventually leading to the TCP (Transmission Control
Protocol) and IP (Internet Protocol) protocols, which, in turn, formed the basis for
what eventually became the TCP/IP protocol suite. This provided the foundation
for the Internet.

Key Elements
Figure 1.4 illustrates the key elements that comprise the Internet. The purpose of
the Internet, of course, is to interconnect end systems, called hosts; these include
PCs, workstations, servers, mainframes, and so on. Most hosts that use the Internet
are connected to a network, such as a local area network (LAN) or a wide area network (WAN). These networks are in turn connected by routers. Each router
attaches to two or more networks. Some hosts, such as mainframes or servers, connect directly to a router rather than through a network.
In essence, the Internet operates as follows. A host may send data to another
host anywhere on the Internet. The source host breaks the data to be sent into a
sequence of packets, called IP datagrams or IP packets. Each packet includes a
unique numeric address of the destination host. This address is referred to as an IP
address, because the address is carried in an IP packet. Based on this destination
address, each packet travels through a series of routers and networks from source to
destination. Each router, as it receives a packet, makes a routing decision and forwards the packet along its way to the destination.

Internet Architecture
The Internet today is made up of thousands of overlapping hierarchical networks.
Because of this, it is not practical to attempt a detailed description of the exact
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Figure 1.4 Key Elements of the Internet

architecture or topology of the Internet. However, an overview of the common, general characteristics can be made. Figure 1.5 illustrates the discussion and Table 1.2
summarizes the terminology.
A key element of the Internet is the set of hosts attached to it. Simply put, a
host is a computer. Today, computers come in many forms, including mobile phones
and even cars. All of these forms can be hosts on the Internet. Hosts are sometimes
grouped together in a LAN. This is the typical configuration in a corporate environment. Individual hosts and LANs are connected to an Internet service provider
(ISP) through a point of presence (POP). The connection is made in a series of steps
starting with the customer premises equipment (CPE). The CPE is the communications equipment located onsite with the host.
For many home users, the CPE is a 56-kbps modem. This is perfectly adequate
for e-mail and related services but marginal for graphics-intensive Web surfing.
Newer CPE offerings provide greater capacity and guaranteed service in some
cases. A sample of these new access technologies includes DSL, cable modem, and
satellite. Users who connect to the Internet through their work often use workstations or PCs connected to their employer-owned LANs, which in turn connect
through shared organizational trunks to an ISP. In these cases the shared circuit is
often a T-1 connection (1.544 Mbps), while for very large organizations T-3 connections (44.736 Mbps) are sometimes found. Alternatively, an organization’s LAN
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may be hooked to a wide area network (WAN), such as a frame relay network,
which in turn connects to an ISP.
The CPE is physically attached to the “local loop” or “last mile.”This is the infrastructure between a provider’s installation and the site where the host is located. For
example, a home user with a 56K modem attaches the modem to the telephone line.
The telephone line is typically a pair of copper wires that runs from the house to a
central office (CO) owned and operated by the telephone company. In this instance
the local loop is the pair of copper wires running between the home and the CO. If the
home user has a cable modem, the local loop is the coaxial cable that runs from
the home to the cable company facilities. The preceding examples are a bit of an oversimplification, but they suffice for this discussion. In many cases the wires that leave a
home are aggregated with wires from other homes and then converted to a different
media such as fiber. In these cases the term local loop still refers to the path from the
home to the CO or cable facility. The local loop provider is not necessarily the ISP. In
many cases the local loop provider is the telephone company and the ISP is a large,
national service organization. Often, however, the local loop provider is also the ISP.
The ISP provides access to its larger network through a POP. A POP is simply
a facility where customers can connect to the ISP network. The facility is sometimes
owned by the ISP, but often the ISP leases space from the local loop carrier. A POP
can be as simple as a bank of modems and an access server installed in a rack at the
CO. The POPs are usually spread out over the geographic area where the provider
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Table 1.2 Internet Terminology
Central Office (CO)
The place where telephone companies terminate customer lines and locate switching equipment to interconnect
those lines with other networks.
Customer Premises Equipment (CPE)
Telecommunications equipment that is located on the customer’s premises (physical location) rather than on
the provider’s premises or in between. Telephone handsets, modems, cable TV set-top boxes, and digital
subscriber line routers are examples. Historically, this term referred to equipment placed at the customer’s end
of the telephone line and usually owned by the telephone company. Today, almost any end-user equipment can
be called customer premises equipment and it can be owned by the customer or by the provider.
Internet Service Provider (ISP)
A company that provides other companies or individuals with access to, or presence on, the Internet. An ISP
has the equipment and the telecommunication line access required to have a POP on the Internet for the
geographic area served. The larger ISPs have their own high-speed leased lines so that they are less dependent
on the telecommunication providers and can provide better service to their customers.
Network Access Point (NAP)
In the United States, a network access point (NAP) is one of several major Internet interconnection points that
serve to tie all the ISPs together. Originally, four NAPs—in New York, Washington, D.C., Chicago, and San
Francisco—were created and supported by the National Science Foundation as part of the transition from the
original U.S. government—financed Internet to a commercially operated Internet. Since that time, several new
NAPs have arrived, including WorldCom’s “MAE West” site in San Jose, California and ICS Network Systems’
“Big East.”
The NAPs provide major switching facilities that serve the public in general. Companies apply to use the
NAP facilities. Much Internet traffic is handled without involving NAPs, using peering arrangements and
interconnections within geographic regions.
Network Service Provider (NSP)
A company that provides backbone services to an Internet service provider (ISP). Typically, an ISP connects at
a point called an Internet exchange (IX) to a regional ISP that in turn connects to an NSP backbone.
Point of Presence (POP)
A site that has a collection of telecommunications equipment, usually refers to ISP or telephone company
sites. An ISP POP is the edge of the ISP’s network; connections from users are accepted and authenticated
here. An Internet access provider may operate several POPs distributed throughout its area of operation to
increase the chance that their subscribers will be able to reach one with a local telephone call. The largest
national ISPs have POPs all over the country.

offers service. The ISP acts as a gateway to the Internet, providing many important
services. For most home users, the ISP provides the unique numeric IP address
needed to communicate with other Internet hosts. Most ISPs also provide name resolution and other essential network services. The most important service an ISP provides, though, is access to other ISP networks. Access is facilitated by formal peering
agreements between providers. Physical access can be implemented by connecting
POPs from different ISPs. This can be done directly with a local connection if the
POPs are collocated or with leased lines when the POPs are not collocated. A more
commonly used mechanism is the network access point (NAP).
A NAP is a physical facility that provides the infrastructure to move data
between connected networks. In the United States, the National Science Foundation
(NSF) privatization plan called for the creation of four NAPs. The NAPs were built
and are operated by the private sector. The number of NAPs has grown significantly
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over the years, and the technology employed has shifted from Fiber Distributed
Data Interface (FDDI) and Ethernet to ATM and Gigabit Ethernet. Most NAPs
today have an ATM core. The networks connected at a NAP are owned and operated by network service providers (NSPs). A NSP can also be an ISP but this is not
always the case. Peering agreements are between NSPs and do not include the NAP
operator. The NSPs install routers at the NAP and connect them to the NAP infrastructure. The NSP equipment is responsible for routing, and the NAP infrastructure
provides the physical access paths between routers.
A small hypothetical example can help make the picture clearer. In this example there are two companies, one named A, Inc. and the other B, Inc. and they are
both NSPs. A, Inc. and B, Inc. have a peering agreement and they both install routers
in two NAPs, one located on the east coast of the United States and the other on the
west coast. There are also two other companies known as Y, Inc. and Z, Inc. and they
are both ISPs. Finally, there is a home user named Bob and a small company named
Small, Inc.
Small, Inc. has four hosts connected together into a LAN. Each of the four
hosts can communicate and share resources with the other three. Small, Inc. would
like access to a broader set of services so they contract with ISP Y, Inc. for a connection. Small, Inc. installs a CPE to drive a leased T-1 line into a Y, Inc. POP. Once the
CPE is connected, software automatically assigns a numeric address to each Small,
Inc. host. The Small, Inc. hosts can now communicate and share resources with any
other host connected to the larger ISP network. On the other side of the country,
Bob decides to contract with ISP Z, Inc. He installs a modem on his phone line to
dial into a Z, Inc. POP. Once the modem connects, a numeric address is automatically assigned to his home computer. His computer can now communicate and share
resources with any other computer connected to the larger ISP network.
Bob’s home machine and the hosts owned by Small, Inc. cannot yet communicate. This becomes possible when their respective ISPs contract with NSPs that have
a peering agreement. In this example, the ISP Y, Inc. decides to expand its service
coverage to the opposite coast and contracts with the NSP A, Inc. A, Inc. sells bandwidth on its high-speed coast-to-coast network. The ISP Z, Inc. also wishes to expand
its service coverage and contracts with the NSP B, Inc. Like A, Inc., B, Inc. also sells
bandwidth on a high-speed coast-to-coast network. Because A, Inc. and B, Inc. have a
peering agreement and have implemented the agreement at two NAPs, Bob’s home
machine and the hosts of Small, Inc. can now communicate and share resources.
Although this example is contrived, in principle this is what the Internet is. The differences are that the Internet has millions of hosts and many thousands of networks
using dozens of access technologies, including satellite, radio, leased T-1, and DSL.

1.6 AN EXAMPLE CONFIGURATION
To give some feel for the scope of concerns of Parts Two through Four, Figure 1.6
illustrates some of the typical communications and network elements in use today.
In the upper-left-hand portion of the figure, we see an individual residential user
connected to an Internet service provider (ISP) through some sort of subscriber
connection. Common examples of such a connection are the public telephone

30

CHAPTER 1 / DATA COMMUNICATIONS, DATA NETWORKS, AND THE INTERNET

Subscriber
connection
Residential
user

High-speed link
(e.g., SONET)
Internet service
provider (ISP)

Router

Internet

ATM
switch

Firewall
host

High-speed
link

ATM network
Ethernet
switch

Router

Private
WAN

Information
server

LAN PCs
and workstations

Figure 1.6 A Networking Configuration

network, for which the user requires a dial-up modem (e.g. a 56-kbps modem); a digital subscriber line (DSL), which provides a high-speed link over telephone lines
and requires a special DSL modem; and a cable TV facility, which requires a cable
modem. In each case, there are separate issues concerning signal encoding, error
control, and the internal structure of the subscribe network.
Typically, an ISP will consist of a number of interconnected servers (only a
single server is shown) connected to the Internet through a high-speed link. One
example of such a link is a SONET (synchronous optical network) line, described in
Chapter 8. The Internet consists of a number of interconnected routers that span
the globe. The routers forward packets of data from source to destination through
the Internet.
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The lower portion of Figure 1.6 shows a LAN implemented using a single
Ethernet switch. This is a common configuration at a small business or other small
organization. The LAN is connected to the Internet through a firewall host that provides security services. In this example the firewall connects to the Internet through
an ATM network. There is also a router off of the LAN hooked into a private WAN,
which might be a private ATM or frame relay network.
A variety of design issues, such as signal encoding and error control, relate to
the links between adjacent elements, such as between routers on the Internet or
between switches in the ATM network, or between a subscriber and an ISP. The
internal structure of the various networks (telephone, ATM, Ethernet) raises additional issues. We will be occupied in Parts Two through Four with the design features
suggested by Figure 1.6.
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To destroy communication completely, there must be no rules in common
between transmitter and receiver—neither of alphabet nor of syntax.
—On Human Communication, Colin Cherry

KEY POINTS
•

•

•

•

A protocol architecture is the layered structure of hardware and software that supports the exchange of data between systems and supports
distributed applications, such as electronic mail and file transfer.
At each layer of a protocol architecture, one or more common
protocols are implemented in communicating systems. Each protocol
provides a set of rules for the exchange of data between systems.
The most widely used protocol architecture is the TCP/IP protocol
suite, which consists of the following layers: physical, network access,
internet, transport, and application.
Another important protocol architecture is the seven-layer OSI model.

This chapter provides a context for the detailed material that follows. It shows
how the concepts of Parts Two through Five fit into the broader area of computer
networks and computer communications. This chapter may be read in its proper
sequence or it may be deferred until the beginning of Part Three, Four, or Five.1
We begin this chapter by introducing the concept of a layered protocol
architecture. We then examine the most important such architecture, the TCP/IP
protocol suite. TCP/IP is an Internet-based concept and is the framework for
developing a complete range of computer communications standards. Virtually
all computer vendors now provide support for this architecture. Another wellknown architecture is the Open Systems Interconnection (OSI) reference model.
OSI is a standardized architecture that is often used to describe communications
functions but that is now rarely implemented. OSI is briefly introduced in this
chapter and examined in more detail in Appendix H.

2.1 THE NEED FOR A PROTOCOL ARCHITECTURE
When computers, terminals, and/or other data processing devices exchange data, the
procedures involved can be quite complex. Consider, for example, the transfer of a
file between two computers. There must be a data path between the two computers,
1

The reader may find it helpful just to skim this chapter on a first reading and then reread it more carefully just before embarking on Part Five.
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either directly or via a communication network. But more is needed. Typical tasks to
be performed are as follow:
1. The source system must either activate the direct data communication path or
inform the communication network of the identity of the desired destination
system.
2. The source system must ascertain that the destination system is prepared to
receive data.
3. The file transfer application on the source system must ascertain that the file
management program on the destination system is prepared to accept and store
the file for this particular user.
4. If the file formats used on the two systems are different, one or the other system must perform a format translation function.
It is clear that there must be a high degree of cooperation between the two computer systems. Instead of implementing the logic for this as a single module, the task is
broken up into subtasks, each of which is implemented separately. In a protocol architecture, the modules are arranged in a vertical stack. Each layer in the stack performs
a related subset of the functions required to communicate with another system. It
relies on the next lower layer to perform more primitive functions and to conceal the
details of those functions. It provides services to the next higher layer. Ideally, layers
should be defined so that changes in one layer do not require changes in other layers.
Of course, it takes two to communicate, so the same set of layered functions
must exist in two systems. Communication is achieved by having the corresponding,
or peer, layers in two systems communicate. The peer layers communicate by means
of formatted blocks of data that obey a set of rules or conventions known as a
protocol. The key features of a protocol are as follows:
• Syntax: Concerns the format of the data blocks
• Semantics: Includes control information for coordination and error handling
• Timing: Includes speed matching and sequencing
Appendix 2A provides a specific example of a protocol, the Internet standard
Trivial File Transfer Protocol (TFTP).

2.2 THE TCP/IP PROTOCOL ARCHITECTURE
The TCP/IP protocol architecture is a result of protocol research and development
conducted on the experimental packet-switched network, ARPANET, funded by
the Defense Advanced Research Projects Agency (DARPA), and is generally
referred to as the TCP/IP protocol suite. This protocol suite consists of a large
collection of protocols that have been issued as Internet standards by the Internet
Activities Board (IAB). Appendix D provides a discussion of Internet standards.

The TCP/IP Layers
In general terms, communications can be said to involve three agents: applications,
computers, and networks. Examples of applications include file transfer and
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electronic mail. The applications that we are concerned with here are distributed
applications that involve the exchange of data between two computer systems.
These applications, and others, execute on computers that can often support multiple simultaneous applications. Computers are connected to networks, and the data
to be exchanged are transferred by the network from one computer to another.
Thus, the transfer of data from one application to another involves first getting the
data to the computer in which the application resides and then getting the data to
the intended application within the computer. With these concepts in mind, we can
organize the communication task into five relatively independent layers.
•
•
•
•
•

Physical layer
Network access layer
Internet layer
Host-to-host, or transport layer
Application layer

The physical layer covers the physical interface between a data transmission
device (e.g., workstation, computer) and a transmission medium or network. This
layer is concerned with specifying the characteristics of the transmission medium,
the nature of the signals, the data rate, and related matters.
The network access layer is concerned with the exchange of data between an
end system (server, workstation, etc.) and the network to which it is attached. The
sending computer must provide the network with the address of the destination
computer, so that the network may route the data to the appropriate destination.
The sending computer may wish to invoke certain services, such as priority, that
might be provided by the network. The specific software used at this layer depends
on the type of network to be used; different standards have been developed for
circuit switching, packet switching (e.g., frame relay), LANs (e.g., Ethernet), and
others. Thus it makes sense to separate those functions having to do with network
access into a separate layer. By doing this, the remainder of the communications
software, above the network access layer, need not be concerned about the
specifics of the network to be used. The same higher-layer software should
function properly regardless of the particular network to which the computer is
attached.
The network access layer is concerned with access to and routing data across a
network for two end systems attached to the same network. In those cases where
two devices are attached to different networks, procedures are needed to allow data
to traverse multiple interconnected networks. This is the function of the internet
layer. The Internet Protocol (IP) is used at this layer to provide the routing function
across multiple networks. This protocol is implemented not only in the end systems
but also in routers. A router is a processor that connects two networks and whose
primary function is to relay data from one network to the other on its route from the
source to the destination end system.
Regardless of the nature of the applications that are exchanging data, there is
usually a requirement that data be exchanged reliably. That is, we would like to be
assured that all of the data arrive at the destination application and that the data
arrive in the same order in which they were sent. As we shall see, the mechanisms
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for providing reliability are essentially independent of the nature of the applications. Thus, it makes sense to collect those mechanisms in a common layer shared by
all applications; this is referred to as the host-to-host layer, or transport layer. The
Transmission Control Protocol (TCP) is the most commonly used protocol to provide this functionality.
Finally, the application layer contains the logic needed to support the various
user applications. For each different type of application, such as file transfer, a separate module is needed that is peculiar to that application.

Operation of TCP and IP
Figure 2.1 indicates how these protocols are configured for communications. To
make clear that the total communications facility may consist of multiple networks,
the constituent networks are usually referred to as subnetworks. Some sort of network access protocol, such as the Ethernet logic, is used to connect a computer to a
subnetwork. This protocol enables the host to send data across the subnetwork to
another host or, if the target host is on another subnetwork, to a router that will forward the data. IP is implemented in all of the end systems and the routers. It acts as
a relay to move a block of data from one host, through one or more routers, to
another host. TCP is implemented only in the end systems; it keeps track of the
blocks of data to assure that all are delivered reliably to the appropriate application.
Host A

Host B

App X

Port
(service access point)

App Y
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2
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2

Logical connection
(TCP connection)

TCP

App Y
App X
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Global internet
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Figure 2.1 TCP/IP Concepts
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For successful communication, every entity in the overall system must have a
unique address. Actually, two levels of addressing are needed. Each host on a
subnetwork must have a unique global internet address; this allows the data to be
delivered to the proper host. Each process with a host must have an address that is
unique within the host; this allows the host-to-host protocol (TCP) to deliver data to
the proper process. These latter addresses are known as ports.
Let us trace a simple operation. Suppose that a process, associated with port 3
at host A, wishes to send a message to another process, associated with port 2 at host
B. The process at A hands the message down to TCP with instructions to send it to
host B, port 2. TCP hands the message down to IP with instructions to send it to host
B. Note that IP need not be told the identity of the destination port. All it needs
to know is that the data are intended for host B. Next, IP hands the message down to
the network access layer (e.g., Ethernet logic) with instructions to send it to router J
(the first hop on the way to B).
To control this operation, control information as well as user data must be
transmitted, as suggested in Figure 2.2. Let us say that the sending process generates
a block of data and passes this to TCP. TCP may break this block into smaller pieces
to make it more manageable. To each of these pieces, TCP appends control information known as the TCP header, forming a TCP segment. The control information is
to be used by the peer TCP protocol entity at host B. Examples of items in this
header include:
• Destination port: When the TCP entity at B receives the segment, it must
know to whom the data are to be delivered.
• Sequence number: TCP numbers the segments that it sends to a particular
destination port sequentially, so that if they arrive out of order, the TCP entity
at B can reorder them.

User data

TCP
header

IP
header

TCP
segment

IP
datagram

Network-level
packet

Network
header

Figure 2.2

Application
byte stream

Protocol Data Units (PDUs) in the TCP/IP Architecture
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• Checksum: The sending TCP includes a code that is a function of the contents
of the remainder of the segment. The receiving TCP performs the same calculation and compares the result with the incoming code. A discrepancy results if
there has been some error in transmission.
Next, TCP hands each segment over to IP, with instructions to transmit it to B.
These segments must be transmitted across one or more subnetworks and relayed
through one or more intermediate routers. This operation, too, requires the use of
control information. Thus IP appends a header of control information to each segment to form an IP datagram. An example of an item stored in the IP header is the
destination host address (in this example, B).
Finally, each IP datagram is presented to the network access layer for transmission across the first subnetwork in its journey to the destination. The network
access layer appends its own header, creating a packet, or frame. The packet is transmitted across the subnetwork to router J. The packet header contains the information that the subnetwork needs to transfer the data across the subnetwork.
Examples of items that may be contained in this header include:
• Destination subnetwork address: The subnetwork must know to which attached
device the packet is to be delivered.
• Facilities requests: The network access protocol might request the use of certain
subnetwork facilities, such as priority.
At router J, the packet header is stripped off and the IP header examined. On
the basis of the destination address information in the IP header, the IP module in
the router directs the datagram out across subnetwork 2 to B. To do this, the datagram is again augmented with a network access header.
When the data are received at B, the reverse process occurs. At each layer, the
corresponding header is removed, and the remainder is passed on to the next higher
layer, until the original user data are delivered to the destination process.

TCP and UDP
For most applications running as part of the TCP/IP protocol architecture, the transport layer protocol is TCP. TCP provides a reliable connection for the transfer of
data between applications. A connection is simply a temporary logical association
between two entities in different systems. A logical connection refers to a given pair
of port values. For the duration of the connection each entity keeps track of TCP
segments coming and going to the other entity, in order to regulate the flow of segments and to recover from lost or damaged segments.
Figure 2.3a shows the header format for TCP, which is a minimum of 20 octets,
or 160 bits. The Source Port and Destination Port fields identify the applications at
the source and destination systems that are using this connection. The Sequence
Number, Acknowledgment Number, and Window fields provide flow control and
error control. The checksum is a 16-bit frame check sequence used to detect errors
in the TCP segment. Chapter 20 provides more details.
In addition to TCP, there is one other transport-level protocol that is in common use as part of the TCP/IP protocol suite: the User Datagram Protocol (UDP).
UDP does not guarantee delivery, preservation of sequence, or protection against
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Figure 2.3 TCP and UDP Headers

duplication. UDP enables a procedure to send messages to other procedures with a
minimum of protocol mechanism. Some transaction-oriented applications make use
of UDP; one example is SNMP (Simple Network Management Protocol), the standard network management protocol for TCP/IP networks. Because it is connectionless, UDP has very little to do. Essentially, it adds a port addressing capability to IP.
This is best seen by examining the UDP header, shown in Figure 2.3b. UDP also
includes a checksum to verify that no error occurs in the data; the use of the checksum is optional.

IP and IPv6
For decades, the keystone of the TCP/IP protocol architecture has been IP. Figure 2.4a
shows the IP header format, which is a minimum of 20 octets, or 160 bits. The
header, together with the segment from the transport layer, forms an IP-level PDU
referred to as an IP datagram or an IP packet. The header includes 32-bit source and
destination addresses. The Header Checksum field is used to detect errors in the
header to avoid misdelivery. The Protocol field indicates which higher-layer protocol is using IP. The ID, Flags, and Fragment Offset fields are used in the fragmentation and reassembly process. Chapter 18 provides more detail.
In 1995, the Internet Engineering Task Force (IETF), which develops protocol
standards for the Internet, issued a specification for a next-generation IP, known
then as IPng. This specification was turned into a standard in 1996 known as IPv6.
IPv6 provides a number of functional enhancements over the existing IP, designed
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to accommodate the higher speeds of today’s networks and the mix of data streams,
including graphic and video, that are becoming more prevalent. But the driving
force behind the development of the new protocol was the need for more addresses.
The current IP uses a 32-bit address to specify a source or destination. With the
explosive growth of the Internet and of private networks attached to the Internet,
this address length became insufficient to accommodate all systems needing
addresses. As Figure 2.4b shows, IPv6 includes 128-bit source and destination
address fields.
Ultimately, all installations using TCP/IP are expected to migrate from the
current IP to IPv6, but this process will take many years, if not decades.
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TCP/IP Applications
A number of applications have been standardized to operate on top of TCP. We
mention three of the most common here.
The Simple Mail Transfer Protocol (SMTP) provides a basic electronic mail
transport facility. It provides a mechanism for transferring messages among separate hosts. Features of SMTP include mailing lists, return receipts, and forwarding.
The SMTP protocol does not specify the way in which messages are to be created;
some local editing or native electronic mail facility is required. Once a message is
created, SMTP accepts the message and makes use of TCP to send it to an SMTP
module on another host. The target SMTP module will make use of a local electronic mail package to store the incoming message in a user’s mailbox.
The File Transfer Protocol (FTP) is used to send files from one system to
another under user command. Both text and binary files are accommodated, and the
protocol provides features for controlling user access. When a user wishes to engage
in file transfer, FTP sets up a TCP connection to the target system for the exchange
of control messages. This connection allows user ID and password to be transmitted
and allows the user to specify the file and file actions desired. Once a file transfer is
approved, a second TCP connection is set up for the data transfer. The file is transferred over the data connection, without the overhead of any headers or control
information at the application level. When the transfer is complete, the control connection is used to signal the completion and to accept new file transfer commands.
TELNET provides a remote logon capability, which enables a user at a terminal or personal computer to logon to a remote computer and function as if
directly connected to that computer. The protocol was designed to work with simple scroll-mode terminals. TELNET is actually implemented in two modules:
User TELNET interacts with the terminal I/O module to communicate with a
local terminal. It converts the characteristics of real terminals to the network
standard and vice versa. Server TELNET interacts with an application, acting as
a surrogate terminal handler so that remote terminals appear as local to the
application. Terminal traffic between User and Server TELNET is carried on a
TCP connection.

Protocol Interfaces Each layer in the TCP/IP protocol suite interacts with its
immediate adjacent layers. At the source, the application layer makes use of the services of the end-to-end layer and provides data down to that layer. A similar relationship exists at the interface of the end-to-end and internet layers and at the
interface of the internet and network access layers. At the destination, each layer
delivers data up to the next higher layer.
This use of each individual layer is not required by the architecture. As
Figure 2.5 suggests, it is possible to develop applications that directly invoke the
services of any one of the layers. Most applications require a reliable end-to-end
protocol and thus make use of TCP. Some special-purpose applications do not
need the services of TCP. Some of these applications, such as the Simple Network
Management Protocol (SNMP), use an alternative end-to-end protocol known as
the User Datagram Protocol (UDP); others may make use of IP directly. Applications that do not involve internetworking and that do not need TCP have been
developed to invoke the network access layer directly.
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Figure 2.5 Some Protocols in the TCP/IP Protocol Suite

2.3 THE OSI MODEL
The Open Systems Interconnection (OSI) reference model was developed by the
International Organization for Standardization (ISO)2 as a model for a computer
protocol architecture and as a framework for developing protocol standards. The
OSI model consists of seven layers:
•
•
•
•
•
•
•

Application
Presentation
Session
Transport
Network
Data link
Physical

Figure 2.6 illustrates the OSI model and provides a brief definition of the functions
performed at each layer. The intent of the OSI model is that protocols be developed
to perform the functions of each layer.
2
ISO is not an acronym (in which case it would be IOS), but a word, derived from the Greek isos,
meaning equal.
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Application
Provides access to the OSI environment for users and also
provides distributed information services.

Presentation
Provides independence to the application processes from
differences in data representation (syntax).

Session
Provides the control structure for communication between
applications; establishes, manages, and terminates
connections (sessions) between cooperating applications.

Transport
Provides reliable, transparent transfer of data between end
points; provides end-to-end error recovery and flow control.

Network
Provides upper layers with independence from the data
transmission and switching technologies used to connect
systems; responsible for establishing, maintaining, and
terminating connections.

Data Link
Provides for the reliable transfer of information across the
physical link; sends blocks (frames) with the necessary
synchronization, error control, and flow control.

Physical
Concerned with transmission of unstructured bit stream over
physical medium; deals with the mechanical, electrical,
functional, and procedural characteristics to access the
physical medium.

Figure 2.6 The OSI Layers

The designers of OSI assumed that this model and the protocols developed
within this model would come to dominate computer communications, eventually
replacing proprietary protocol implementations and rival multivendor models such as
TCP/IP. This has not happened. Although many useful protocols have been developed
in the context of OSI, the overall seven-layer model has not flourished. Instead, the
TCP/IP architecture has come to dominate.There are a number of reasons for this outcome. Perhaps the most important is that the key TCP/IP protocols were mature and
well tested at a time when similar OSI protocols were in the development stage. When
businesses began to recognize the need for interoperability across networks, only
TCP/IP was available and ready to go. Another reason is that the OSI model is unnecessarily complex, with seven layers to accomplish what TCP/IP does with fewer layers.
Figure 2.7 illustrates the layers of the TCP/IP and OSI architectures, showing
roughly the correspondence in functionality between the two.
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2.4 STANDARDIZATION WITHIN A PROTOCOL ARCHITECURE
Standardization within the OSI Framework3
The principal motivation for the development of the OSI model was to provide a
framework for standardization. Within the model, one or more protocol standards can be developed at each layer. The model defines in general terms the
functions to be performed at that layer and facilitates the standards-making
process in two ways:
• Because the functions of each layer are well defined, standards can be developed independently and simultaneously for each layer. This speeds up the
standards-making process.
• Because the boundaries between layers are well defined, changes in standards
in one layer need not affect already existing software in another layer. This
makes it easier to introduce new standards.
Figure 2.8 illustrates the use of the OSI model as such a framework. The
overall communications function is decomposed into seven distinct layers. That
is, the overall function is broken up into a number of modules, making the interfaces between modules as simple as possible. In addition, the design principle of
information hiding is used: Lower layers are concerned with greater levels of

3

The concepts introduced in this subsection apply as well to the TCP/IP architecture.
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The OSI Architecture as a Framework for Standardization

detail; upper layers are independent of these details. Each layer provides services
to the next higher layer and implements a protocol to the peer layer in other
systems.
Figure 2.9 shows more specifically the nature of the standardization required
at each layer. Three elements are key:
• Protocol specification: Two entities at the same layer in different systems
cooperate and interact by means of a protocol. Because two different open
systems are involved, the protocol must be specified precisely. This includes
the format of the protocol data units exchanged, the semantics of all fields, and
the allowable sequence of PDUs.
• Service definition: In addition to the protocol or protocols that operate at a
given layer, standards are needed for the services that each layer provides to
the next higher layer. Typically, the definition of services is equivalent to a
functional description that defines what services are provided, but not how the
services are to be provided.
• Addressing: Each layer provides services to entities at the next higher layer.
These entities are referenced by means of a service access point (SAP). Thus, a
network service access point (NSAP) indicates a transport entity that is a user
of the network service.
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Figure 2.9 Layer-Specific Standards

The need to provide a precise protocol specification for open systems is
self-evident. The other two items listed warrant further comment. With respect to
service definitions, the motivation for providing only a functional definition is as
follows. First, the interaction between two adjacent layers takes place within the
confines of a single open system and is not the concern of any other open system.
Thus, as long as peer layers in different systems provide the same services to their
next higher layers, the details of how the services are provided may differ
from one system to another without loss of interoperability. Second, it will
usually be the case that adjacent layers are implemented on the same processor.
In that case, we would like to leave the system programmer free to exploit
the hardware and operating system to provide an interface that is as efficient as
possible.
With respect to addressing, the use of an address mechanism at each layer,
implemented as a service access point, allows each layer to multiplex multiple users
from the next higher layer. Multiplexing may not occur at each layer, but the model
allows for that possibility.

Service Primitives and Parameters
The services between adjacent layers in the OSI architecture are expressed in
terms of primitives and parameters. A primitive specifies the function to be performed, and the parameters are used to pass data and control information. The
actual form of a primitive is implementation dependent. An example is a procedure call.
Four types of primitives are used in standards to define the interaction
between adjacent layers in the architecture. These are defined in Table 2.1. The layout of Figure 2.10a suggests the time ordering of these events. For example, consider
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Table 2.1 Service Primitive Types
Request

A primitive issued by a service user to invoke some service and to pass the parameters needed
to specify fully the requested service

Indication

A primitive issued by a service provider either to
1. indicate that a procedure has been invoked by the peer service user on the connection and
to provide the associated parameters, or
2. notify the service user of a provider-initiated action

Response

A primitive issued by a service user to acknowledge or complete some procedure previously
invoked by an indication to that user

Confirm

A primitive issued by a service provider to acknowledge or complete some procedure previously
invoked by a request by the service user

the transfer of data from an (N) entity to a peer (N) entity in another system. The
following steps occur:
1. The source (N) entity invokes its (N – 1) entity with a request primitive.
Associated with the primitive are the parameters needed, such as the data to
be transmitted and the destination address.
2. The source (N – 1) entity prepares an (N – 1) PDU to be sent to its peer (N – 1)
entity.
3. The destination (N – 1) entity delivers the data to the appropriate destination (N)
entity via an indication primitive, which includes the data and source address as
parameters.
4. If an acknowledgment is called for, the destination (N) entity issues a response
primitive to its (N – 1) entity.
5. The (N – 1) entity conveys the acknowledgment in an (N – 1) PDU.
6. The acknowledgment is delivered to the (N) entity as a confirm primitive.
Service user

Service provider

Service user

Request

Service user

Service provider

Service user

Request

Indication

Indication

Response
Confirm

(a) Confirmed service

(b) Nonconfirmed service

Figure 2.10 Time Sequence Diagrams for Service Primitives
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This sequence of events is referred to as a confirmed service, as the initiator
receives confirmation that the requested service has had the desired effect at the
other end. If only request and indication primitives are involved (corresponding to
steps 1 through 3), then the service dialogue is a nonconfirmed service; the initiator
receives no confirmation that the requested action has taken place (Figure 2.10b).

2.5 TRADITIONAL INTERNET-BASED APPLICATIONS
A number of applications have been standardized to operate on top of TCP. We
mention three of the most common here.
The Simple Mail Transfer Protocol (SMTP) provides a basic electronic mail
transport facility. It provides a mechanism for transferring messages among separate hosts. Features of SMTP include mailing lists, return receipts, and forwarding.
The SMTP protocol does not specify the way in which messages are to be created;
some local editing or native electronic mail facility is required. Once a message is
created, SMTP accepts the message and makes use of TCP to send it to an SMTP
module on another host. The target SMTP module will make use of a local electronic mail package to store the incoming message in a user’s mailbox.
The File Transfer Protocol (FTP) is used to send files from one system to
another under user command. Both text and binary files are accommodated, and the
protocol provides features for controlling user access. When a user wishes to engage
in file transfer, FTP sets up a TCP connection to the target system for the exchange of
control messages.This connection allows user ID and password to be transmitted and
allows the user to specify the file and file actions desired. Once a file transfer is
approved, a second TCP connection is set up for the data transfer. The file is
transferred over the data connection, without the overhead of any headers or control
information at the application level. When the transfer is complete, the control connection is used to signal the completion and to accept new file transfer commands.
TELNET provides a remote logon capability, which enables a user at a terminal or personal computer to logon to a remote computer and function as if directly
connected to that computer. The protocol was designed to work with simple scrollmode terminals. TELNET is actually implemented in two modules: User TELNET
interacts with the terminal I/O module to communicate with a local terminal. It converts the characteristics of real terminals to the network standard and vice versa.
Server TELNET interacts with an application, acting as a surrogate terminal handler so that remote terminals appear as local to the application. Terminal traffic
between User and Server TELNET is carried on a TCP connection.

2.6 MULTIMEDA
With the increasing availability of broadband access to the Internet has come an
increased interest in Web-based and Internet-based multimedia applications. The
terms multimedia and multimedia applications are used rather loosely in the literature and in commercial publications, and no single definition of the term multimedia
has been agreed (e.g., [JAIN94], [GRIM91], [PURC98], [PACK99]). For our purposes, the definitions in Table 2.2 provide a starting point.
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Table 2.2 Multimedia Terminology
Media
Refers to the form of information and includes text, still images, audio, and video.
Multimedia
Human-computer interaction involving text, graphics, voice and video. Multimedia also refers to storage
devices that are used to store multimedia content.
Streaming media
Refers to multimedia files, such as video clips and audio, that begin playing immediately or within seconds
after it is received by a computer from the Internet or Web. Thus, the media content is consumed as it is
delivered from the server rather than waiting until an entire file is downloaded.

One way to organize the concepts associated with multimedia is to look at a
taxonomy that captures a number of dimensions of this field. Figure 2.11 looks at
multimedia from the perspective of three different dimensions: type of media,
applications, and the technology required to support the applications.

Media Types
Typically, the term multimedia refers to four distinct types of media: text, audio,
graphics, and video.
From a communications perspective, the term text is self-explanatory, referring to
information that can be entered via a keyboard and is directly readable and printable.
Text messaging, instant messaging, and text (non-html) e-mail are common examples, as
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are chat rooms and message boards. However, the term often is used in the broader
sense of data that can be stored in files and databases and that does not fit into the other
three categories. For example, an organization’s database my contain files of numerical
data, in which the data are stored in a more compact form than printable characters.
The term audio generally encompasses two different ranges of sound. Voice, or
speech, refers to sounds that are produced by the human speech mechanism. Generally, a modest bandwidth (under 4 kHz) is required to transmit voice. Telephony and
related applications (e.g., voice mail, audio teleconferencing, telemarketing) are the
most common traditional applications of voice communications technology. A
broader frequency spectrum is needed to support music applications, including the
download of music files.
The image service supports the communication of individual pictures, charts, or
drawings. Image-based applications include facsimile, computer-aided design (CAD),
publishing, and medical imaging. Images can be represented in a vector graphics format, such as is used in drawing programs and PDF files. In a raster graphics format,
an image is represented as a two-dimensional array of spots, called pixels.4 The
compressed JPG format is derived from a raster graphics format.
The video service carries sequences of pictures in time. In essence, video
makes use of a sequence of raster-scan images.

Multimedia Applications
The Internet, until recently, has been dominated by information retrieval applications,
e-mail, and file transfer, plus Web interfaces that emphasized text and images. Increasingly, the Internet is being used for multimedia applications that involve massive
amounts of data for visualization and support of real-time interactivity. Streaming audio
and video are perhaps the best known of such applications. An example of an interactive application is a virtual training environment involving distributed simulations and
real-time user interaction [VIN98]. Some other examples are shown in Table 2.3.
[GONZ00] lists the following multimedia application domains:
• Multimedia information systems: Databases, information kiosks, hypertexts,
electronic books, and multimedia expert systems
• Multimedia communication systems: Computer-supported collaborative work,
videoconferencing, streaming media, and multimedia teleservices
• Multimedia entertainment systems: 3D computer games, multiplayer network
games, infotainment, and interactive audiovisual productions
• Multimedia business systems: Immersive electronic commerce, marketing,
multimedia presentations, video brochures, virtual shopping, and so on.
• Multimedia educational systems: Electronic books, flexible teaching materials,
simulation systems, automatic testing, distance learning, and so on.
One point worth noting is highlighted in Figure 2.11. Although traditionally
the term multimedia has connoted the simultaneous use of multiple media types
(e.g., video annotation of a text document), the term has also come to refer to
applications that require real-time processing or communication of video or audio
4

A pixel, or picture element, is the smallest element of a digital image that can be assigned a gray level.
Equivalently, a pixel is an individual dot in a dot-matrix representation of a picture.
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Table 2.3 Domains of Multimedia Systems and Example Applications
Domain

Example Application

Information management

Hypermedia, multimedia-capable databases, content-based retrieval

Entertainment

Computer games, digital video, audio (MP3)

Telecommunication

Videoconferencing, shared workspaces, virtual communities

Information publishing/delivery

Online training, electronic books, streaming media

alone. Thus, voice over IP (VoIP), streaming audio, and streaming video are considered multimedia applications even though each involves a single media type.

Elastic and Inelastic Traffic
Before discussing multimedia technologies, it will be useful to look at a key consideration, namely the type of network traffic generated by various media and applications.
Traffic on a network or internet can be divided into two broad categories: elastic and inelastic. A consideration of their differing requirements clarifies the need
for an enhanced internet architecture.
Elastic traffic can adjust, over wide ranges, to changes in delay and throughput across an internet and still meet the needs of its applications. This is the
traditional type of traffic supported on TCP/IP-based internets and is the type of
traffic for which internets were designed. With TCP, traffic on individual
connections adjusts to congestion by reducing the rate at which data are
presented to the network.
Elastic applications include common Internet-based applications, such as file
transfer, electronic mail, remote logon, network management, and Web access. But
there are differences among the requirements of these applications. For example,
• E-mail is generally quite insensitive to changes in delay.
• When file transfer is done online, as it frequently is, the user expects the delay
to be proportional to the file size and so is sensitive to changes in throughput.
• With network management, delay is generally not a serious concern. However,
if failures in an internet are the cause of congestion, then the need for network
management messages to get through with minimum delay increases with
increased congestion.
• Interactive applications, such as remote logon and Web access, are quite sensitive to delay.
So, even if we confine our attention to elastic traffic, an Internet service that
can allocate resources to traffic streams based on need, rather than just providing
equal allocation, is useful.
Inelastic traffic does not easily adapt, if at all, to changes in delay and throughput across an internet. The prime example is real-time traffic, such as voice and
video. The requirements for inelastic traffic may include the following:
• Throughput: A minimum throughput value may be required. Unlike most
elastic traffic, which can continue to deliver data with perhaps degraded service, many inelastic applications require a firm minimum throughput.
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• Delay: An example of a delay-sensitive application is stock trading; someone
who consistently receives later service will consistently act later, and with
greater disadvantage.
• Delay variation: The larger the allowable delay, the longer the real delay in
delivering the data and the greater the size of the delay buffer required at
receivers. Real-time interactive applications, such as teleconferencing, may
require a reasonable upper bound on delay variation.
• Packet loss: Real-time applications vary in the amount of packet loss, if any,
that they can sustain.
These requirements are difficult to meet in an environment with variable
queuing delays and congestion losses. Accordingly, inelastic traffic introduces two
new requirements into the internet architecture. First, some means is needed to give
preferential treatment to applications with more demanding requirements. Applications need to be able to state their requirements, either ahead of time in some sort of
service request function, or on the fly, by means of fields in the IP packet header. A
second requirement in supporting inelastic traffic in an internet architecture is that
elastic traffic must still be supported.

Multimedia Technologies
Figure 2.11 lists some of the technologies that are relevant to the support of
multimedia applications. As can be seen, a wide range of technologies is involved.
The lowest four items on the list are beyond the scope of this book. The other items
represent only a partial list of communications and networking technologies for
multimedia. These technologies and others are explored throughout the book. Here,
we give a brief comment on each area.
• Compression: Digitized video, and to a much lesser extent audio, can generate
an enormous amount of traffic on a network. A streaming application, which is
delivered to many users, magnifies the traffic. Accordingly, standards have
been developed for producing significant savings through compression. The
most notable such standards are JPG for still images and MPG for video.
Compression is examined in Part Six.
• Communications/networking: This broad category refers to the transmission
and networking technologies (e.g., SONET, ATM) that can support highvolume multimedia traffic.
• Protocols: A number of protocols are instrumental in supporting multimedia
traffic. One example is the Real-time Transport Protocol (RTP), which is
designed to support inelastic traffic. RTP uses buffering and discarding strategies to assure that real-time traffic is received by the end user in a smooth continuous stream. Another example is the Session Initiation Protocol (SIP), an
application-level control protocol for setting up, modifying, and terminating
real-time sessions between participants over an IP data network.
• Quality of service (QoS): The Internet and its underlying local area and wide
area networks must include a QoS capability to provide differing levels of service
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to different types of application traffic. A QoS capability can deal with priority,
delay constraints, delay variability constraints, and other similar requirements.
All of these matters are explored subsequently in this text.

2.7 RECOMMENDED READING AND WEB SITES
For the reader interested in greater detail on TCP/IP, there are two three-volume works that
are more than adequate. The works by Comer and Stevens have become classics and are
considered definitive [COME06, COME99, COME01]. The works by Stevens and Wright
are equally worthwhile and more detailed with respect to protocol operation [STEV94,
STEV96, WRIG95]. A more compact and very useful reference work is [RODR02], which
covers the spectrum of TCP/IP-related protocols in a technically concise but thorough fashion, including coverage of some protocols not found in the other two works.
[GREE80] is a good tutorial overview of the concept of a layered protocol architecture. Two early papers that provide good discussions of the design philosophy of the TCP/IP
protocol suite are [LEIN85] and [CLAR88].
Although somewhat dated, [FURH94] remains a good overview of multimedia topics.
[VOGE95] is a good introduction to QoS considerations for multimedia. [HELL01] is a
lengthy and worthwhile theoretical treatment of multimedia.

CLAR88 Clark, D. “The Design Philosophy of the DARPA Internet Protocols.” ACM
SIGCOMM Computer Communications Review, August 1988.
COME99 Comer, D., and Stevens, D. Internetworking with TCP/IP, Volume II: Design
Implementation, and Internals. Upper Saddle River, NJ: Prentice Hall, 1994.
COME01 Comer, D., and Stevens, D. Internetworking with TCP/IP, Volume III: ClientServer Programming and Applications. Upper Saddle River, NJ: Prentice Hall, 2001.
COME06 Comer, D. Internetworking with TCP/IP, Volume I: Principles, Protocols, and
Architecture. Upper Saddle River, NJ: Prentice Hall, 2006.
FURH94 Furht, B. “Multimedia Systems: An Overview.” IEEE Multimedia, Spring 1994.
GREE80 Green, P. “An Introduction to Network Architecture and Protocols.” IEEE
Transactions on Communications, April 1980.
HELL01 Heller, R., et al. “Using a Theoretical Multimedia Taxonomy Framework.”
ACM Journal of Educational Resources in Computing, Spring 2001.
LEIN85 Leiner, B.; Cole, R.; Postel, J.; and Mills, D. “The DARPA Internet Protocol
Suite.” IEEE Communications Magazine, March 1985.
RODR02 Rodriguez, A., et al. TCP/IP Tutorial and Technical Overview. Upper Saddle
River: NJ: Prentice Hall, 2002.
STEV94 Stevens, W. TCP/IP Illustrated, Volume 1: The Protocols. Reading, MA:
Addison-Wesley, 1994.
STEV96 Stevens, W. TCP/IP Illustrated, Volume 3: TCP for Transactions, HTTP, NNTP,
and the UNIX(R) Domain Protocol. Reading, MA: Addison-Wesley, 1996.
VOGE95 Vogel,A., et al.“Distributed Multimedia and QoS:A Survey.” IEEE Multimedia,
Summer 1995.
WRIG95 Wright, G., and Stevens, W. TCP/IP Illustrated, Volume 2: The Implementation.
Reading, MA: Addison-Wesley, 1995.
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Recommended Web sites:5
• TCP/IP Resources List: A useful collection of FAQs, tutorials, guides, Web sites, and
books about TCP/IP.

• Networking Links: Excellent collection of links related to TCP/IP.
• Bongo Project: Running IP over bongo drums. An excellent demonstration of the flexibility of a layered protocol architecture and a source of ideas for projects.

2.8 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
application layer
checksum
data link layer
elastic traffic
header
inelastic traffic
Internet
Internet Protocol (IP)
Internetworking
multimedia

network layer
Open Systems Interconnection (OSI)
peer layer
physical layer
port
presentation layer
protocol
protocol architecture
protocol data unit (PDU)

quality of service (QoS)
router
service access point (SAP)
session layer
subnetwork
Transmission Control Protocol
(TCP)
transport layer
User Datagram Protocol
(UDP)

Review Questions
2.1.
2.2.
2.3.
2.4.
2.5.
2.6.
2.7.
2.8.
2.9.
2.10.
2.11.

5

What is the major function of the network access layer?
What tasks are performed by the transport layer?
What is a protocol?
What is a protocol data unit (PDU)?
What is a protocol architecture?
What is TCP/IP?
What are some advantages to layering as seen in the TCP/IP architecture?
What is a router?
Which version of IP is the most prevalent today?
Does all traffic running on the Internet use TCP?
Compare the address space between IPv4 and IPv6. How many bits are used in
each?

Because URLs sometimes change, they are not included. For all of the Web sites listed in this and
subsequent chapters, the appropriate link is at this book’s Web site at williamstallings.com/DCC/
DCC8e.html.
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Figure 2.12

Architecture for Problem 2.1

Problems
2.1
2.2

2.3
2.4

2.5

2.6

Using the layer models in Figure 2.12, describe the ordering and delivery of a pizza,
indicating the interactions at each level.
a. The French and Chinese prime ministers need to come to an agreement by
telephone, but neither speaks the other’s language. Further, neither has on
hand a translator that can translate to the language of the other. However,
both prime ministers have English translators on their staffs. Draw a diagram
similar to Figure 2.12 to depict the situation, and describe the interaction and
each level.
b. Now suppose that the Chinese prime minister’s translator can translate only into
Japanese and that the French prime minister has a German translator available. A
translator between German and Japanese is available in Germany. Draw a new
diagram that reflects this arrangement and describe the hypothetical phone conversation.
List the major disadvantages with the layered approach to protocols.
Two blue armies are each poised on opposite hills preparing to attack a single red
army in the valley. The red army can defeat either of the blue armies separately but
will fail to defeat both blue armies if they attack simultaneously. The blue armies communicate via an unreliable communications system (a foot soldier). The commander
with one of the blue armies would like to attack at noon. His problem is this: If he
sends a message to the other blue army, ordering the attack, he cannot be sure it will
get through. He could ask for acknowledgment, but that might not get through. Is
there a protocol that the two blue armies can use to avoid defeat?
A broadcast network is one in which a transmission from any one attached station
is received by all other attached stations over a shared medium. Examples are a
bus-topology local area network, such as Ethernet, and a wireless radio network.
Discuss the need or lack of need for a network layer (OSI layer 3) in a broadcast
network.
In Figure 2.2, exactly one protocol data unit (PDU) in layer N is encapsulated in a
PDU at layer (N – 1). It is also possible to break one N-level PDU into multiple
(N – 1)-level PDUs (segmentation) or to group multiple N-level PDUs into one
(N – 1)-level PDU (blocking).
a. In the case of segmentation, is it necessary that each (N – 1)-level segment contain
a copy of the N-level header?
b. In the case of blocking, is it necessary that each N-level PDU retain its own
header, or can the data be consolidated into a single N-level PDU with a single
N-level header?
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2.7

2.8
2.9
2.10
2.11

A TCP segment consisting of 1500 bits of data and 160 bits of header is sent to the IP
layer, which appends another 160 bits of header. This is then transmitted through two
networks, each of which uses a 24-bit packet header. The destination network has a
maximum packet size of 800 bits. How many bits, including headers, are delivered to
the network layer protocol at the destination?
Why is UDP needed? Why can’t a user program directly access IP?
IP, TCP, and UDP all discard a packet that arrives with a checksum error and do not
attempt to notify the source. Why?
Why does the TCP header have a header length field while the UDP header does
not?
The previous version of the TFTP specification, RFC 783, included the following
statement:
All packets other than those used for termination are acknowledged
individually unless a timeout occurs.
The RFC 1350 specification revises this to say:
All packets other than duplicate ACK’s and those used for termination
are acknowledged unless a timeout occurs.
The change was made to fix a problem referred to as the “Sorcerer’s Apprentice.”
Deduce and explain the problem.

2.12
2.13

2.14

2.15

2.16
2.17

2.18

2.19

Note:

What is the limiting factor in the time required to transfer a file using TFTP?
A user on a UNIX host wants to transfer a 4000-byte text file to a Microsoft Windows
host. In order to do this, he transfers the file by means of TFTP, using the netascii transfer mode. Even though the transfer was reported as being performed successfully, the
Windows host reports the resulting file size is 4050 bytes, rather than the original 4000
bytes. Does this difference in the file sizes imply an error in the data transfer? Why or
why not?
The TFTP specification (RFC 1350) states that the transfer identifiers (TIDs) chosen
for a connection should be randomly chosen, so that the probability that the same
number is chosen twice in immediate succession is very low. What would be the problem of using the same TIDs twice in immediate succession?
In order to be able retransmit lost packets, TFTP must keep a copy of the data it
sends. How many packets of data must TFTP keep at a time to implement this
retransmission mechanism?
TFTP, like most protocols, will never send an error packet in response to an error
packet it receives. Why?
We have seen that in order to deal with lost packets, TFTP implements a timeout-andretransmit scheme, by setting a retransmission timer when it transmits a packet to the
remote host. Most TFTP implementations set this timer to a fixed value of about
5 seconds. Discuss the advantages and the disadvantages of using a fixed value for the
retransmission timer.
TFTP’s timeout-and-retransmission scheme implies that all data packets will eventually be received by the destination host. Will these data also be received uncorrupted?
Why or why not?
This chapter mentions the use of Frame Relay as a specific protocol or system used to
connect to a wide area network. Each organization will have a certain collection of
services available (like Frame Relay) but this is dependent upon provider provisioning, cost and customer premises equipment. What are some of the services available
to you in your area?
The following problem concern materials in Appendix H.
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Based on the principles enunciated in Table H.1,
a. Design an architecture with eight layers and make a case for it.
b. Design one with six layers and make a case for that.

APPENDIX 2A THE TRIVIAL FILE TRANSFER PROTOCOL
This appendix provides an overview of the Internet standard Trivial File Transfer Protocol
(TFTP), defined in RFC 1350. Our purpose is to give the reader some flavor for the elements
of a protocol. TFTP is simple enough to provide a concise example, but includes most of the
significant elements found in other, more complex, protocols.

Introduction to TFTP
TFTP is far simpler than the Internet standard FTP (RFC 959). There are no provisions for
access control or user identification, so TFTP is only suitable for public access file directories.
Because of its simplicity, TFTP is easily and compactly implemented. For example, some diskless devices use TFTP to download their firmware at boot time.
TFTP runs on top of UDP. The TFTP entity that initiates the transfer does so by
sending a read or write request in a UDP segment with a destination port of 69 to the target system. This port is recognized by the target UDP module as the identifier of the TFTP
module. For the duration of the transfer, each side uses a transfer identifier (TID) as its
port number.

TFTP Packets
TFTP entities exchange commands, responses, and file data in the form of packets, each of which
is carried in the body of a UDP segment. TFTP supports five types of packets (Figure 2.13); the
first two bytes contains an opcode that identifies the packet type:

RRQ and
WRQ packets

Data packet

ACK packet

Error packet

Figure 2.13
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TFTP Packet Formats
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Table 2.4 TFTP Error Codes
Value

Meaning

0

Not defined, see error message (if any)

1

File not found

2

Access violation

3

Disk full or allocation exceeded

4

Illegal TFTP operation

5

Unknown transfer ID

6

File already exists

7

No such user

• RRQ: The read request packet requests permission to transfer a file from the other system.The packet includes a file name, which is a sequence of ASCII6 bytes terminated by
a zero byte. The zero byte is the means by which the receiving TFTP entity knows
when the file name is terminated. The packet also includes a mode field, which
indicates whether the data file is to be interpreted as a string of ASCII bytes (netascii
mode) or as raw 8-bit bytes (octet mode) of data. In netascii mode, the file is transferred as lines of characters, each terminated by a carriage return, line feed. Each system must translate between its own format for character files and the TFTP format.
• WRQ: The write request packet requests permission to transfer a file to the other
system.
• Data: The block numbers on data packets begin with one and increase by one for each
new block of data. This convention enables the program to use a single number to discriminate between new packets and duplicates. The data field is from zero to 512 bytes
long. If it is 512 bytes long, the block is not the last block of data; if it is from zero to
511 bytes long, it signals the end of the transfer.
• ACK: This packet is used to acknowledge receipt of a data packet or a WRQ packet.
An ACK of a data packet contains the block number of the data packet being acknowledged. An ACK of a WRQ contains a block number of zero.
• Error: An error packet can be the acknowledgment of any other type of packet. The
error code is an integer indicating the nature of the error (Table 2.4). The error message
is intended for human consumption and should be in ASCII. Like all other strings, it is
terminated with a zero byte.
All packets other than duplicate ACKs (explained subsequently) and those used for termination are to be acknowledged.Any packet can be acknowledged by an error packet. If there
are no errors, then the following conventions apply. A WRQ or a data packet is acknowledged
by an ACK packet. When a RRQ is sent, the other side responds (in the absence of error) by
beginning to transfer the file; thus, the first data block serves as an acknowledgment of the
RRQ packet. Unless a file transfer is complete, each ACK packet from one side is followed by
a data packet from the other, so that the data packet functions as an acknowledgment.An error
packet can be acknowledged by any other kind of packet, depending on the circumstance.
6

ASCII is the American Standard Code for Information Interchange, a standard of the American
National Standards Institute. It designates a unique 7-bit pattern for each letter, with an eighth bit
used for parity. ASCII is equivalent to the International Reference Alphabet (IRA), defined in ITU-T
Recommendation T.50. See Appendix E for a discussion.
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UDP
header
TFTP
header

TFTP Data

A TFTP Packet in Context

Figure 2.14 shows a TFTP data packet in context. When such a packet is handed down
to UDP, UDP adds a header to form a UDP segment. This is then passed to IP, which adds an
IP header to form an IP datagram.

Overview of a Transfer
The example illustrated in Figure 2.15 is of a simple file transfer operation from A to B. No
errors occur and the details of the option specification are not explored.
The operation begins when the TFTP module in system A sends a write request
(WRQ) to the TFTP module in system B. The WRQ packet is carried as the body
of a UDP segment. The write request includes the name of the file (in this case, XXX)
and a mode of octet, or raw data. In the UDP header, the destination port number is 69,
which alerts the receiving UDP entity that this message is intended for the TFTP application. The source port number is a TID selected by A, in this case 1511. System B is
prepared to accept the file and so responds with an ACK with a block number of 0. In the
UDP header, the destination port is 1511, which enables the UDP entity at A to route
the incoming packet to the TFTP module, which can match this TID with the
TID in the WRQ. The source port is a TID selected by B for this file transfer, in this
case 1660.
Following this initial exchange, the file transfer proceeds. The transfer consists of one or
more data packets from A, each of which is acknowledged by B. The final data packet contains less than 512 bytes of data, which signals the end of the transfer.
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Figure 2.15 Example TFTP Operation

Errors and Delays
If TFTP operates over a network or internet (as opposed to a direct data link), it is possible
for packets to be lost. Because TFTP operates over UDP, which does not provide a reliable
delivery service, there needs to be some mechanism in TFTP to deal with lost packets. TFTP
uses the common technique of a timeout mechanism. Suppose that A sends a packet to B that
requires an acknowledgment (i.e., any packet other than duplicate ACKs and those used for
termination). When A has transmitted the packet, it starts a timer. If the timer expires before
the acknowledgment is received from B, A retransmits the same packet. If in fact the original
packet was lost, then the retransmission will be the first copy of this packet received by B. If
the original packet was not lost but the acknowledgment from B was lost, then B will receive
two copies of the same packet from A and simply acknowledges both copies. Because of the
use of block numbers, this causes no confusion. The only exception to this rule is for duplicate
ACK packets. The second ACK is ignored.
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Syntax, Semantics, and Timing
In Section 2.1, it was mentioned that the key features of a protocol can be classified as syntax,
semantics, and timing. These categories are easily seen in TFTP. The formats of the various
TFTP packets form the syntax of the protocol. The semantics of the protocol are shown in the
definitions of each of the packet types and the error codes. Finally, the sequence in which
packets are exchanged, the use of block numbers, and the use of timers are all aspects of the
timing of TFTP.

PART TWO
Data Communications

P

art Two deals with the transfer of data between two devices that are directly
connected; that is, the two devices are linked by a single transmission path
rather than a network. Even this simple context introduces numerous technical and design issues. First, we need to understand something about the process
of transmitting signals across a communications link. Both analog and digital
transmission techniques are used. In both cases, the signal can be described as
consisting of a spectrum of components across a range of electromagnetic frequencies. The transmission properties of the signal depend on which frequencies
are involved. Also, the types of impairments, such as attenuation, that a signal suffers are dependent on frequency. A separate concern is the transmission medium
used to transmit signals, which is a factor in determining what performance can be
achieved, in terms of data rate and distance. Closely tied to considerations of the
signal and the medium is the way in which data are encoded on the signal. Again,
the encoding technique is a factor in transmission performance.
Beyond the fundamental concepts of signal, medium, and encoding, Part Two
deals with two other important aspects of data communications: reliability and
efficiency. In any communications scheme, there will be a certain rate of errors
suffered during transmission. A data link control protocol provides mechanisms
for detecting and recovering from such errors, so that a potentially unreliable
transmission path is turned into a reliable data communications link. Finally,
if the capacity of the link is greater than the requirements for a single
transmission, then a variety of multiplexing techniques can be used to provide
for efficient use of the medium.

ROAD MAP FOR PART TWO
Chapter 3 Data Transmission
The principles of data transmission underlie all of the concepts and
techniques presented in this book.To understand the need for encoding, multiplexing, switching, error control, and so on, the reader should understand
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the behavior of data signals propagated through a transmission medium.
Chapter 3 discusses the distinction between digital and analog data and
digital and analog transmission. Concepts of attenuation and noise are also
examined.

Chapter 4 Transmission Media
Transmission media can be classified as either guided or wireless. The
most commonly used guided transmission media are twisted pair, coaxial
cable, and optical fiber. Wireless techniques include terrestrial and
satellite microwave, broadcast radio, and infrared. Chapter 4 covers all of
these topics.

Chapter 5 Signal Encoding Techniques
Data come in both analog (continuous) and digital (discrete) form. For
transmission, input data must be encoded as an electrical signal that is
tailored to the characteristics of the transmission medium. Both analog and
digital data can be represented by either analog or digital signals; each of
the four cases is discussed in Chapter 5.

Chapter 6 Digital Data Communication Techniques
In Chapter 6, the emphasis shifts from data transmission to data communications. For two devices linked by a transmission medium to exchange
digital data, a high degree of cooperation is required. Typically, data are
transmitted one bit at a time over the medium. The timing (rate, duration,
spacing) of these bits must be the same for transmitter and receiver. Two
common communication techniques—asynchronous and synchronous—
are explored. Following this, the chapter examines the topics of transmission errors and error detection and correction techniques.

Chapter 7 Data Link Control Protocols
True cooperative exchange of digital data between two devices requires
some form of data link control. Chapter 7 examines the fundamental techniques common to all data link control protocols, including flow control
and error control, and then examines the most commonly used protocol,
HDLC.

Chapter 8 Multiplexing
Transmission facilities are, by and large, expensive. It is often the case that
two communication stations will not utilize the full capacity of a data link.
For efficiency, it should be possible to share that capacity. The generic
term for such sharing is multiplexing.
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Chapter 8 concentrates on the three most common types of multiplexing
techniques. The first, frequency division multiplexing (FDM), is the most
widespread and is familiar to anyone who has ever used a radio or television set. The second is a particular case of time division multiplexing
(TDM), often known as synchronous TDM. This is commonly used for
multiplexing digitized voice streams. The third type is another form of
TDM that is more complex but potentially more efficient than synchronous TDM; it is referred to as statistical or asynchronous TDM.

Chapter 9 Spread Spectrum
An increasingly popular form of wireless communications is known as
spread spectrum. Two general approaches are used: frequency hopping
and direct sequence spread spectrum. Chapter 9 provides an overview of
both techniques. The chapter also looks at the concept of code division
multiple access (CDMA), which is an application of spread spectrum to
provide multiple access.
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Toto, I’ve got a feeling we’re not in Kansas anymore.
Judy Garland in The Wizard of Oz

KEY POINTS
•

•

•

•

All of the forms of information that are discussed in this book (voice,
data, image, video) can be represented by electromagnetic signals.
Depending on the transmission medium and the communications
environment, either analog or digital signals can be used to convey
information.
Any electromagnetic signal, analog or digital, is made up of a number
of constituent frequencies. A key parameter that characterizes the signal is bandwidth, which is the width of the range of frequencies that
comprises the signal. In general, the greater the bandwidth of the signal, the greater its information-carrying capacity.
A major problem in designing a communications facility is transmission impairment. The most significant impairments are attenuation,
attenuation distortion, delay distortion, and the various types of noise.
The various forms of noise include thermal noise, intermodulation
noise, crosstalk, and impulse noise. For analog signals, transmission
impairments introduce random effects that degrade the quality of the
received information and may affect intelligibility. For digital signals,
transmission impairments may cause bit errors at the receiver.
The designer of a communications facility must deal with four factors:
the bandwidth of the signal, the data rate that is used for digital
information, the amount of noise and other impairments, and the level
of error rate that is acceptable. The bandwidth is limited by the
transmission medium and the desire to avoid interference with other
nearby signals. Because bandwidth is a scarce resource, we would like
to maximize the data rate that is achieved in a given bandwidth. The
data rate is limited by the bandwidth, the presence of impairments,
and the error rate that is acceptable.

The successful transmission of data depends principally on two factors: the quality of the signal being transmitted and the characteristics of the transmission
medium. The objective of this chapter and the next is to provide the reader with
an intuitive feeling for the nature of these two factors.
The first section presents some concepts and terms from the field of electrical
engineering. This should provide sufficient background to deal with the remainder
of the chapter. Section 3.2 clarifies the use of the terms analog and digital. Either
analog or digital data may be transmitted using either analog or digital signals. Furthermore, it is common for intermediate processing to be performed between
source and destination, and this processing has either an analog or digital character.
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Section 3.3 looks at the various impairments that may introduce errors into
the data during transmission. The chief impairments are attenuation, attenuation
distortion, delay distortion, and the various forms of noise. Finally, we look at the
important concept of channel capacity.

3.1 CONCEPTS AND TERMINOLOGY
In this section we introduce some concepts and terms that will be referred to
throughout the rest of the chapter and, indeed, throughout Part Two.

Transmission Terminology
Data transmission occurs between transmitter and receiver over some transmission
medium. Transmission media may be classified as guided or unguided. In both cases,
communication is in the form of electromagnetic waves. With guided media, the
waves are guided along a physical path; examples of guided media are twisted pair,
coaxial cable, and optical fiber. Unguided media, also called wireless, provide a
means for transmitting electromagnetic waves but do not guide them; examples are
propagation through air, vacuum, and seawater.
The term direct link is used to refer to the transmission path between two
devices in which signals propagate directly from transmitter to receiver with no
intermediate devices, other than amplifiers or repeaters used to increase signal
strength. Note that this term can apply to both guided and unguided media.
A guided transmission medium is point to point if it provides a direct link
between two devices and those are the only two devices sharing the medium. In a
multipoint guided configuration, more than two devices share the same medium.
A transmission may be simplex, half duplex, or full duplex. In simplex transmission, signals are transmitted in only one direction; one station is transmitter and
the other is receiver. In half-duplex operation, both stations may transmit, but only
one at a time. In full-duplex operation, both stations may transmit simultaneously. In
the latter case, the medium is carrying signals in both directions at the same time.
How this can be is explained in due course. We should note that the definitions just
given are the ones in common use in the United States (ANSI definitions). Elsewhere (ITU-T definitions), the term simplex is used to correspond to half duplex as
defined previously, and duplex is used to correspond to full duplex as just defined.

Frequency, Spectrum, and Bandwidth
In this book, we are concerned with electromagnetic signals used as a means to
transmit data. At point 3 in Figure 1.3, a signal is generated by the transmitter and
transmitted over a medium. The signal is a function of time, but it can also be
expressed as a function of frequency; that is, the signal consists of components of different frequencies. It turns out that the frequency domain view of a signal is more
important to an understanding of data transmission than a time domain view. Both
views are introduced here.

Time Domain Concepts Viewed as a function of time, an electromagnetic signal
can be either analog or digital. An analog signal is one in which the signal intensity
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Amplitude
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Time
(a) Analog
Amplitude
(volts)

Time
(b) Digital

Figure 3.1

Analog and Digital Waveforms

varies in a smooth fashion over time. In other words, there are no breaks or discontinuities in the signal.1 A digital signal is one in which the signal intensity maintains a
constant level for some period of time and then abruptly changes to another constant
level.2 Figure 3.1 shows an example of each kind of signal.The continuous signal might
represent speech, and the discrete signal might represent binary 1s and 0s.
The simplest sort of signal is a periodic signal, in which the same signal pattern
repeats over time. Figure 3.2 shows an example of a periodic continuous signal (sine
wave) and a periodic discrete signal (square wave). Mathematically, a signal s(t) is
defined to be periodic if and only if
s1t + T2 = s1t2

-q 6 t 6 +q

where the constant T is the period of the signal (T is the smallest value that satisfies
the equation). Otherwise, a signal is aperiodic.
The sine wave is the fundamental periodic signal. A general sine wave can be
represented by three parameters: peak amplitude (A), frequency (f ), and phase 1f2.
The peak amplitude is the maximum value or strength of the signal over time;
typically, this value is measured in volts. The frequency is the rate [in cycles per
A mathematical definition: a signal s(t) is continuous if lim s1t2 = s1a2 for all a.
t:a
This is an idealized definition. In fact, the transition from one voltage level to another will not be instantaneous, but there will be a small transition period. Nevertheless, an actual digital signal approximates
closely the ideal model of constant voltage levels with instantaneous transitions.
1
2
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(a) Sine wave

Amplitude (volts)
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0

Time

A
Period  T  1/f
(b) Square wave

Figure 3.2

Examples of Periodic Signals

second, or Hertz (Hz)] at which the signal repeats. An equivalent parameter is the
period (T) of a signal, which is the amount of time it takes for one repetition; therefore, T = 1/f. Phase is a measure of the relative position in time within a single
period of a signal, as is illustrated subsequently. More formally, for a periodic signal
f(t), phase is the fractional part t/T of the period T through which t has advanced relative to an arbitrary origin. The origin is usually taken as the last previous passage
through zero from the negative to the positive direction.
The general sine wave can be written
s1t2 = A sin12pft + f2
A function with the form of the preceding equation is known as a sinusoid.
Figure 3.3 shows the effect of varying each of the three parameters. In part (a) of the
figure, the frequency is 1 Hz; thus the period is T = 1 second. Part (b) has the same
frequency and phase but a peak amplitude of 0.5. In part (c) we have f = 2, which
is equivalent to T = 0.5. Finally, part (d) shows the effect of a phase shift of p/4
radians, which is 45 degrees 12p radians = 360° = 1 period2.
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In Figure 3.3, the horizontal axis is time; the graphs display the value of a signal at a given point in space as a function of time. These same graphs, with a change
of scale, can apply with horizontal axes in space. In this case, the graphs display the
value of a signal at a given point in time as a function of distance. For example, for a
sinusoidal transmission (e.g., an electromagnetic radio wave some distance from a
radio antenna, or sound some distance from a loudspeaker), at a particular instant
of time, the intensity of the signal varies in a sinusoidal way as a function of distance
from the source.
There is a simple relationship between the two sine waves, one in time and one
in space. The wavelength 1l2 of a signal is the distance occupied by a single cycle, or,
put another way, the distance between two points of corresponding phase of two
consecutive cycles. Assume that the signal is traveling with a velocity v. Then the
wavelength is related to the period as follows: l = vT. Equivalently, lf = v. Of
particular relevance to this discussion is the case where v = c, the speed of light in
free space, which is approximately 3 * 108 m/s.

Frequency Domain Concepts In practice, an electromagnetic signal will be
made up of many frequencies. For example, the signal
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s1t2 = [4/p2 * 1sin12pft2 + 11/32sin12p13f2t2]
is shown in Figure 3.4c. The components of this signal are just sine waves of frequencies f and 3f; parts (a) and (b) of the figure show these individual components.3 There
are two interesting points that can be made about this figure:
1.0
0.5
0.0
0.5
1.0
0.0T

0.5T

1.0T
(a) sin(2pft)

1.5T

2.0T

0.0T

0.5T

1.0T
(b) (1/3) sin(2p(3f) t)

1.5T

2.0T

0.0T

0.5T

1.0T
1.5T
(c) (4/p) [sin(2pft) + (1/3)sin(2p(3f) t)]

2.0T

1.0
0.5
0.0
0.5
1.0

1.0
0.5
0.0
0.5
1.0

Figure 3.4
3

Addition of Frequency Components 1T  1/f2

The scaling factor of 4/p is used to produce a wave whose peak amplitude is close to 1.
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• The second frequency is an integer multiple of the first frequency. When all of
the frequency components of a signal are integer multiples of one frequency,
the latter frequency is referred to as the fundamental frequency.
• The period of the total signal is equal to the period of the fundamental
frequency. The period of the component sin 12pft2 is T = 1/f, and the period
of s(t) is also T, as can be seen from Figure 3.4c.
It can be shown, using a discipline known as Fourier analysis, that any signal is
made up of components at various frequencies, in which each component is a sinusoid. By adding together enough sinusoidal signals, each with the appropriate amplitude, frequency, and phase, any electromagnetic signal can be constructed. Put
another way, any electromagnetic signal can be shown to consist of a collection of
periodic analog signals (sine waves) at different amplitudes, frequencies, and phases.
The importance of being able to look at a signal from the frequency perspective
(frequency domain) rather than a time perspective (time domain) should become
clear as the discussion proceeds. For the interested reader, the subject of Fourier
analysis is introduced in Appendix A.
So we can say that for each signal, there is a time domain function s(t) that specifies the amplitude of the signal at each instant in time. Similarly, there is a frequency
domain function S(f) that specifies the peak amplitude of the constituent frequencies of
the signal. Figure 3.5a shows the frequency domain function for the signal of Figure 3.4c.
Note that, in this case, S(f) is discrete. Figure 3.5b shows the frequency domain function
for a single square pulse that has the value 1 between -X/2 and X/2, and is 0 elsewhere.4
Note that in this case S(f) is continuous and that it has nonzero values indefinitely,
although the magnitude of the frequency components rapidly shrinks for larger f.
These characteristics are common for real signals.
The spectrum of a signal is the range of frequencies that it contains. For the
signal of Figure 3.4c, the spectrum extends from f to 3f. The absolute bandwidth
of a signal is the width of the spectrum. In the case of Figure 3.4c, the bandwidth
is 2f. Many signals, such as that of Figure 3.5b, have an infinite bandwidth.
However, most of the energy in the signal is contained in a relatively narrow
band of frequencies. This band is referred to as the effective bandwidth, or just
bandwidth.
One final term to define is dc component. If a signal includes a component of
zero frequency, that component is a direct current (dc) or constant component. For
example, Figure 3.6 shows the result of adding a dc component to the signal of
Figure 3.4c. With no dc component, a signal has an average amplitude of zero, as
seen in the time domain. With a dc component, it has a frequency term at f = 0 and
a nonzero average amplitude.

Relationship between Data Rate and Bandwidth We have said that effective bandwidth is the band within which most of the signal energy is concentrated. The
meaning of the term most in this context is somewhat arbitrary. The important issue

4
In fact, the function S(f ) for this case is symmetric around f = 0 and so has values for negative frequencies. The presence of negative frequencies is a mathematical artifact whose explanation is beyond
the scope of this book.
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Frequency Domain Representations

here is that, although a given waveform may contain frequencies over a very broad
range, as a practical matter any transmission system (transmitter plus medium plus
receiver) will be able to accommodate only a limited band of frequencies. This, in turn,
limits the data rate that can be carried on the transmission medium.
To try to explain these relationships, consider the square wave of Figure 3.2b.
Suppose that we let a positive pulse represent binary 0 and a negative pulse represent binary 1. Then the waveform represents the binary stream 0101. . . . The duration of each pulse is 1/(2f); thus the data rate is 2f bits per second (bps). What are the
frequency components of this signal? To answer this question, consider again
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Figure 3.4. By adding together sine waves at frequencies f and 3f, we get a waveform
that begins to resemble the original square wave. Let us continue this process by
adding a sine wave of frequency 5f, as shown in Figure 3.7a, and then adding a sine
wave of frequency 7f, as shown in Figure 3.7b. As we add additional odd multiples of
f, suitably scaled, the resulting waveform approaches that of a square wave more
and more closely.
Indeed, it can be shown that the frequency components of the square wave
with amplitudes A and -A can be expressed as follows:
s1t2 = A *

4
*
p

q

a

k odd,k = 1

sin12pkft2
k

Thus, this waveform has an infinite number of frequency components and hence an
infinite bandwidth. However, the peak amplitude of the kth frequency component,
kf, is only 1/k, so most of the energy in this waveform is in the first few frequency
components. What happens if we limit the bandwidth to just the first three frequency components? We have already seen the answer, in Figure 3.7a. As we can
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see, the shape of the resulting waveform is reasonably close to that of the original
square wave.
We can use Figures 3.4 and 3.7 to illustrate the relationship between data rate
and bandwidth. Suppose that we are using a digital transmission system that is capable of transmitting signals with a bandwidth of 4 MHz. Let us attempt to transmit a
sequence of alternating 1s and 0s as the square wave of Figure 3.7c. What data rate
can be achieved? We look at three cases.
Case I. Let us approximate our square wave with the waveform of Figure 3.7a.
Although this waveform is a “distorted” square wave, it is sufficiently close to the
square wave that a receiver should be able to discriminate between a binary 0
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and a binary 1. If we let f = 106 cycles/second = 1 MHz, then the bandwidth of
the signal
s1t2 =

4
*
p

csin112p * 1062t2 +

1
1
sin112p * 3 * 1062t2 + sin112p * 5 * 1062t2 d
3
5

is 15 * 1062 - 106 = 4 MHz. Note that for f = 1 MHz, the period of the
fundamental frequency is T = 1/106 = 10-6 = 1 ms. If we treat this waveform as
a bit string of 1s and 0s, one bit occurs every 0.5 ms, for a data rate of
2 * 106 = 2 Mbps. Thus, for a bandwidth of 4 MHz, a data rate of 2 Mbps is
achieved.
Case II. Now suppose that we have a bandwidth of 8 MHz. Let us look again at
Figure 3.7a, but now with f = 2 MHz. Using the same line of reasoning as
before, the bandwidth of the signal is 15 * 2 * 1062 - 12 * 1062 = 8 MHz.
But in this case T = 1/f = 0.5 ms. As a result, one bit occurs every 0.25 ms for a
data rate of 4 Mbps. Thus, other things being equal, by doubling the bandwidth,
we double the potential data rate.
Case III. Now suppose that the waveform of Figure 3.4c is considered adequate
for approximating a square wave. That is, the difference between a positive and
negative pulse in Figure 3.4c is sufficiently distinct that the waveform can be successfully used to represent a sequence of 1s and 0s. Assume as in Case II that
f = 2 MHz and T = 1/f = 0.5 ms, so that one bit occurs every 0.25 ms for a
data rate of 4 Mbps. Using the waveform of Figure 3.4c, the bandwidth of the signal is 13 * 2 * 1062 - 12 * 1062 = 4 MHz. Thus, a given bandwidth can support various data rates depending on the ability of the receiver to discern the
difference between 0 and 1 in the presence of noise and other impairments.
To summarize,
• Case I: Bandwidth = 4 MHz; data rate = 2 Mbps
• Case II: Bandwidth = 8 MHz; data rate = 4 Mbps
• Case III: Bandwidth = 4 MHz; data rate = 4 Mbps
We can draw the following conclusions from the preceding discussion. In general,
any digital waveform will have infinite bandwidth. If we attempt to transmit this waveform as a signal over any medium, the transmission system will limit the bandwidth that
can be transmitted. Furthermore, for any given medium, the greater the bandwidth
transmitted, the greater the cost.Thus, on the one hand, economic and practical reasons
dictate that digital information be approximated by a signal of limited bandwidth. On
the other hand, limiting the bandwidth creates distortions, which makes the task of
interpreting the received signal more difficult. The more limited the bandwidth, the
greater the distortion, and the greater the potential for error by the receiver.
One more illustration should serve to reinforce these concepts. Figure 3.8
shows a digital bit stream with a data rate of 2000 bits per second. With a bandwidth
of 2500 Hz, or even 1700 Hz, the representation is quite good. Furthermore, we can
generalize these results. If the data rate of the digital signal is W bps, then a very
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Figure 3.8 Effect of Bandwidth on a Digital Signal

good representation can be achieved with a bandwidth of 2W Hz. However, unless
noise is very severe, the bit pattern can be recovered with less bandwidth than this
(see the discussion of channel capacity in Section 3.4).
Thus, there is a direct relationship between data rate and bandwidth: The
higher the data rate of a signal, the greater is its required effective bandwidth.
Looked at the other way, the greater the bandwidth of a transmission system, the
higher is the data rate that can be transmitted over that system.
Another observation worth making is this: If we think of the bandwidth of a
signal as being centered about some frequency, referred to as the center frequency,
then the higher the center frequency, the higher the potential bandwidth and therefore the higher the potential data rate. For example, if a signal is centered at 2 MHz,
its maximum potential bandwidth is 4 MHz.
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We return to a discussion of the relationship between bandwidth and data rate
in Section 3.4, after a consideration of transmission impairments.

3.2 ANALOG AND DIGITAL DATA TRANSMISSION
The terms analog and digital correspond, roughly, to continuous and discrete,
respectively. These two terms are used frequently in data communications in at least
three contexts: data, signaling, and transmission.
Briefly, we define data as entities that convey meaning, or information. Signals
are electric or electromagnetic representations of data. Signaling is the physical
propagation of the signal along a suitable medium. Transmission is the communication of data by the propagation and processing of signals. In what follows, we try to
make these abstract concepts clear by discussing the terms analog and digital as
applied to data, signals, and transmission.

Analog and Digital Data
The concepts of analog and digital data are simple enough. Analog data take on
continuous values in some interval. For example, voice and video are continuously
varying patterns of intensity. Most data collected by sensors, such as temperature
and pressure, are continuous valued. Digital data take on discrete values; examples
are text and integers.
The most familiar example of analog data is audio, which, in the form of
acoustic sound waves, can be perceived directly by human beings. Figure 3.9 shows
the acoustic spectrum for human speech and for music.5 Frequency components of
typical speech may be found between approximately 100 Hz and 7 kHz. Although
much of the energy in speech is concentrated at the lower frequencies, tests have
shown that frequencies below 600 or 700 Hz add very little to the intelligibility of
speech to the human ear. Typical speech has a dynamic range of about 25 dB;6 that
is, the power produced by the loudest shout may be as much as 300 times greater
than the least whisper. Figure 3.9 also shows the acoustic spectrum and dynamic
range for music.
Another common example of analog data is video. Here it is easier to characterize the data in terms of the TV screen (destination) rather than the original
scene (source) recorded by the TV camera. To produce a picture on the screen, an
electron beam scans across the surface of the screen from left to right and top to
bottom. For black-and-white television, the amount of illumination produced (on a
scale from black to white) at any point is proportional to the intensity of the beam
as it passes that point. Thus at any instant in time the beam takes on an analog value
of intensity to produce the desired brightness at that point on the screen. Further, as

5

Note the use of a log scale for the x-axis. Because the y-axis is in units of decibels, it is effectively a log
scale also. A basic review of log scales is in the math refresher document at the Computer Science
Student Resource Site at WilliamStallings.com/StudentSupport.html.
6
The concept of decibels is explained in Appendix 3A.

3.2 / ANALOG AND DIGITAL DATA TRANSMISSION

79

Upper limit
of FM radio
Upper limit
of AM radio
Telephone channel

Power ratio in decibels

0

Music

20

40

Approximate
dynamic range
of voice

Approximate
dynamic range
of music

Speech
30 dB

Noise
60

10 Hz

Figure 3.9

100 Hz

1 kHz
Frequency

10 kHz

100 kHz

Acoustic Spectrum of Speech and Music [CARN99a]

the beam scans, the analog value changes. Thus the video image can be thought of as
a time-varying analog signal.
Figure 3.10 depicts the scanning process. At the end of each scan line, the beam
is swept rapidly back to the left (horizontal retrace). When the beam reaches the
bottom, it is swept rapidly back to the top (vertical retrace). The beam is turned off
(blanked out) during the retrace intervals.
To achieve adequate resolution, the beam produces a total of 483 horizontal
lines at a rate of 30 complete scans of the screen per second. Tests have shown
that this rate will produce a sensation of flicker rather than smooth motion. To
provide a flicker-free image without increasing the bandwidth requirement, a
technique known as interlacing is used. As Figure 3.10 shows, the odd numbered
scan lines and the even numbered scan lines are scanned separately, with odd and
even fields alternating on successive scans. The odd field is the scan from A to B
and the even field is the scan from C to D. The beam reaches the middle of the
screen’s lowest line after 241.5 lines. At this point, the beam is quickly repositioned at the top of the screen and recommences in the middle of the screen’s
topmost visible line to produce an additional 241.5 lines interlaced with the original set. Thus the screen is refreshed 60 times per second rather than 30, and
flicker is avoided.
A familiar example of digital data is text or character strings. While textual
data are most convenient for human beings, they cannot, in character form, be easily
stored or transmitted by data processing and communications systems. Such systems
are designed for binary data. Thus a number of codes have been devised by which
characters are represented by a sequence of bits. Perhaps the earliest common
example of this is the Morse code. Today, the most commonly used text code is the

80

CHAPTER 3 / DATA TRANSMISSION
Screen

C

Scan line

A

Horizontal
retrace

C

A

Vertical
retrace

D
(a) Even field only

B

C

D
(b) Odd field only

B

A

D
(c) Odd and even fields

B

Figure 3.10 Video Interlaced Scanning

International Reference Alphabet (IRA).7 Each character in this code is represented by a unique 7-bit pattern; thus 128 different characters can be represented.
This is a larger number than is necessary, and some of the patterns represent invisible
control characters. IRA-encoded characters are almost always stored and transmitted
using 8 bits per character. The eighth bit is a parity bit used for error detection. This
bit is set such that the total number of binary 1s in each octet is always odd (odd
parity) or always even (even parity). Thus a transmission error that changes a single
bit, or any odd number of bits, can be detected.

Analog and Digital Signals
In a communications system, data are propagated from one point to another by
means of electromagnetic signals. An analog signal is a continuously varying electromagnetic wave that may be propagated over a variety of media, depending on
7

IRA is defined in ITU-T Recommendation T.50 and was formerly known as International Alphabet
Number 5 (IA5). The U.S. national version of IRA is referred to as the American Standard Code for
Information Interchange (ASCII). Appendix E provides a description and table of the IRA code.
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Attenuation of Digital Signals

spectrum; examples are wire media, such as twisted pair and coaxial cable; fiber
optic cable; and unguided media, such as atmosphere or space propagation. A digital
signal is a sequence of voltage pulses that may be transmitted over a wire medium;
for example, a constant positive voltage level may represent binary 0 and a constant
negative voltage level may represent binary 1.
The principal advantages of digital signaling are that it is generally cheaper
than analog signaling and is less susceptible to noise interference. The principal disadvantage is that digital signals suffer more from attenuation than do analog signals.
Figure 3.11 shows a sequence of voltage pulses, generated by a source using two
voltage levels, and the received voltage some distance down a conducting medium.
Because of the attenuation, or reduction, of signal strength at higher frequencies,
the pulses become rounded and smaller. It should be clear that this attenuation can
lead rather quickly to the loss of the information contained in the propagated signal.
In what follows, we first look at some specific examples of signal types and
then discuss the relationship between data and signals.

Examples Let us return to our three examples of the preceding subsection. For
each example, we will describe the signal and estimate its bandwidth.
The most familiar example of analog information is audio, or acoustic, information, which, in the form of sound waves, can be perceived directly by human beings. One
form of acoustic information, of course, is human speech. This form of information is
easily converted to an electromagnetic signal for transmission (Figure 3.12). In essence,
all of the sound frequencies, whose amplitude is measured in terms of loudness, are
converted into electromagnetic frequencies, whose amplitude is measured in volts. The
telephone handset contains a simple mechanism for making such a conversion.

In this graph of a typical analog signal, the
variations in amplitude and frequency convey the
gradations of loudness and pitch in speech or music.
Similar signals are used to transmit television
pictures, but at much higher frequencies.

Figure 3.12

Conversion of Voice Input to Analog Signal
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In the case of acoustic data (voice), the data can be represented directly by an
electromagnetic signal occupying the same spectrum. However, there is a need to
compromise between the fidelity of the sound as transmitted electrically and the
cost of transmission, which increases with increasing bandwidth. As mentioned, the
spectrum of speech is approximately 100 Hz to 7 kHz, although a much narrower
bandwidth will produce acceptable voice reproduction. The standard spectrum for a
voice channel is 300 to 3400 Hz. This is adequate for speech transmission, minimizes
required transmission capacity, and allows the use of rather inexpensive telephone
sets. The telephone transmitter converts the incoming acoustic voice signal into an
electromagnetic signal over the range 300 to 3400 Hz. This signal is then transmitted
through the telephone system to a receiver, which reproduces it as acoustic sound.
Now let us look at the video signal. To produce a video signal, a TV camera,
which performs similar functions to the TV receiver, is used. One component of the
camera is a photosensitive plate, upon which a scene is optically focused. An electron beam sweeps across the plate from left to right and top to bottom, in the same
fashion as depicted in Figure 3.10 for the receiver. As the beam sweeps, an analog
electric signal is developed proportional to the brightness of the scene at a particular spot. We mentioned that a total of 483 lines are scanned at a rate of 30 complete
scans per second. This is an approximate number taking into account the time lost
during the vertical retrace interval. The actual U.S. standard is 525 lines, but of these
about 42 are lost during vertical retrace. Thus the horizontal scanning frequency
is 1525 lines2 * 130 scan/s2 = 15,750 lines per second, or 63.5 ms/line. Of the
63.5 ms, about 11 ms are allowed for horizontal retrace, leaving a total of 52.5 ms
per video line.
Now we are in a position to estimate the bandwidth required for the video signal.
To do this we must estimate the upper (maximum) and lower (minimum) frequency of
the band. We use the following reasoning to arrive at the maximum frequency: The
maximum frequency would occur during the horizontal scan if the scene were alternating between black and white as rapidly as possible. We can estimate this maximum
value by considering the resolution of the video image. In the vertical dimension, there
are 483 lines, so the maximum vertical resolution would be 483. Experiments have
shown that the actual subjective resolution is about 70% of that number, or about 338
lines. In the interest of a balanced picture, the horizontal and vertical resolutions should
be about the same. Because the ratio of width to height of a TV screen is 4 : 3, the horizontal resolution should be about 4/3 * 338 = 450 lines. As a worst case, a scanning
line would be made up of 450 elements alternating black and white. The scan would
result in a wave, with each cycle of the wave consisting of one higher (black) and one
lower (white) voltage level. Thus there would be 450/2 = 225 cycles of the wave in
52.5 ms, for a maximum frequency of about 4.2 MHz. This rough reasoning, in fact, is
fairly accurate. The lower limit is a dc or zero frequency, where the dc component corresponds to the average illumination of the scene (the average value by which the
brightness exceeds the reference black level).Thus the bandwidth of the video signal is
approximately 4 MHz - 0 = 4 MHz.
The foregoing discussion did not consider color or audio components of the
signal. It turns out that, with these included, the bandwidth remains about 4 MHz.
Finally, the third example described is the general case of binary data. Binary
data is generated by terminals, computers, and other data processing equipment
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User input at a PC is converted into a stream of binary
digits (1s and 0s). In this graph of a typical digital signal,
binary one is represented by 5 volts and binary zero is
represented by 5 volts. The signal for each bit has a duration
of 0.02 ms, giving a data rate of 50,000 bits per second (50 kbps).

Figure 3.13

Conversion of PC Input to Digital Signal

and then converted into digital voltage pulses for transmission, as illustrated in
Figure 3.13. A commonly used signal for such data uses two constant (dc) voltage
levels, one level for binary 1 and one level for binary 0. (In Chapter 5, we shall see
that this is but one alternative, referred to as NRZ.) Again, we are interested in
the bandwidth of such a signal. This will depend, in any specific case, on the exact
shape of the waveform and the sequence of 1s and 0s. We can obtain some understanding by considering Figure 3.8 (compare Figure 3.7). As can be seen, the
greater the bandwidth of the signal, the more faithfully it approximates a digital
pulse stream.

Data and Signals In the foregoing discussion, we have looked at analog signals
used to represent analog data and digital signals used to represent digital data. Generally, analog data are a function of time and occupy a limited frequency spectrum;
such data can be represented by an electromagnetic signal occupying the same spectrum. Digital data can be represented by digital signals, with a different voltage level
for each of the two binary digits.
As Figure 3.14 illustrates, these are not the only possibilities. Digital data can
also be represented by analog signals by use of a modem (modulator/demodulator).
The modem converts a series of binary (two-valued) voltage pulses into an analog
signal by encoding the digital data onto a carrier frequency. The resulting signal
occupies a certain spectrum of frequency centered about the carrier and may be
propagated across a medium suitable for that carrier. The most common modems
represent digital data in the voice spectrum and hence allow those data to be propagated over ordinary voice-grade telephone lines. At the other end of the line,
another modem demodulates the signal to recover the original data.
In an operation very similar to that performed by a modem, analog data can
be represented by digital signals. The device that performs this function for voice
data is a codec (coder-decoder). In essence, the codec takes an analog signal that
directly represents the voice data and approximates that signal by a bit stream. At
the receiving end, the bit stream is used to reconstruct the analog data.
Thus, Figure 3.14 suggests that data may be encoded into signals in a variety of
ways. We will return to this topic in Chapter 5.
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Analog and Digital Signaling of Analog and Digital Data

Analog and Digital Transmission
Both analog and digital signals may be transmitted on suitable transmission
media. The way these signals are treated is a function of the transmission system.
Table 3.1 summarizes the methods of data transmission. Analog transmission is
a means of transmitting analog signals without regard to their content; the signals may represent analog data (e.g., voice) or digital data (e.g., binary data that
pass through a modem). In either case, the analog signal will become weaker
(attenuate) after a certain distance. To achieve longer distances, the analog
transmission system includes amplifiers that boost the energy in the signal.
Unfortunately, the amplifier also boosts the noise components. With amplifiers
cascaded to achieve long distances, the signal becomes more and more distorted.
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Table 3.1 Analog and Digital Transmission
(a) Data and Signals
Analog Signal

Digital Signal

Analog Data

Two alternatives: (1) signal
occupies the same spectrum as the
analog data; (2) analog data are
encoded to occupy a different
portion of spectrum.

Analog data are encoded using a codec to produce
a digital bit stream.

Digital Data

Digital data are encoded using a
modem to produce analog signal.

Two alternatives: (1) signal consists of two voltage
levels to represent the two binary values; (2)
digital data are encoded to produce a digital signal
with desir ed properties.

(b) Treatment of Signals
Analog Transmission

Digital Transmission

Analog Signal

Is propagated through amplifiers;
same treatment whether signal is
used to represent analog data or
digital data.

Assumes that the analog signal represents digital
data. Signal is propagated through repeaters;
at each repeater, digital data are recovered from
inbound signal and used to generate a new analog
outbound signal.

Digital Signal

Not used

Digital signal represents a stream of 1s and 0s,
which may represent digital data or may be an
encoding of analog data. Signal is propagated
through repeaters; at each repeater, stream of 1s
and 0s is recovered from inbound signal and used
to generate a new digital outbound signal.

For analog data, such as voice, quite a bit of distortion can be tolerated and the
data remain intelligible. However, for digital data, cascaded amplifiers will introduce errors.
Digital transmission, in contrast, assumes a binary content to the signal. A
digital signal can be transmitted only a limited distance before attenuation,
noise, and other impairments endanger the integrity of the data. To achieve
greater distances, repeaters are used. A repeater receives the digital signal,
recovers the pattern of 1s and 0s, and retransmits a new signal. Thus the attenuation is overcome.
The same technique may be used with an analog signal if it is assumed that the
signal carries digital data. At appropriately spaced points, the transmission system
has repeaters rather than amplifiers. The repeater recovers the digital data from the
analog signal and generates a new, clean analog signal. Thus noise is not cumulative.
The question naturally arises as to which is the preferred method of transmission. The answer being supplied by the telecommunications industry and its customers is digital. Both long-haul telecommunications facilities and intrabuilding
services have moved to digital transmission and, where possible, digital signaling
techniques. The most important reasons are as follows:
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• Digital technology: The advent of large-scale integration (LSI) and very-largescale integration (VLSI) technology has caused a continuing drop in the cost
and size of digital circuitry. Analog equipment has not shown a similar drop.
• Data integrity: With the use of repeaters rather than amplifiers, the effects of
noise and other signal impairments are not cumulative. Thus it is possible to
transmit data longer distances and over lower quality lines by digital means
while maintaining the integrity of the data.
• Capacity utilization: It has become economical to build transmission links of
very high bandwidth, including satellite channels and optical fiber. A high
degree of multiplexing is needed to utilize such capacity effectively, and this is
more easily and cheaply achieved with digital (time division) rather than analog (frequency division) techniques. This is explored in Chapter 8.
• Security and privacy: Encryption techniques can be readily applied to digital
data and to analog data that have been digitized.
• Integration: By treating both analog and digital data digitally, all signals have
the same form and can be treated similarly. Thus economies of scale and convenience can be achieved by integrating voice, video, and digital data.

3.3 TRANSMISSION IMPAIRMENTS
With any communications system, the signal that is received may differ from the signal that is transmitted due to various transmission impairments. For analog signals,
these impairments can degrade the signal quality. For digital signals, bit errors may
be introduced, such that a binary 1 is transformed into a binary 0 or vice versa.
In this section, we examine the various impairments and how they may affect the
information-carrying capacity of a communication link; Chapter 5 looks at measures
that can be taken to compensate for these impairments.
The most significant impairments are
• Attenuation and attenuation distortion
• Delay distortion
• Noise

Attenuation
The strength of a signal falls off with distance over any transmission medium. For
guided media, this reduction in strength, or attenuation, is generally exponential and
thus is typically expressed as a constant number of decibels per unit distance. For
unguided media, attenuation is a more complex function of distance and the
makeup of the atmosphere. Attenuation introduces three considerations for the
transmission engineer. First, a received signal must have sufficient strength so that
the electronic circuitry in the receiver can detect the signal. Second, the signal must
maintain a level sufficiently higher than noise to be received without error. Third,
attenuation varies with frequency.
The first and second problems are dealt with by attention to signal strength and
the use of amplifiers or repeaters. For a point-to-point link, the signal strength of the
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transmitter must be strong enough to be received intelligibly, but not so strong as to
overload the circuitry of the transmitter or receiver, which would cause distortion.
Beyond a certain distance, the attenuation becomes unacceptably great, and repeaters
or amplifiers are used to boost the signal at regular intervals. These problems are more
complex for multipoint lines where the distance from transmitter to receiver is variable.
The third problem is particularly noticeable for analog signals. Because the
attenuation varies as a function of frequency, the received signal is distorted, reducing intelligibility. To overcome this problem, techniques are available for equalizing
attenuation across a band of frequencies. This is commonly done for voice-grade
telephone lines by using loading coils that change the electrical properties of the
line; the result is to smooth out attenuation effects. Another approach is to use
amplifiers that amplify high frequencies more than lower frequencies.
An example is provided in Figure 3.15a, which shows attenuation as a function
of frequency for a typical leased line. In the figure, attenuation is measured relative
to the attenuation at 1000 Hz. Positive values on the y-axis represent attenuation
greater than that at 1000 Hz. A 1000-Hz tone of a given power level is applied to the
input, and the power, P1000 , is measured at the output. For any other frequency f, the
procedure is repeated and the relative attenuation in decibels is8
Nf = - 10 log10

Pf
P1000

The solid line in Figure 3.15a shows attenuation without equalization. As can
be seen, frequency components at the upper end of the voice band are attenuated
much more than those at lower frequencies. It should be clear that this will result in
a distortion of the received speech signal. The dashed line shows the effect of equalization. The flattened response curve improves the quality of voice signals. It also
allows higher data rates to be used for digital data that are passed through a modem.
Attenuation distortion can present less of a problem with digital signals. As
we have seen, the strength of a digital signal falls off rapidly with frequency
(Figure 3.5b); most of the content is concentrated near the fundamental frequency
or bit rate of the signal.

Delay Distortion
Delay distortion occurs because the velocity of propagation of a signal through a
guided medium varies with frequency. For a bandlimited signal, the velocity tends to
be highest near the center frequency and fall off toward the two edges of the band.
Thus various frequency components of a signal will arrive at the receiver at different
times, resulting in phase shifts between the different frequencies.
This effect is referred to as delay distortion because the received signal is
distorted due to varying delays experienced at its constituent frequencies. Delay distortion is particularly critical for digital data. Consider that a sequence of bits is
being transmitted, using either analog or digital signals. Because of delay distortion,
some of the signal components of one bit position will spill over into other bit positions, causing intersymbol interference, which is a major limitation to maximum bit
rate over a transmission channel.
In the remainder of this book, unless otherwise indicated, we use log(x) to mean log101x2.
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a Voice Channel

3.3 / TRANSMISSION IMPAIRMENTS

89

Equalizing techniques can also be used for delay distortion. Again using a
leased telephone line as an example, Figure 3.15b shows the effect of equalization
on delay as a function of frequency.

Noise
For any data transmission event, the received signal will consist of the transmitted
signal, modified by the various distortions imposed by the transmission system, plus
additional unwanted signals that are inserted somewhere between transmission and
reception. The latter, undesired signals are referred to as noise. Noise is the major
limiting factor in communications system performance.
Noise may be divided into four categories:
•
•
•
•

Thermal noise
Intermodulation noise
Crosstalk
Impulse noise

Thermal noise is due to thermal agitation of electrons. It is present in all electronic devices and transmission media and is a function of temperature. Thermal
noise is uniformly distributed across the bandwidths typically used in communications systems and hence is often referred to as white noise. Thermal noise cannot be
eliminated and therefore places an upper bound on communications system performance. Because of the weakness of the signal received by satellite earth stations,
thermal noise is particularly significant for satellite communication.
The amount of thermal noise to be found in a bandwidth of 1 Hz in any device
or conductor is
N0 = kT1W/Hz2
9

where

N0 = noise power density in watts per 1 Hz of bandwidth
k = Boltzmann’s constant = 1.38 * 10-23 J/K
T = temperature, in kelvins 1absolute temperature2, where the
symbol K is used to represent 1 kelvin
EXAMPLE 3.1 Room temperature is usually specified as T = 17°C, or 290 K.
At this temperature, the thermal noise power density is
N0 = 11.38 * 10-232 * 290 = 4 * 10 -21 W/Hz = - 204 dBW/Hz
where dBW is the decibel-watt, defined in Appendix 3A.

9

A Joule (J) is the International System (SI) unit of electrical, mechanical, and thermal energy. A Watt is the
SI unit of power, equal to one Joule per second.The kelvin (K) is the SI unit of thermodynamic temperature.
For a temperature in kelvins of T, the corresponding temperature in degrees Celsius is equal to T - 273.15.
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The noise is assumed to be independent of frequency. Thus the thermal noise
in watts present in a bandwidth of B Hertz can be expressed as
N = kTB
or, in decibel-watts,
N = 10 log k + 10 log T + 10 log B
= - 228.6 dBW + 10 log T + 10 log B

EXAMPLE 3.2 Given a receiver with an effective noise temperature of 294 K
and a 10-MHz bandwidth, the thermal noise level at the receiver’s output is
N = - 228.6 dBW + 10 log12942 + 10 log 107
= - 228.6 + 24.7 + 70
= - 133.9 dBW

When signals at different frequencies share the same transmission medium,
the result may be intermodulation noise. The effect of intermodulation noise is to
produce signals at a frequency that is the sum or difference of the two original
frequencies or multiples of those frequencies. For example, the mixing of signals at
frequencies f1 and f2 might produce energy at the frequency f1 + f2 . This derived
signal could interfere with an intended signal at the frequency f1 + f2 .
Intermodulation noise is produced by nonlinearities in the transmitter, receiver,
and/or intervening transmission medium. Ideally, these components behave as linear
systems; that is, the output is equal to the input times a constant. However, in any real
system, the output is a more complex function of the input. Excessive nonlinearity can
be caused by component malfunction or overload from excessive signal strength. It is
under these circumstances that the sum and difference frequency terms occur.
Crosstalk has been experienced by anyone who, while using the telephone, has
been able to hear another conversation; it is an unwanted coupling between signal
paths. It can occur by electrical coupling between nearby twisted pairs or, rarely,
coax cable lines carrying multiple signals. Crosstalk can also occur when microwave
antennas pick up unwanted signals; although highly directional antennas are used,
microwave energy does spread during propagation. Typically, crosstalk is of the
same order of magnitude as, or less than, thermal noise.
All of the types of noise discussed so far have reasonably predictable and relatively constant magnitudes. Thus it is possible to engineer a transmission system to
cope with them. Impulse noise, however, is noncontinuous, consisting of irregular
pulses or noise spikes of short duration and of relatively high amplitude. It is generated from a variety of causes, including external electromagnetic disturbances, such
as lightning, and faults and flaws in the communications system.
Impulse noise is generally only a minor annoyance for analog data. For example, voice transmission may be corrupted by short clicks and crackles with no loss of
intelligibility. However, impulse noise is the primary source of error in digital data
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Figure 3.16

Effect of Noise on a Digital Signal

communication. For example, a sharp spike of energy of 0.01 s duration would not
destroy any voice data but would wash out about 560 bits of digital data being transmitted at 56 kbps. Figure 3.16 is an example of the effect of noise on a digital signal.
Here the noise consists of a relatively modest level of thermal noise plus occasional
spikes of impulse noise. The digital data can be recovered from the signal by sampling the received waveform once per bit time. As can be seen, the noise is occasionally sufficient to change a 1 to a 0 or a 0 to a 1.

3.4 CHANNEL CAPACITY
We have seen that there are a variety of impairments that distort or corrupt a signal.
For digital data, the question that then arises is to what extent these impairments
limit the data rate that can be achieved. The maximum rate at which data can be
transmitted over a given communication path, or channel, under given conditions, is
referred to as the channel capacity.
There are four concepts here that we are trying to relate to one another.
• Data rate: The rate, in bits per second (bps), at which data can be communicated
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• Bandwidth: The bandwidth of the transmitted signal as constrained by the
transmitter and the nature of the transmission medium, expressed in cycles per
second, or Hertz
• Noise: The average level of noise over the communications path
• Error rate: The rate at which errors occur, where an error is the reception of a
1 when a 0 was transmitted or the reception of a 0 when a 1 was transmitted
The problem we are addressing is this: Communications facilities are
expensive and, in general, the greater the bandwidth of a facility, the greater the
cost. Furthermore, all transmission channels of any practical interest are of
limited bandwidth. The limitations arise from the physical properties of the
transmission medium or from deliberate limitations at the transmitter on the
bandwidth to prevent interference from other sources. Accordingly, we would
like to make as efficient use as possible of a given bandwidth. For digital data,
this means that we would like to get as high a data rate as possible at a particular limit of error rate for a given bandwidth. The main constraint on achieving
this efficiency is noise.

Nyquist Bandwidth
To begin, let us consider the case of a channel that is noise free. In this environment, the limitation on data rate is simply the bandwidth of the signal. A formulation of this limitation, due to Nyquist, states that if the rate of signal
transmission is 2B, then a signal with frequencies no greater than B is sufficient
to carry the signal rate. The converse is also true: Given a bandwidth of B, the
highest signal rate that can be carried is 2B. This limitation is due to the effect of
intersymbol interference, such as is produced by delay distortion. The result is
useful in the development of digital-to-analog encoding schemes and is, in
essence, based on the same derivation as that of the sampling theorem, described
in Appendix F.
Note that in the preceding paragraph, we referred to signal rate. If the signals
to be transmitted are binary (two voltage levels), then the data rate that can be supported by B Hz is 2B bps. However, as we shall see in Chapter 5, signals with more
than two levels can be used; that is, each signal element can represent more than one
bit. For example, if four possible voltage levels are used as signals, then each signal
element can represent two bits. With multilevel signaling, the Nyquist formulation
becomes
C = 2B log2 M
where M is the number of discrete signal or voltage levels.
So, for a given bandwidth, the data rate can be increased by increasing the
number of different signal elements. However, this places an increased burden
on the receiver: Instead of distinguishing one of two possible signal elements
during each signal time, it must distinguish one of M possible signal elements.
Noise and other impairments on the transmission line will limit the practical
value of M.
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EXAMPLE 3.3 Consider a voice channel being used, via modem, to transmit
digital data. Assume a bandwidth of 3100 Hz. Then the Nyquist capacity, C, of the
channel is 2B = 6200 bps. For M = 8, a value used with some modems, C
becomes 18,600 bps for a bandwidth of 3100 Hz.

Shannon Capacity Formula
Nyquist’s formula indicates that, all other things being equal, doubling the bandwidth doubles the data rate. Now consider the relationship among data rate, noise,
and error rate. The presence of noise can corrupt one or more bits. If the data rate is
increased, then the bits become “shorter” so that more bits are affected by a given
pattern of noise.
Figure 3.16 illustrates this relationship. If the data rate is increased, then more
bits will occur during the interval of a noise spike, and hence more errors will occur.
All of these concepts can be tied together neatly in a formula developed by the
mathematician Claude Shannon. As we have just illustrated, the higher the data rate,
the more damage that unwanted noise can do. For a given level of noise, we would
expect that a greater signal strength would improve the ability to receive data correctly in the presence of noise. The key parameter involved in this reasoning is the
signal-to-noise ratio (SNR, or S/N),10 which is the ratio of the power in a signal to the
power contained in the noise that is present at a particular point in the transmission.
Typically, this ratio is measured at a receiver, because it is at this point that an attempt
is made to process the signal and recover the data. For convenience, this ratio is often
reported in decibels:
SNR dB = 10 log10

signal power
noise power

This expresses the amount, in decibels, that the intended signal exceeds the noise
level. A high SNR will mean a high-quality signal and a low number of required
intermediate repeaters.
The signal-to-noise ratio is important in the transmission of digital data
because it sets the upper bound on the achievable data rate. Shannon’s result is that
the maximum channel capacity, in bits per second, obeys the equation
C = B log 211 + SNR2

(3.1)

where C is the capacity of the channel in bits per second and B is the bandwidth of
the channel in Hertz. The Shannon formula represents the theoretical maximum
that can be achieved. In practice, however, only much lower rates are achieved. One
reason for this is that the formula assumes white noise (thermal noise). Impulse
noise is not accounted for, nor are attenuation distortion or delay distortion. Even in
10

Some of the literature uses SNR; others use S/N. Also, in some cases the dimensionless quantity is
referred to as SNR or S/N and the quantity in decibels is referred to as SNR db or 1S/N2db . Others use just
SNR or S/N to mean the dB quantity. This text uses SNR and SNR db .

94

CHAPTER 3 / DATA TRANSMISSION

an ideal white noise environment, present technology still cannot achieve Shannon
capacity due to encoding issues, such as coding length and complexity.
The capacity indicated in the preceding equation is referred to as the error-free
capacity. Shannon proved that if the actual information rate on a channel is less than
the error-free capacity, then it is theoretically possible to use a suitable signal code to
achieve error-free transmission through the channel. Shannon’s theorem unfortunately does not suggest a means for finding such codes, but it does provide a yardstick
by which the performance of practical communication schemes may be measured.
Several other observations concerning the preceding equation may be instructive.
For a given level of noise, it would appear that the data rate could be increased by
increasing either signal strength or bandwidth. However, as the signal strength increases,
so do the effects of nonlinearities in the system, leading to an increase in intermodulation noise. Note also that, because noise is assumed to be white, the wider the bandwidth, the more noise is admitted to the system.Thus, as B increases, SNR decreases.

EXAMPLE 3.4 Let us consider an example that relates the Nyquist and Shannon formulations. Suppose that the spectrum of a channel is between 3 MHz and
4 MHz and SNR dB = 24 dB. Then
B = 4 MHz - 3 MHz = 1 MHz
SNR dB = 24 dB = 10 log101SNR2
SNR = 251
Using Shannon’s formula,
C = 106 * log211 + 2512 L 106 * 8 = 8 Mbps
This is a theoretical limit and, as we have said, is unlikely to be reached. But
assume we can achieve the limit. Based on Nyquist’s formula, how many signaling levels are required? We have
C
8
4
M

=
*
=
=

2B log 2 M
106 = 2 * 11062 * log 2 M
log 2 M
16

The Expression Eb/N0
Finally, we mention a parameter related to SNR that is more convenient for determining
digital data rates and error rates and that is the standard quality measure for digital communication system performance. The parameter is the ratio of signal energy per bit to
noise power density per Hertz, Eb/N0 . Consider a signal, digital or analog, that contains
binary digital data transmitted at a certain bit rate R. Recalling that 1 Watt = 1 J/s, the
energy per bit in a signal is given by Eb = STb , where S is the signal power and Tb is the
time required to send one bit.The data rate R is just R = 1/Tb . Thus
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S>R
Eb
S
=
=
N0
N0
kTR
or, in decibel notation,
a

Eb
b = SdBW - 10 log R - 10 log k - 10 log T
N0 dB
= SdBW - 10 log R + 228.6 dBW - 10 log T

The ratio Eb/N0 is important because the bit error rate for digital data is a (decreasing) function of this ratio. Given a value of Eb/N0 needed to achieve a desired error
rate, the parameters in the preceding formula may be selected. Note that as the bit
rate R increases, the transmitted signal power, relative to noise, must increase to
maintain the required Eb/N0 .
Let us try to grasp this result intuitively by considering again Figure 3.16. The
signal here is digital, but the reasoning would be the same for an analog signal. In
several instances, the noise is sufficient to alter the value of a bit. If the data rate
were doubled, the bits would be more tightly packed together, and the same passage
of noise might destroy two bits. Thus, for constant signal to noise ratio, an increase in
data rate increases the error rate.
The advantage of Eb/N0 over SNR is that the latter quantity depends on the
bandwidth.

EXAMPLE 3.5 For binary phase-shift keying (defined in Chapter 5), Eb/N0 =
8.4 dB is required for a bit error rate of 10-4 (one bit error out of every 10,000). If
the effective noise temperature is 290°K (room temperature) and the data rate is
2400 bps, what received signal level is required?
We have
8.4 = S1dBW2 - 10 log 2400 + 228.6 dBW - 10 log 290
= S1dBW2 - 110213.382 + 228.6 - 110212.462
S = - 161.8 dBW

We can relate Eb/N0 to SNR as follows. We have
Eb
S
=
N0
N0R
The parameter N0 is the noise power density in Watts/Hertz. Hence, the noise in a
signal with bandwidth B is N = N0B. Substituting, we have
Eb
S BT
=
N0
N R

(3.2)

Another formulation of interest relates Eb/N0 to spectral efficiency. Shannon’s
result (Equation 3.1) can be rewritten as:
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S
= 2 C>B - 1
N
Using Equation (3.2), and equating R with C, we have
Eb
B
= 12 C>B - 12
N0
C
This is a useful formula that relates the achievable spectral efficiency C/B to Eb/N0 .
EXAMPLE 3.6 Suppose we want to find the minimum Eb/N0 required to
achieve a spectral efficiency of 6 bps/Hz. Then
Eb/N0 = 11/6212 6 - 12 = 10.5 = 10.21 dB.

3.5 RECOMMENDED READING AND WEB SITE
There are many books that cover the fundamentals of analog and digital transmission.
[COUC01] is quite thorough. Other good reference works are [FREE05], which includes
some of the examples used in this chapter, and [HAYK01].
COUC01 Couch, L. Digital and Analog Communication Systems. Upper Saddle River, NJ:
Prentice Hall, 2001.
FREE05 Freeman, R. Fundamentals of Telecommunications. New York: Wiley, 2005.
HAYK01 Haykin, S. Communication Systems. New York: Wiley, 2001.

Recommended Web site:
• Fourier series synthesis: An excellent visualization tool for Fourier series

3.6 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
absolute bandwidth
analog data
analog signal
analog transmission
aperiodic
attenuation

attenuation distortion
audio
bandwidth
center frequency
channel capacity
crosstalk

data
dc component
decibel (dB)
delay distortion
digital data
digital signal
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intermodulation noise
loss
multipoint link
noise
Nyquist bandwidth
peak amplitude
period
periodic signal
point-to-point link
phase
signal
signal-to-noise ratio (SNR)

digital transmission
direct link
effective bandwidth
frequency
frequency domain
full duplex
fundamental frequency
gain
guided media
half duplex
impulse noise
interlacing
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signaling
simplex
sinusoid
spectrum
thermal noise
time domain
transmission
unguided media
video
wavelength
wireless

Review Questions
3.1.
3.2.
3.3.
3.4.
3.5.
3.6.
3.7.
3.8.
3.9.
3.10.

Differentiate between guided media and unguided media.
Differentiate between an analog and a digital electromagnetic signal.
What are three important characteristics of a periodic signal?
How many radians are there in a complete circle of 360 degrees?
What is the relationship between the wavelength and frequency of a sine wave?
Define fundamental frequency.
What is the relationship between a signal’s spectrum and its bandwidth?
What is attenuation?
Define channel capacity.
What key factors affect channel capacity?

Problems
3.1

3.2
3.3

3.4

a. For multipoint configuration, only one device at a time can transmit. Why?
b. There are two methods of enforcing the rule that only one device can transmit. In
the centralized method, one station is in control and can either transmit or allow a
specified other station to transmit. In the decentralized method, the stations
jointly cooperate in taking turns. What do you see as the advantages and disadvantages of the two methods?
A signal has a fundamental frequency of 1000 Hz. What is its period?
Express the following in the simplest form you can:
a. sin12pft - p2 + sin12pft + p2
b. sin 2pft + sin12pft - p2
Sound may be modeled as sinusoidal functions. Compare the relative frequency and
wavelength of musical notes. Use 330 m/s as the speed of sound and the following
frequencies for the musical scale.
Note
Frequency

3.5

3.6

C

D

E

F

G

A

B

C

264

297

330

352

396

440

495

528

If the solid curve in Figure 3.17 represents sin12pt2, what does the dotted curve
represent? That is, the dotted curve can be written in the form A sin12pft + f2; what
are A, f, and f?
Decompose the signal 11 + 0.1 cos 5t2cos 100t into a linear combination of sinusoidal functions, and find the amplitude, frequency, and phase of each component.
Hint: Use the identity for cos a cos b.
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2.0
1.0
0
1.0
2.0
0.5

Figure 3.17
3.7
3.8

3.9

3.10

3.11

3.12

3.13

3.14
3.15
3.16

0

0.5

Figure for Problem 3.5

Find the period of the function f1t2 = 110 cos t22.
Consider two periodic functions f11t2 and f21t2, with periods T1 and T2 , respectively.
Is it always the case that the function f1t2 = f11t2 + f21t2 is periodic? If so, demonstrate this fact. If not, under what conditions is f(t) periodic?
Figure 3.4 shows the effect of eliminating higher-harmonic components of a square
wave and retaining only a few lower harmonic components. What would the signal
look like in the opposite case; that is, retaining all higher harmonics and eliminating a
few lower harmonics?
Figure 3.5b shows the frequency domain function for a single square pulse. The single
pulse could represent a digital 1 in a communication system. Note that an infinite
number of higher frequencies of decreasing magnitudes is needed to represent the
single pulse. What implication does that have for a real digital transmission system?
IRA is a 7-bit code that allows 128 characters to be defined. In the 1970s, many newspapers received stories from the wire services in a 6-bit code called TTS. This code
carried upper- and lower case characters as well as many special characters and formatting commands. The typical TTS character set allowed over 100 characters to be
defined. How do you think this could be accomplished?
For a video signal, what increase in horizontal resolution is possible if a bandwidth of
5 MHz is used? What increase in vertical resolution is possible? Treat the two questions separately; that is, the increased bandwidth is to be used to increase either horizontal or vertical resolution, but not both.
a. Suppose that a digitized TV picture is to be transmitted from a source that uses a
matrix of 480 * 500 picture elements (pixels), where each pixel can take on one
of 32 intensity values. Assume that 30 pictures are sent per second. (This digital
source is roughly equivalent to broadcast TV standards that have been adopted.)
Find the source rate R (bps).
b. Assume that the TV picture is to be transmitted over a channel with 4.5-MHz bandwidth and a 35-dB signal-to-noise ratio. Find the capacity of the channel (bps).
c. Discuss how the parameters given in part (a) could be modified to allow transmission of color TV signals without increasing the required value for R.
Given an amplifier with an effective noise temperature of 10,000 K and a 10-MHz
bandwidth, what thermal noise level, in dBW, may we expect at its output?
What is the channel capacity for a teleprinter channel with a 300-Hz bandwidth and a
signal-to-noise ratio of 3 dB, where the noise is white thermal noise?
A digital signaling system is required to operate at 9600 bps.
a. If a signal element encodes a 4-bit word, what is the minimum required bandwidth
of the channel?
b. Repeat part (a) for the case of 8-bit words.

APPENDIX 3A DECIBELS AND SIGNAL STRENGTH
3.17
3.18

3.19
3.19

3.20

3.21

3.22

3.23

3.24

What is the thermal noise level of a channel with a bandwidth of 10 kHz carrying 1000
watts of power operating at 50°C?
Given the narrow (usable) audio bandwidth of a telephone transmission facility, a
nominal SNR of 56dB (400,000), and a certain level of distortion,
a. What is the theoretical maximum channel capacity (kbps) of traditional telephone
lines?
b. What can we say about the actual maximum channel capacity?
Study the works of Shannon and Nyquist on channel capacity. Each places an upper limit
on the bit rate of a channel based on two different approaches. How are the two related?
Consider a channel with a 1-MHz capacity and an SNR of 63.
a. What is the upper limit to the data rate that the channel can carry?
b. The result of part (a) is the upper limit. However, as a practical matter, better
error performance will be achieved at a lower data rate. Assume we choose a data
rate of 2/3 the maximum theoretical limit. How many signal levels are needed to
achieve this data rate?
Given the narrow (usable) audio bandwidth of a telephone transmission facility, a
nominal SNR dB of 56dB (400,000), and a distortion level of 60.2%,
a. What is the theoretical maximum channel capacity (kbps) of traditional telephone
lines?
b. What is the actual maximum channel capacity?
Given a channel with an intended capacity of 20 Mbps, the bandwidth of the channel
is 3 MHz. Assuming white thermal noise, what signal-to-noise ratio is required to
achieve this capacity?
The square wave of Figure 3.7c, with T = 1 ms, is passed through a lowpass filter that
passes frequencies up to 8 kHz with no attenuation.
a. Find the power in the output waveform.
b. Assuming that at the filter input there is a thermal noise voltage with
N0 = 0.1 mWatt/Hz, find the output signal to noise ratio in dB.
If the received signal level for a particular digital system is -151 dBW and the
receiver system effective noise temperature is 1500 K, what is Eb/N0 for a link transmitting 2400 bps?
Fill in the missing elements in the following table of approximate power ratios for
various dB levels.
Decibels

3.25
3.26
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1

2

3

Losses

0.5

Gains

2

4

5

6

7

8

9

10
0.1

10

If an amplifier has a 30-dB voltage gain, what voltage ratio does the gain represent?
An amplifier has an output of 20 W. What is its output in dBW?

APPENDIX 3A DECIBELS AND SIGNAL STRENGTH
An important parameter in any transmission system is the signal strength. As a signal propagates along a transmission medium, there will be a loss, or attenuation, of signal strength. To
compensate, amplifiers may be inserted at various points to impart a gain in signal strength.
It is customary to express gains, losses, and relative levels in decibels because
• Signal strength often falls off exponentially, so loss is easily expressed in terms of the
decibel, which is a logarithmic unit.
• The net gain or loss in a cascaded transmission path can be calculated with simple
addition and subtraction.
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Table 3.2 Decibel Values
Power Ratio

dB

Power Ratio

dB

101

10

10-1

-10

2

20

10-2

-20

103

30

10-3

-30

-4

-40

10

4

40

10

105

50

10-5

-50

106

60

10-6

- 60

10

The decibel is a measure of the ratio between two signal levels. The decibel gain is given by
GdB = 10 log10

Pout
Pin

where
GdB = gain, in decibels
Pin = input power level
Pout = output power level
log10 = logarithm to the base 10
Table 3.2 shows the relationship between decibel values and powers of 10.
There is some inconsistency in the literature over the use of the terms gain and loss. If
the value of GdB is positive, this represents an actual gain in power. For example, a gain of
3 dB means that the power has doubled. If the value of GdB is negative, this represents an
actual loss in power. For example, a gain of - 3 dB means that the power has halved, and this
is a loss of power. Normally, this is expressed by saying there is a loss of 3 dB. However, some
of the literature would say that this is a loss of -3 dB. It makes more sense to say that a
negative gain corresponds to a positive loss. Therefore, we define a decibel loss as
LdB = - 10 log10

Pout
Pin
= 10 log 10
Pin
Pout

(3.3)

EXAMPLE 3.7 If a signal with a power level of 10 mW is inserted onto a transmission line and the measured power some distance away is 5 mW, the loss can be
expressed as
LdB = 10 log110/52 = 1010.32 = 3 dB.

Note that the decibel is a measure of relative, not absolute, difference. A loss from 1000 mW
to 500 mW is also a loss of 3 dB.
The decibel is also used to measure the difference in voltage, taking into account that
power is proportional to the square of the voltage:
P =

V2
R

APPENDIX 3A DECIBELS AND SIGNAL STRENGTH
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where
P = power dissipated across resistance R
V = voltage across resistance R
Thus
LdB = 10 log

V2in>R
Pin
Vin
= 10 log 2
= 20 log
Pout
Vout
Vout>R

EXAMPLE 3.8 Decibels are useful in determining the gain or loss over a series of
transmission elements. Consider a series in which the input is at a power level of
4 mW, the first element is a transmission line with a 12-dB loss ( - 12-dB gain), the
second element is an amplifier with a 35-dB gain, and the third element is a transmission line with a 10-dB loss. The net gain is 1- 12 + 35 - 102 = 13 dB. To calculate the output power Pout:
GdB = 13 = 10 log1Pout/4 mW2
Pout = 4 * 101.3 mW = 79.8 mW

Decibel values refer to relative magnitudes or changes in magnitude, not to an absolute
level. It is convenient to be able to refer to an absolute level of power or voltage in decibels so
that gains and losses with reference to an initial signal level may be calculated easily.The dBW
(decibel-Watt) is used extensively in microwave applications. The value of 1 W is selected as
a reference and defined to be 0 dBW. The absolute decibel level of power in dBW is defined as
PowerdBW = 10 log

PowerW
1W

EXAMPLE 3.9 A power of 1000 W is 30 dBW, and a power of 1 mW is
-30 dBW.
Another common unit is the dBm (decibel-milliWatt), which uses 1 mW as the
reference. Thus 0 dBm = 1 mW. The formula is
PowerdBm = 10 log

PowermW
1 mW

Note the following relationships:
+ 30 dBm = 0 dBW
0 dBm = - 30 dBW
A unit in common use in cable television and broadband LAN applications is the

dBmV (decibel-millivolt). This is an absolute unit with 0 dBmV equivalent to 1 mV. Thus
VoltagedBmV = 20 log

VoltagemV
1 mV

In this case, the voltage levels are assumed to be across a 75-ohm resistance.
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Guided Transmission Media
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Wireless Transmission
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Wireless Propagation
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Line-of-Sight Transmission
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Communication channels in the animal world include touch, sound, sight, and scent.
Electric eels even use electric pulses. Ravens also are very expressive. By a combination voice, patterns of feather erection and body posture ravens communicate so
clearly that an experienced observer can identify anger, affection, hunger, curiosity,
playfulness, fright, boldness, and depression.
—Mind of the Raven, Bernd Heinrich

KEY POINTS
•

•

•

The transmission media that are used to convey information can be
classified as guided or unguided. Guided media provide a physical
path along which the signals are propagated; these include twisted
pair, coaxial cable, and optical fiber. Unguided media employ an
antenna for transmitting through air, vacuum, or water.
Traditionally, twisted pair has been the workhorse for communications
of all sorts. Higher data rates over longer distances can be achieved
with coaxial cable, and so coaxial cable has often been used for highspeed local area network and for high-capacity long-distance trunk
applications. However, the tremendous capacity of optical fiber has
made that medium more attractive than coaxial cable, and thus optical
fiber has taken over much of the market for high-speed LANs and for
long-distance applications.
Unguided transmission techniques commonly used for information
communications include broadcast radio, terrestrial microwave, and
satellite. Infrared transmission is used in some LAN applications.

In a data transmission system, the transmission medium is the physical path
between transmitter and receiver. Recall from Chapter 3 that for guided media,
electromagnetic waves are guided along a solid medium, such as copper twisted
pair, copper coaxial cable, and optical fiber. For unguided media, wireless transmission occurs through the atmosphere, outer space, or water.
The characteristics and quality of a data transmission are determined both
by the characteristics of the medium and the characteristics of the signal. In the
case of guided media, the medium itself is more important in determining the
limitations of transmission.
For unguided media, the bandwidth of the signal produced by the transmitting antenna is more important than the medium in determining transmission
characteristics. One key property of signals transmitted by antenna is directionality. In general, signals at lower frequencies are omnidirectional; that is, the signal
propagates in all directions from the antenna. At higher frequencies, it is possible
to focus the signal into a directional beam.
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In considering the design of data transmission systems, key concerns are
data rate and distance: the greater the data rate and distance the better. A
number of design factors relating to the transmission medium and the signal
determine the data rate and distance:
• Bandwidth: All other factors remaining constant, the greater the bandwidth of a signal, the higher the data rate that can be achieved.
• Transmission impairments: Impairments, such as attenuation, limit the distance. For guided media, twisted pair generally suffers more impairment
than coaxial cable, which in turn suffers more than optical fiber.
• Interference: Interference from competing signals in overlapping frequency bands can distort or wipe out a signal. Interference is of particular
concern for unguided media, but is also a problem with guided media. For
guided media, interference can be caused by emanations from nearby
cables. For example, twisted pairs are often bundled together and conduits
often carry multiple cables. Interference can also be experienced from
unguided transmissions. Proper shielding of a guided medium can minimize this problem.
• Number of receivers: A guided medium can be used to construct a pointto-point link or a shared link with multiple attachments. In the latter case,
each attachment introduces some attenuation and distortion on the line,
limiting distance and/or data rate.
Figure 4.1 depicts the electromagnetic spectrum and indicates the frequencies at which various guided media and unguided transmission techniques operate. In this chapter we examine these guided and unguided
alternatives. In all cases, we describe the systems physically, briefly discuss
applications, and summarize key transmission characteristics.

4.1 GUIDED TRANSMISSION MEDIA
For guided transmission media, the transmission capacity, in terms of either data
rate or bandwidth, depends critically on the distance and on whether the medium is
point-to-point or multipoint. Table 4.1 indicates the characteristics typical for the
common guided media for long-distance point-to-point applications; we defer a
discussion of the use of these media for LANs to Part Four.
The three guided media commonly used for data transmission are twisted pair,
coaxial cable, and optical fiber (Figure 4.2). We examine each of these in turn.

Twisted Pair
The least expensive and most widely used guided transmission medium is twisted
pair.

Physical Description A twisted pair consists of two insulated copper wires
arranged in a regular spiral pattern. A wire pair acts as a single communication link.
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Table 4.1 Point-to-Point Transmission Characteristics of Guided Media [GLOV98]
Frequency Range

Typical Attenuation

0 to 3.5 kHz

0.2 dB/km @ 1 kHz

50 ms/km

2 km

0 to 1 MHz

0.7 dB/km @ 1 kHz

5 ms/km

2 km

0 to 500 MHz

7 dB/km @ 10 MHz

4 ms/km

1 to 9 km

0.2 to 0.5 dB/km

5 ms/km

40 km

Twisted pair (with
loading)
Twisted pairs
(multipair cables)
Coaxial cable
Optical fiber

186 to 370 THz

Typical Delay Repeater Spacing

THz = TeraHertz = 1012 Hz

Twist
length
—Separately insulated
—Twisted together
—Often "bundled" into cables
—Usually installed in building
during construction

(a) Twisted pair
Outer
conductor

Outer sheath

Insulation
Inner
conductor
—Outer conductor is braided shield
—Inner conductor is solid metal
—Separated by insulating material
—Covered by padding

(b) Coaxial cable
Jacket
Core

Cladding

—Glass or plastic core
—Laser or light emitting diode
—Specially designed jacket
—Small size and weight

Light at less than
critical angle is
absorbed in jacket

(c) Optical fiber
Figure 4.2 Guided Transmission Media

Angle of
incidence

Angle of
reflection
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Typically, a number of these pairs are bundled together into a cable by wrapping
them in a tough protective sheath. Over longer distances, cables may contain
hundreds of pairs. The twisting tends to decrease the crosstalk interference between
adjacent pairs in a cable. Neighboring pairs in a bundle typically have somewhat different twist lengths to reduce the crosstalk interference. On long-distance links, the
twist length typically varies from 5 to 15 cm. The wires in a pair have thicknesses of
from 0.4 to 0.9 mm.

Applications By far the most common guided transmission medium for both analog and digital signals is twisted pair. It is the most commonly used medium in the
telephone network and is the workhorse for communications within buildings.
In the telephone system, individual residential telephone sets are connected to
the local telephone exchange, or “end office,” by twisted-pair wire. These are
referred to as subscriber loops. Within an office building, each telephone is also connected to a twisted pair, which goes to the in-house private branch exchange (PBX)
system or to a Centrex facility at the end office. These twisted-pair installations were
designed to support voice traffic using analog signaling. However, by means of a
modem, these facilities can handle digital data traffic at modest data rates.
Twisted pair is also the most common medium used for digital signaling. For
connections to a digital data switch or digital PBX within a building, a data rate of
64 kbps is common. Twisted pair is also commonly used within a building for local
area networks supporting personal computers. Data rates for such products are typically in the neighborhood of 100 Mbps. However, twisted-pair networks with data
rates of to 10 Gbps have been developed, although these are quite limited in terms
of the number of devices and geographic scope of the network. For long-distance
applications, twisted pair can be used at data rates of 4 Mbps or more.
Twisted pair is much less expensive than the other commonly used guided
transmission media (coaxial cable, optical fiber) and is easier to work with.

Transmission Characteristics Twisted pair may be used to transmit both analog and digital transmission. For analog signals, amplifiers are required about every
5 to 6 km. For digital transmission (using either analog or digital signals), repeaters
are required every 2 or 3 km.
Compared to other commonly used guided transmission media (coaxial
cable, optical fiber), twisted pair is limited in distance, bandwidth, and data rate. As
Figure 4.3a shows, the attenuation for twisted pair is a very strong function of frequency. Other impairments are also severe for twisted pair. The medium is quite
susceptible to interference and noise because of its easy coupling with electromagnetic fields. For example, a wire run parallel to an ac power line will pick up 60-Hz
energy. Impulse noise also easily intrudes into twisted pair. Several measures are
taken to reduce impairments. Shielding the wire with metallic braid or sheathing
reduces interference. The twisting of the wire reduces low-frequency interference,
and the use of different twist lengths in adjacent pairs reduces crosstalk.
For point-to-point analog signaling, a bandwidth of up to about 1 MHz is possible. This accommodates a number of voice channels. For long-distance digital
point-to-point signaling, data rates of up to a few Mbps are possible; for very short
distances, data rates of up to 10 Gbps have been achieved in commercially available
products.
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Unshielded and Shielded Twisted Pair Twisted pair comes in two varieties:
unshielded and shielded. Unshielded twisted pair (UTP) is ordinary telephone wire.
Office buildings, by universal practice, are prewired with excess unshielded twisted
pair, more than is needed for simple telephone support. This is the least expensive of
all the transmission media commonly used for local area networks and is easy to
work with and easy to install.
Unshielded twisted pair is subject to external electromagnetic interference,
including interference from nearby twisted pair and from noise generated in the environment. A way to improve the characteristics of this medium is to shield the twisted
pair with a metallic braid or sheathing that reduces interference.This shielded twisted
pair (STP) provides better performance at higher data rates. However, it is more
expensive and more difficult to work with than unshielded twisted pair.

Category 3 and Category 5 UTP Most office buildings are prewired with a
type of 100-ohm twisted pair cable commonly referred to as voice grade. Because
voice-grade twisted pair is already installed, it is an attractive alternative for use as a
LAN medium. Unfortunately, the data rates and distances achievable with voicegrade twisted pair are limited.
In 1991, the Electronic Industries Association published standard EIA-568,
Commercial Building Telecommunications Cabling Standard, which specifies the use
of voice-grade unshielded twisted pair as well as shielded twisted pair for in-building
data applications. At that time, the specification was felt to be adequate for the range
of frequencies and data rates found in office environments. Up to that time, the principal interest for LAN designs was in the range of data rates from 1 Mbps to 16 Mbps.
Subsequently, as users migrated to higher-performance workstations and applications, there was increasing interest in providing LANs that could operate up to
100 Mbps over inexpensive cable. In response to this need, EIA-568-A was issued in
1995. The new standard reflects advances in cable and connector design and test methods. It covers 150-ohm shielded twisted pair and 100-ohm unshielded twisted pair.
EIA-568-A recognizes three categories of UTP cabling:
• Category 3: UTP cables and associated connecting hardware whose transmission characteristics are specified up to 16 MHz
• Category 4: UTP cables and associated connecting hardware whose transmission characteristics are specified up to 20 MHz
• Category 5: UTP cables and associated connecting hardware whose transmission characteristics are specified up to 100 MHz
Of these, it is Category 3 and Category 5 cable that have received the most
attention for LAN applications. Category 3 corresponds to the voice-grade cable
found in abundance in most office buildings. Over limited distances, and with proper
design, data rates of up to 16 Mbps should be achievable with Category 3. Category
5 is a data-grade cable that is becoming standard for preinstallation in new office
buildings. Over limited distances, and with proper design, data rates of up to
100 Mbps are achievable with Category 5.
A key difference between Category 3 and Category 5 cable is the number of
twists in the cable per unit distance. Category 5 is much more tightly twisted, with a
typical twist length of 0.6 to 0.85 cm, compared to 7.5 to 10 cm for Category 3. The
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Table 4.2 Comparison of Shielded and Unshielded Twisted Pair
Attenuation (dB per 100 m)
Frequency
(MHz)
1

Near-End Crosstalk (dB)

Category 3
UTP

Category 5
UTP

150-ohm
STP

Category 3
UTP

Category 5
UTP

150-ohm STP

2.6

2.0

1.1

41

62

58

4

5.6

4.1

2.2

32

53

58

16

13.1

8.2

4.4

23

44

50.4

25

—

10.4

6.2

—

41

47.5

100

—

22.0

12.3

—

32

38.5

300

—

—

21.4

—

—

31.3

tighter twisting of Category 5 is more expensive but provides much better performance than Category 3.
Table 4.2 summarizes the performance of Category 3 and 5 UTP, as well as the
STP specified in EIA-568-A. The first parameter used for comparison, attenuation,
is fairly straightforward. The strength of a signal falls off with distance over any
transmission medium. For guided media attenuation is generally exponential and
therefore is typically expressed as a constant number of decibels per unit distance.
Near-end crosstalk as it applies to twisted pair wiring systems is the coupling
of the signal from one pair of conductors to another pair. These conductors may be
the metal pins in a connector or wire pairs in a cable. The near end refers to coupling
that takes place when the transmit signal entering the link couples back to the
receive conductor pair at that same end of the link (i.e., the near transmitted signal
is picked up by the near receive pair).
Since the publication of EIA-568-A, there has been ongoing work on the
development of standards for premises cabling, driven by two issues. First, the
Gigabit Ethernet specification requires the definition of parameters that are not
specified completely in any published cabling standard. Second, there is a desire
to specify cabling performance to higher levels, namely Enhanced Category 5
(Cat 5E), Category 6, and Category 7. Tables 4.3 and 4.4 summarize these new
cabling schemes and compare them to the existing standards.
Table 4.3 Twisted Pair Categories and Classes
Category 3
Class C

Category 5
Class D

Category 5E

Category 6
Class E

Category 7
Class F
600 MHz

Bandwidth

16 MHz

100 MHz

100 MHz

200 MHz

Cable Type

UTP

UTP/FTP

UTP/FTP

UTP/FTP

SSTP

Link Cost
1Cat 5  12

0.7

1

1.2

1.5

2.2

UTP = Unshielded twisted pair
FTP = Foil twisted pair
SSTP = Shielded screen twisted pair
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Table 4.4 High-Performance LAN Copper Cabling Alternatives [JOHN98]
Name

Construction

Expected Performance

Category 5
UTP

Cable consists of 4 pairs of 24 AWG
(0.50 mm) copper with thermoplastic
polyolefin or fluorinated ethylene
propylene (FEP) jacket. Outside sheath
consists of polyvinylchlorides (PVC), a
fire retardant polyolefin or fluoropolymers.

Mixed and matched cables and
connecting hardware from various
manufacturers that have a reasonable
chance of meeting TIA Cat 5 Channel
and ISO Class D requirements. No
manufacturer’s warranty is involved.

Enhanced Cat 5
UTP (Cat 5E)

Cable consists of 4 pairs of 24 AWG
(0.50 mm) copper with thermoplastic
polyolefin or fluorinated ethylene
propylene (FEP) jacket. Outside sheath
consists of polyvinylchlorides (PVC), a fire
retardant polyolefin or fluoropolymers.
Higher care taken in design and
manufacturing.

Category 5 components from one
supplier or from multiple suppliers
where components have been
deliberately matched for improved
impedance and balance. Offers ACR
performance in excess of Cat 5
Channel and Class D as well as a
10-year or greater warranty.

Category 6
UTP

Cable consists of 4 pairs of 0.50 to 0.53 mm
copper with thermoplastic polyolefin or
fluorinated ethylene propylene (FEP) jacket.
Outside sheath consists of polyvinylchlorides
(PVC), a fire retardant polyolefin or
fluoropolymers. Extremely high care taken
in design and manufacturing. Advanced
connector designs.

Category 6 components from one
supplier that are extremely well
matched. Channel zero ACR point
(effective bandwidth) is guaranteed
to 200 MHz or beyond. Best available
UTP. Performance specifications
for Category 6 UTP to 250 MHz
are under development.

Cable consists of 4 pairs of 24 AWG
(0.50 mm) copper with thermoplastic
polyolefin or fluorinated ethylene propylene
(FEP) jacket. Pairs are surrounded by a
common metallic foil shield. Outside sheath
consists of polyvinylchlorides (PVC), a fireretardant polyolefin or fluoropolymers.

Category 5 components from one
supplier or from multiple suppliers
where components have been
deliberately designed to minimize
EMI susceptibility and maximize
EMI immunity. Various grades may
offer increased ACR performance.

Cable consists of 4 pairs of 24 AWG
(0.50 mm) copper with thermoplastic
polyolefin or fluorinated ethylene
propylene (FEP) jacket. Pairs are
surrounded by a common metallic foil
shield, followed by a braided metallic
shield. Outside sheath consists of
polyvinylchlorides (PVC), a fire retardant
polyolefin, or fluoropolymers

Category 5 components from one
supplier or from multiple suppliers
where components have been
deliberately designed to minimize
EMI susceptibility and maximize EMI
immunity. Offers superior EMI
protection to FTP.

Also called PiMF (for Pairs in Metal Foil),
SSTP of 4 pairs of 22-23AWG copper with a
thermoplastic polyolefin or fluorinated
ethylenepropylene (FEP) jacket. Pairs are
individually surrounded by a helical or
longitudinal metallic foil shield, followed by
a braided metallic shield. Outside sheath of
polyvinylchlorides (PVC), a fire-retardant
polyolefin, or fluoropolymers.

Category 7 cabling provides positive
ACR to 600 to 1200 MHz. Shielding
on the individual pairs gives it
phenomenal ACR.

Foil Twisted
Pair

Shielded Foil
Twisted Pair

Category 7
Shielded-Screen
Twisted Pair

ACR = Attenuation to crosstalk ratio
EMI = Electromagnetic interference

Cost

1

1.2

1.5

1.3

1.4

2.2
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Coaxial Cable
Physical Description Coaxial cable, like twisted pair, consists of two conductors, but is constructed differently to permit it to operate over a wider range of frequencies. It consists of a hollow outer cylindrical conductor that surrounds a single
inner wire conductor (Figure 4.2b). The inner conductor is held in place by either
regularly spaced insulating rings or a solid dielectric material. The outer conductor
is covered with a jacket or shield. A single coaxial cable has a diameter of from 1 to
2.5 cm. Coaxial cable can be used over longer distances and support more stations
on a shared line than twisted pair.

Applications Coaxial cable is a versatile transmission medium, used in a wide
variety of applications. The most important of these are
•
•
•
•

Television distribution
Long-distance telephone transmission
Short-run computer system links
Local area networks

Coaxial cable is widely used as a means of distributing TV signals to individual
homes—cable TV. From its modest beginnings as Community Antenna Television
(CATV), designed to provide service to remote areas, cable TV reaches almost as
many homes and offices as the telephone. A cable TV system can carry dozens or
even hundreds of TV channels at ranges up to a few tens of kilometers.
Coaxial cable has traditionally been an important part of the long-distance
telephone network. Today, it faces increasing competition from optical fiber, terrestrial microwave, and satellite. Using frequency division multiplexing (FDM, see
Chapter 8), a coaxial cable can carry over 10,000 voice channels simultaneously.
Coaxial cable is also commonly used for short-range connections between
devices. Using digital signaling, coaxial cable can be used to provide high-speed I/O
channels on computer systems.

Transmission Characteristics Coaxial cable is used to transmit both analog
and digital signals. As can be seen from Figure 4.3b, coaxial cable has frequency
characteristics that are superior to those of twisted pair and can hence be used effectively at higher frequencies and data rates. Because of its shielded, concentric construction, coaxial cable is much less susceptible to interference and crosstalk than
twisted pair. The principal constraints on performance are attenuation, thermal
noise, and intermodulation noise. The latter is present only when several channels
(FDM) or frequency bands are in use on the cable.
For long-distance transmission of analog signals, amplifiers are needed every few
kilometers, with closer spacing required if higher frequencies are used.The usable spectrum for analog signaling extends to about 500 MHz. For digital signaling, repeaters are
needed every kilometer or so, with closer spacing needed for higher data rates.
Optical Fiber
Physical Description An optical fiber is a thin (2 to 125 mm), flexible medium
capable of guiding an optical ray. Various glasses and plastics can be used to make
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optical fibers. The lowest losses have been obtained using fibers of ultrapure fused
silica. Ultrapure fiber is difficult to manufacture; higher-loss multicomponent glass
fibers are more economical and still provide good performance. Plastic fiber is even
less costly and can be used for short-haul links, for which moderately high losses are
acceptable.
An optical fiber cable has a cylindrical shape and consists of three concentric
sections: the core, the cladding, and the jacket (Figure 4.2c). The core is the innermost section and consists of one or more very thin strands, or fibers, made of glass or
plastic; the core has a diameter in the range of 8 to 50 mm. Each fiber is surrounded
by its own cladding, a glass or plastic coating that has optical properties different
from those of the core and a diameter of 125 mm. The interface between the core
and cladding acts as a reflector to confine light that would otherwise escape the
core. The outermost layer, surrounding one or a bundle of cladded fibers, is the
jacket. The jacket is composed of plastic and other material layered to protect
against moisture, abrasion, crushing, and other environmental dangers.

Applications Optical fiber already enjoys considerable use in long-distance
telecommunications, and its use in military applications is growing. The continuing
improvements in performance and decline in prices, together with the inherent
advantages of optical fiber, have made it increasingly attractive for local area networking. The following characteristics distinguish optical fiber from twisted pair or
coaxial cable:
• Greater capacity: The potential bandwidth, and hence data rate, of optical
fiber is immense; data rates of hundreds of Gbps over tens of kilometers have
been demonstrated. Compare this to the practical maximum of hundreds of
Mbps over about 1 km for coaxial cable and just a few Mbps over 1 km or up
to 100 Mbps to 10 Gbps over a few tens of meters for twisted pair.
• Smaller size and lighter weight: Optical fibers are considerably thinner than
coaxial cable or bundled twisted-pair cable—at least an order of magnitude
thinner for comparable information transmission capacity. For cramped conduits in buildings and underground along public rights-of-way, the advantage
of small size is considerable. The corresponding reduction in weight reduces
structural support requirements.
• Lower attenuation: Attenuation is significantly lower for optical fiber than for
coaxial cable or twisted pair (Figure 4.3c) and is constant over a wide range.
• Electromagnetic isolation: Optical fiber systems are not affected by external
electromagnetic fields. Thus the system is not vulnerable to interference,
impulse noise, or crosstalk. By the same token, fibers do not radiate energy, so
there is little interference with other equipment and there is a high degree of
security from eavesdropping. In addition, fiber is inherently difficult to tap.
• Greater repeater spacing: Fewer repeaters mean lower cost and fewer sources
of error. The performance of optical fiber systems from this point of view has
been steadily improving. Repeater spacing in the tens of kilometers for optical
fiber is common, and repeater spacings of hundreds of kilometers have been
demonstrated. Coaxial and twisted-pair systems generally have repeaters
every few kilometers.
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Five basic categories of application have become important for optical fiber:
•
•
•
•
•

Long-haul trunks
Metropolitan trunks
Rural exchange trunks
Subscriber loops
Local area networks

Long-haul fiber transmission is becoming increasingly common in the telephone network. Long-haul routes average about 1500 km in length and offer high
capacity (typically 20,000 to 60,000 voice channels). These systems compete economically with microwave and have so underpriced coaxial cable in many developed
countries that coaxial cable is rapidly being phased out of the telephone network in
such countries. Undersea optical fiber cables have also enjoyed increasing use.
Metropolitan trunking circuits have an average length of 12 km and may have as
many as 100,000 voice channels in a trunk group. Most facilities are installed in underground conduits and are repeaterless, joining telephone exchanges in a metropolitan or
city area. Included in this category are routes that link long-haul microwave facilities
that terminate at a city perimeter to the main telephone exchange building downtown.
Rural exchange trunks have circuit lengths ranging from 40 to 160 km and link
towns and villages. In the United States, they often connect the exchanges of different telephone companies. Most of these systems have fewer than 5000 voice channels. The technology used in these applications competes with microwave facilities.
Subscriber loop circuits are fibers that run directly from the central exchange
to a subscriber. These facilities are beginning to displace twisted pair and coaxial
cable links as the telephone networks evolve into full-service networks capable of
handling not only voice and data, but also image and video. The initial penetration
of optical fiber in this application is for the business subscriber, but fiber transmission into the home will soon begin to appear.
A final important application of optical fiber is for local area networks. Standards have been developed and products introduced for optical fiber networks that
have a total capacity of 100 Mbps to 10 Gbps and can support hundreds or even
thousands of stations in a large office building or a complex of buildings.
The advantages of optical fiber over twisted pair and coaxial cable become
more compelling as the demand for all types of information (voice, data, image,
video) increases.

Transmission Characteristics Optical fiber transmits a signal-encoded beam
of light by means of total internal reflection. Total internal reflection can occur in
any transparent medium that has a higher index of refraction than the surrounding
medium. In effect, the optical fiber acts as a waveguide for frequencies in the range
of about 1014 to 1015 Hertz; this covers portions of the infrared and visible spectra.
Figure 4.4 shows the principle of optical fiber transmission. Light from a source
enters the cylindrical glass or plastic core. Rays at shallow angles are reflected and
propagated along the fiber; other rays are absorbed by the surrounding material. This
form of propagation is called step-index multimode, referring to the variety of angles
that will reflect. With multimode transmission, multiple propagation paths exist, each
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Output pulse

(a) Step-index multimode
Input pulse

Output pulse

(b) Graded-index multimode
Input pulse

Output pulse

(c) Single mode

Figure 4.4 Optical Fiber Transmission Modes

with a different path length and hence time to traverse the fiber. This causes signal elements (light pulses) to spread out in time, which limits the rate at which data can be
accurately received. Put another way, the need to leave spacing between the pulses limits data rate. This type of fiber is best suited for transmission over very short distances.
When the fiber core radius is reduced, fewer angles will reflect. By reducing the radius
of the core to the order of a wavelength, only a single angle or mode can pass: the axial
ray. This single-mode propagation provides superior performance for the following
reason. Because there is a single transmission path with single-mode transmission, the
distortion found in multimode cannot occur. Single-mode is typically used for longdistance applications, including telephone and cable television. Finally, by varying the
index of refraction of the core, a third type of transmission, known as graded-index
multimode, is possible. This type is intermediate between the other two in characteristics. The higher refractive index (discussed subsequently) at the center makes the light
rays moving down the axis advance more slowly than those near the cladding. Rather
than zig-zagging off the cladding, light in the core curves helically because of the
graded index, reducing its travel distance. The shortened path and higher speed allows
light at the periphery to arrive at a receiver at about the same time as the straight rays
in the core axis. Graded-index fibers are often used in local area networks.
Two different types of light source are used in fiber optic systems: the lightemitting diode (LED) and the injection laser diode (ILD). Both are semiconductor
devices that emit a beam of light when a voltage is applied.The LED is less costly, operates over a greater temperature range, and has a longer operational life.The ILD, which
operates on the laser principle, is more efficient and can sustain greater data rates.
There is a relationship among the wavelength employed, the type of transmission,
and the achievable data rate. Both single mode and multimode can support several different wavelengths of light and can employ laser or LED light sources. In optical fiber,
based on the attenuation characteristics of the medium and on properties of light
sources and receivers, four transmission windows are appropriate, shown in Table 4.5.
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Table 4.5 Frequency Utilization for Fiber Applications
Wavelength
(in vacuum) Range (nm)

Frequency Range
(THz)

Band Label

Fiber Type

Application

Multimode

LAN

Single mode

Various

820 to 900

366 to 333

1280 to 1350

234 to 222

S

1528 to 1561

196 to 192

C

Single mode

WDM

1561 to 1620

192 to 185

L

Single mode

WDM

WDM = wavelength division multiplexing (see Chapter 8)

Note the tremendous bandwidths available. For the four windows, the respective bandwidths are 33 THz, 12 THz, 4 THz, and 7 THz.1 This is several orders of
magnitude greater than the bandwidth available in the radio-frequency spectrum.
One confusing aspect of reported attenuation figures for fiber optic transmission is that, invariably, fiber optic performance is specified in terms of wavelength
rather than frequency. The wavelengths that appear in graphs and tables are the
wavelengths corresponding to transmission in a vacuum. However, on the fiber, the
velocity of propagation is less than the speed of light in a vacuum (c); the result is
that although the frequency of the signal is unchanged, the wavelength is changed.

EXAMPLE 4.1 For a wavelength in vacuum of 1550 nm, the corresponding
frequency is f = c/l = 13 * 1082/11550 * 10-92 = 193.4 * 1012 = 193.4 THz.
For a typical single mode fiber, the velocity of propagation is approximately
v = 2.04 * 108. In this case, a frequency of 193.4 THz corresponds to a wavelength of l = v/f = 12.04 * 1082/1193.4 * 10122 = 1055 nm. Therefore, on this
fiber, when a wavelength of 1550 nm is cited, the actual wavelength on the fiber
is 1055 nm.

The four transmission windows are in the infrared portion of the frequency spectrum, below the visible-light portion, which is 400 to 700 nm. The loss is lower at higher
wavelengths, allowing greater data rates over longer distances. Many local applications
today use 850-nm LED light sources. Although this combination is relatively inexpensive, it is generally limited to data rates under 100 Mbps and distances of a few kilometers. To achieve higher data rates and longer distances, a 1300-nm LED or laser source
is needed. The highest data rates and longest distances require 1500-nm laser sources.
Figure 4.3c shows attenuation versus wavelength for a typical optical fiber. The
unusual shape of the curve is due to the combination of a variety of factors that contribute to attenuation. The two most important of these are absorption and scattering. In this context, the term scattering refers to the change in direction of light rays
after they strike small particles or impurities in the medium.
1
1 THz = 1012 Hz. For a definition of numerical prefixes in common use, see the supporting document at
WilliamStallings.com.
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4.2 WIRELESS TRANSMISSION
Three general ranges of frequencies are of interest in our discussion of wireless transmission. Frequencies in the range of about 1 GHz 1gigahertz = 109 Hertz2 to 40 GHz
are referred to as microwave frequencies.At these frequencies, highly directional beams
are possible, and microwave is quite suitable for point-to-point transmission. Microwave
is also used for satellite communications. Frequencies in the range of 30 MHz to 1 GHz
are suitable for omnidirectional applications. We refer to this range as the radio range.
Another important frequency range, for local applications, is the infrared portion of the spectrum. This covers, roughly, from 3 * 1011 to 2 * 1014 Hz. Infrared is
useful to local point-to-point and multipoint applications within confined areas,
such as a single room.
For unguided media, transmission and reception are achieved by means of an
antenna. Before looking at specific categories of wireless transmission, we provide a
brief introduction to antennas.

Antennas
An antenna can be defined as an electrical conductor or system of conductors used
either for radiating electromagnetic energy or for collecting electromagnetic energy.
For transmission of a signal, radio-frequency electrical energy from the transmitter
is converted into electromagnetic energy by the antenna and radiated into the surrounding environment (atmosphere, space, water). For reception of a signal, electromagnetic energy impinging on the antenna is converted into radio-frequency
electrical energy and fed into the receiver.
In two-way communication, the same antenna can be and often is used for
both transmission and reception. This is possible because any antenna transfers
energy from the surrounding environment to its input receiver terminals with the
same efficiency that it transfers energy from the output transmitter terminals into
the surrounding environment, assuming that the same frequency is used in both
directions. Put another way, antenna characteristics are essentially the same whether
an antenna is sending or receiving electromagnetic energy.
An antenna will radiate power in all directions but, typically, does not perform
equally well in all directions. A common way to characterize the performance of an
antenna is the radiation pattern, which is a graphical representation of the radiation
properties of an antenna as a function of space coordinates. The simplest pattern is
produced by an idealized antenna known as the isotropic antenna. An isotropic
antenna is a point in space that radiates power in all directions equally. The actual
radiation pattern for the isotropic antenna is a sphere with the antenna at the center.

Parabolic Reflective Antenna An important type of antenna is the parabolic
reflective antenna, which is used in terrestrial microwave and satellite applications.
A parabola is the locus of all points equidistant from a fixed line and a fixed point
not on the line. The fixed point is called the focus and the fixed line is called the
directrix (Figure 4.5a). If a parabola is revolved about its axis, the surface generated
is called a paraboloid. A cross section through the paraboloid parallel to its axis
forms a parabola and a cross section perpendicular to the axis forms a circle. Such
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(a) Parabola

Figure 4.5

(b) Cross section of parabolic antenna
showing reflective property

Parabolic Reflective Antenna

surfaces are used in headlights, optical and radio telescopes, and microwave antennas because of the following property: If a source of electromagnetic energy (or
sound) is placed at the focus of the paraboloid, and if the paraboloid is a reflecting
surface, then the wave will bounce back in lines parallel to the axis of the paraboloid; Figure 4.5b shows this effect in cross section. In theory, this effect creates a parallel beam without dispersion. In practice, there will be some dispersion, because the
source of energy must occupy more than one point. The larger the diameter of the
antenna, the more tightly directional is the beam. On reception, if incoming waves
are parallel to the axis of the reflecting paraboloid, the resulting signal will be concentrated at the focus.

Antenna Gain Antenna gain is a measure of the directionality of an antenna.
Antenna gain is defined as the power output, in a particular direction, compared to
that produced in any direction by a perfect omnidirectional antenna (isotropic
antenna). For example, if an antenna has a gain of 3 dB, that antenna improves upon
the isotropic antenna in that direction by 3 dB, or a factor of 2. The increased power
radiated in a given direction is at the expense of other directions. In effect, increased
power is radiated in one direction by reducing the power radiated in other
directions. It is important to note that antenna gain does not refer to obtaining more
output power than input power but rather to directionality.
A concept related to that of antenna gain is the effective area of an antenna.
The effective area of an antenna is related to the physical size of the antenna and to
its shape. The relationship between antenna gain and effective area is
G =

4pA e
l2

=

4pf2A e
c2

(4.1)
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where
G
Ae
f
c
l

=
=
=
=
=

antenna gain
effective area
carrier frequency
speed of light 1L 3 * 108 m/s2
carrier wavelength

For example, the effective area of an ideal isotropic antenna is l2/4p, with a
power gain of 1; the effective area of a parabolic antenna with a face area of A is
0.56A, with a power gain of 7A/l2.

EXAMPLE 4.2 For a parabolic reflective antenna with a diameter of 2 m,
operating at 12 GHz, what is the effective area and the antenna gain? We have
an area of A = pr2 = p and an effective area of A e = 0.56p. The wavelength is
l = c/f = 13 * 1082/112 * 1092 = 0.025 m. Then
G = 17A2/l2 = 17 * p2/10.02522 = 35,186
GdB = 45.46 dB

Terrestrial Microwave
Physical Description The most common type of microwave antenna is the parabolic “dish.” A typical size is about 3 m in diameter. The antenna is fixed rigidly and
focuses a narrow beam to achieve line-of-sight transmission to the receiving
antenna. Microwave antennas are usually located at substantial heights above
ground level to extend the range between antennas and to be able to transmit over
intervening obstacles. To achieve long-distance transmission, a series of microwave
relay towers is used, and point-to-point microwave links are strung together over
the desired distance.

Applications The primary use for terrestrial microwave systems is in long-haul
telecommunications service, as an alternative to coaxial cable or optical fiber. The
microwave facility requires far fewer amplifiers or repeaters than coaxial cable over
the same distance but requires line-of-sight transmission. Microwave is commonly
used for both voice and television transmission.
Another increasingly common use of microwave is for short point-to-point
links between buildings. This can be used for closed-circuit TV or as a data link
between local area networks. Short-haul microwave can also be used for the socalled bypass application. A business can establish a microwave link to a longdistance telecommunications facility in the same city, bypassing the local telephone
company.
Another important use of microwave is in cellular systems, examined in
Chapter 14.
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Table 4.6 Typical Digital Microwave Performance
Band (GHz)

Bandwidth (MHz)

Data Rate (Mbps)

2

7

12

6

30

90

11

40

135

18

220

274

Transmission Characteristics Microwave transmission covers a substantial
portion of the electromagnetic spectrum. Common frequencies used for transmission are in the range 1 to 40 GHz. The higher the frequency used, the higher the
potential bandwidth and therefore the higher the potential data rate. Table 4.6
indicates bandwidth and data rate for some typical systems.
As with any transmission system, a main source of loss is attenuation. For
microwave (and radio frequencies), the loss can be expressed as
L = 10 loga

4pd 2
b dB
l

(4.2)

where d is the distance and l is the wavelength, in the same units. Thus, loss varies as
the square of the distance. In contrast, for twisted-pair and coaxial cable, loss varies
exponentially with distance (linear in decibels). Thus repeaters or amplifiers may be
placed farther apart for microwave systems—10 to 100 km is typical. Attenuation is
increased with rainfall. The effects of rainfall become especially noticeable above 10
GHz. Another source of impairment is interference. With the growing popularity of
microwave, transmission areas overlap and interference is always a danger. Thus the
assignment of frequency bands is strictly regulated.
The most common bands for long-haul telecommunications are the 4-GHz to
6-GHz bands. With increasing congestion at these frequencies, the 11-GHz band is
now coming into use. The 12-GHz band is used as a component of cable TV systems.
Microwave links are used to provide TV signals to local CATV installations; the
signals are then distributed to individual subscribers via coaxial cable. Higherfrequency microwave is being used for short point-to-point links between buildings;
typically, the 22-GHz band is used. The higher microwave frequencies are less useful
for longer distances because of increased attenuation but are quite adequate for
shorter distances. In addition, at the higher frequencies, the antennas are smaller
and cheaper.

Satellite Microwave
Physical Description A communication satellite is, in effect, a microwave
relay station. It is used to link two or more ground-based microwave transmitter/receivers, known as earth stations, or ground stations. The satellite receives
transmissions on one frequency band (uplink), amplifies or repeats the signal,
and transmits it on another frequency (downlink). A single orbiting satellite will
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operate on a number of frequency bands, called transponder channels, or simply
transponders.
Figure 4.6 depicts in a general way two common configurations for satellite
communication. In the first, the satellite is being used to provide a point-to-point
link between two distant ground-based antennas. In the second, the satellite provides communications between one ground-based transmitter and a number of
ground-based receivers.
For a communication satellite to function effectively, it is generally required
that it remain stationary with respect to its position over the earth. Otherwise, it
would not be within the line of sight of its earth stations at all times. To remain stationary, the satellite must have a period of rotation equal to the earth’s period of
rotation. This match occurs at a height of 35,863 km at the equator.
Satellite
antenna

Earth
station
(a) Point-to-point link
Satellite
antenna

Multiple
receivers

Multiple
receivers
Transmitter
(b) Broadcast link

Figure 4.6

Satellite Communication Configurations
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Two satellites using the same frequency band, if close enough together, will
interfere with each other. To avoid this, current standards require a 4° spacing
(angular displacement as measured from the earth) in the 4/6-GHz band and a 3°
spacing at 12/14 GHz. Thus the number of possible satellites is quite limited.

Applications The following are among the most important applications for satellites:
•
•
•
•

Television distribution
Long-distance telephone transmission
Private business networks
Global positioning

Because of their broadcast nature, satellites are well suited to television distribution and are being used extensively in the United States and throughout the
world for this purpose. In its traditional use, a network provides programming from
a central location. Programs are transmitted to the satellite and then broadcast
down to a number of stations, which then distribute the programs to individual
viewers. One network, the Public Broadcasting Service (PBS), distributes its television programming almost exclusively by the use of satellite channels. Other commercial networks also make substantial use of satellite, and cable television systems
are receiving an ever-increasing proportion of their programming from satellites.
The most recent application of satellite technology to television distribution is
direct broadcast satellite (DBS), in which satellite video signals are transmitted
directly to the home user. The decreasing cost and size of receiving antennas have
made DBS economically feasible.
Satellite transmission is also used for point-to-point trunks between telephone
exchange offices in public telephone networks. It is the optimum medium for highusage international trunks and is competitive with terrestrial systems for many longdistance intranational links.
There are a number of business data applications for satellite. The satellite
provider can divide the total capacity into a number of channels and lease these
channels to individual business users. A user equipped with the antennas at a number of sites can use a satellite channel for a private network. Traditionally, such
applications have been quite expensive and limited to larger organizations with
high-volume requirements. A recent development is the very small aperture terminal (VSAT) system, which provides a low-cost alternative. Figure 4.7 depicts a typical VSAT configuration. A number of subscriber stations are equipped with
low-cost VSAT antennas. Using some discipline, these stations share a satellite
transmission capacity for transmission to a hub station. The hub station can
exchange messages with each of the subscribers and can relay messages between
subscribers.
A final application of satellites, which has become pervasive, is worthy of note.
The Navstar Global Positioning System, or GPS for short, consists of three segments
or components:
• A constellation of satellites (currently 27) orbiting about 20,000 km above the
earth’s surface, which transmit ranging signals on two frequencies in the
microwave part of the radio spectrum

4.2 / WIRELESS TRANSMISSION
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Figure 4.7 Typical VSAT Configuration

• A control segment which maintains GPS through a system of ground monitor
stations and satellite upload facilities
• The user receivers—both civil and military
Each satellite transmits a unique digital code sequence of 1s and 0s, precisely
timed by an atomic clock, which is picked up by a GPS receiver’s antenna and
matched with the same code sequence generated inside the receiver. By lining up or
matching the signals, the receiver determines how long it takes the signals to travel
from the satellite to the receiver. These timing measurements are converted to distances using the speed of light. Measuring distances to four or more satellites simultaneously and knowing the exact locations of the satellites (included in the signals
transmitted by the satellites), the receiver can determine its latitude, longitude, and
height while at the same time synchronizing its clock with the GPS time standard
which also makes the receiver a precise time piece.

Transmission Characteristics The optimum frequency range for satellite
transmission is in the range 1 to 10 GHz. Below 1 GHz, there is significant noise
from natural sources, including galactic, solar, and atmospheric noise, and humanmade interference from various electronic devices. Above 10 GHz, the signal is
severely attenuated by atmospheric absorption and precipitation.
Most satellites providing point-to-point service today use a frequency bandwidth in the range 5.925 to 6.425 GHz for transmission from earth to satellite
(uplink) and a bandwidth in the range 3.7 to 4.2 GHz for transmission from satellite
to earth (downlink). This combination is referred to as the 4/6-GHz band. Note
that the uplink and downlink frequencies differ. For continuous operation without
interference, a satellite cannot transmit and receive on the same frequency. Thus
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signals received from a ground station on one frequency must be transmitted back
on another.
The 4/6 GHz band is within the optimum zone of 1 to 10 GHz but has become
saturated. Other frequencies in that range are unavailable because of sources of
interference operating at those frequencies, usually terrestrial microwave. Therefore, the 12/14-GHz band has been developed (uplink: 14 to 14.5 GHz; downlink:
11.7 to 12.2 GHz). At this frequency band, attenuation problems must be overcome.
However, smaller and cheaper earth-station receivers can be used. It is anticipated
that this band will also saturate, and use is projected for the 20/30-GHz band
(uplink: 27.5 to 30.0 GHz; downlink: 17.7 to 20.2 GHz). This band experiences even
greater attenuation problems but will allow greater bandwidth (2500 MHz versus
500 MHz) and even smaller and cheaper receivers.
Several properties of satellite communication should be noted. First, because
of the long distances involved, there is a propagation delay of about a quarter second from transmission from one earth station to reception by another earth station.
This delay is noticeable in ordinary telephone conversations. It also introduces
problems in the areas of error control and flow control, which we discuss in later
chapters. Second, satellite microwave is inherently a broadcast facility. Many stations can transmit to the satellite, and a transmission from a satellite can be received
by many stations.

Broadcast Radio
Physical Description The principal difference between broadcast radio and
microwave is that the former is omnidirectional and the latter is directional. Thus
broadcast radio does not require dish-shaped antennas, and the antennas need not
be rigidly mounted to a precise alignment.

Applications Radio is a general term used to encompass frequencies in the range
of 3 kHz to 300 GHz. We are using the informal term broadcast radio to cover the
VHF and part of the UHF band: 30 MHz to 1 GHz. This range covers FM radio and
UHF and VHF television. This range is also used for a number of data networking
applications.

Transmission Characteristics The range 30 MHz to 1 GHz is an effective one
for broadcast communications. Unlike the case for lower-frequency electromagnetic
waves, the ionosphere is transparent to radio waves above 30 MHz. Thus transmission is limited to the line of sight, and distant transmitters will not interfere with
each other due to reflection from the atmosphere. Unlike the higher frequencies of
the microwave region, broadcast radio waves are less sensitive to attenuation from
rainfall.
As with microwave, the amount of attenuation due to distance obeys Equation
2
(4.2), namely 10 log14pd
l 2 dB. Because of the longer wavelength, radio waves suffer
relatively less attenuation.
A prime source of impairment for broadcast radio waves is multipath interference. Reflection from land, water, and natural or human-made objects can create
multiple paths between antennas. This effect is frequently evident when TV reception displays multiple images as an airplane passes by.
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Infrared
Infrared communications is achieved using transmitters/receivers (transceivers)
that modulate noncoherent infrared light. Transceivers must be within the line of
sight of each other either directly or via reflection from a light-colored surface such
as the ceiling of a room.
One important difference between infrared and microwave transmission is
that the former does not penetrate walls. Thus the security and interference problems encountered in microwave systems are not present. Furthermore, there is no
frequency allocation issue with infrared, because no licensing is required.

4.3 WIRELESS PROPAGATION
A signal radiated from an antenna travels along one of three routes: ground wave,
sky wave, or line of sight (LOS). Table 4.7 shows in which frequency range each predominates. In this book, we are almost exclusively concerned with LOS communication, but a short overview of each mode is given in this section.

Ground Wave Propagation
Ground wave propagation (Figure 4.8a) more or less follows the contour of the earth
and can propagate considerable distances, well over the visual horizon. This effect is
found in frequencies up to about 2 MHz. Several factors account for the tendency of
electromagnetic wave in this frequency band to follow the earth’s curvature. One factor is that the electromagnetic wave induces a current in the earth’s surface, the result
of which is to slow the wavefront near the earth, causing the wavefront to tilt downward and hence follow the earth’s curvature. Another factor is diffraction, which is a
phenomenon having to do with the behavior of electromagnetic waves in the presence of obstacles. Electromagnetic waves in this frequency range are scattered by the
atmosphere in such a way that they do not penetrate the upper atmosphere.
The best-known example of ground wave communication is AM radio.

Sky Wave Propagation
Sky wave propagation is used for amateur radio, CB radio, and international broadcasts such as BBC and Voice of America. With sky wave propagation, a signal from
an earth-based antenna is reflected from the ionized layer of the upper atmosphere
(ionosphere) back down to earth. Although it appears the wave is reflected from the
ionosphere as if the ionosphere were a hard reflecting surface, the effect is in fact
caused by refraction. Refraction is described subsequently.
A sky wave signal can travel through a number of hops, bouncing back and
forth between the ionosphere and the earth’s surface (Figure 4.8b). With this propagation mode, a signal can be picked up thousands of kilometers from the transmitter.

Line-of-Sight Propagation
Above 30 MHz, neither ground wave nor sky wave propagation modes operate, and
communication must be by line of sight (Figure 4.8c). For satellite communication, a
signal above 30 MHz is not reflected by the ionosphere and therefore a signal can be

Table 4.7 Frequency Bands
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Band

Frequency Range

Free-Space
Propagation Characteristics
Wavelength Range

Typical Use

ELF (extremely low
frequency)

30 to 300 Hz

10,000 to 1000 km

GW

Power line frequencies; used by some
home control systems.

VF (voice frequency)

300 to 3000 Hz

1000 to 100 km

GW

Used by the telephone system for
analog subscriber lines.

VLF (very low frequency)

3 to 30 kHz

100 to 10 km

GW; low attenuation day and night;
high atmospheric noise level

Long-range navigation; submarine
communication

LF (low frequency)

30 to 300 kHz

10 to 1 km

GW; slightly less reliable than VLF;
absorption in daytime

Long-range navigation; marine
communication radio beacons

MF (medium frequency)

300 to 3000 kHz

1,000 to 100 m

GW and night SW; attenuation low at
night, high in day; atmospheric noise

Maritime radio; direction finding;
AM broadcasting.

HF (high frequency)

3 to 30 MHz

100 to 10 m

SW; quality varies with time of day,
season, and frequency.

Amateur radio; international
broadcasting, military communication;
long-distance aircraft and ship
communication

VHF (very high frequency)

30 to 300 MHz

10 to 1 m

LOS; scattering because of
temperature inversion; cosmic noise

VHF television; FM broadcast and
two-way radio, AM aircraft
communication; aircraft navigational
aids

UHF (ultra high frequency)

300 to 3000 MHz

100 to 10 cm

LOS; cosmic noise

UHF television; cellular telephone;
radar; microwave links; personal
communications systems

SHF (super high frequency)

3 to 30 GHz

10 to 1 cm

LOS; rainfall attenuation above
10 GHz; atmospheric attenuation due
to oxygen and water vapor

Satellite communication; radar;
terrestrial microwave links; wireless
local loop

EHF (extremely high
frequency)

30 to 300 GHz

10 to 1 mm

LOS; atmospheric attenuation due to
oxygen and water vapor

Experimental; wireless local loop

Infrared

300 GHz to 400 THz

1 mm to 770 nm

LOS

Infrared LANs; consumer electronic
applications

Visible light

400 THz to 900 THz

770 nm to 330 nm

LOS

Optical communication
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Figure 4.8 Wireless Propagation Modes

transmitted between an earth station and a satellite overhead that is not beyond the
horizon. For ground-based communication, the transmitting and receiving antennas
must be within an effective line of sight of each other. The term effective is used
because microwaves are bent or refracted by the atmosphere. The amount and even
the direction of the bend depends on conditions, but generally microwaves are bent
with the curvature of the earth and will therefore propagate farther than the optical
line of sight.
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Refraction Before proceeding, a brief discussion of refraction is warranted.
Refraction occurs because the velocity of an electromagnetic wave is a function of
the density of the medium through which it travels. In a vacuum, an electromagnetic
wave (such as light or a radio wave) travels at approximately 3 * 108 m/s. This is the
constant, c, commonly referred to as the speed of light, but actually referring to the
speed of light in a vacuum.2 In air, water, glass, and other transparent or partially
transparent media, electromagnetic waves travel at speeds less than c.
When an electromagnetic wave moves from a medium of one density to a
medium of another density, its speed changes. The effect is to cause a one-time bending of the direction of the wave at the boundary between the two media. Moving from
a less dense to a more dense medium, the wave will bend toward the more dense
medium. This phenomenon is easily observed by partially immersing a stick in water.
The index of refraction, or refractive index, of one medium relative to another
is the sine of the angle of incidence divided by the sine of the angle of refraction. The
index of refraction is also equal to the ratio of the respective velocities in the two
media. The absolute index of refraction of a medium is calculated in comparison
with that of a vacuum. Refractive index varies with wavelength, so that refractive
effects differ for signals with different wavelengths.
Although an abrupt, one-time change in direction occurs as a signal moves
from one medium to another, a continuous, gradual bending of a signal will occur if
it is moving through a medium in which the index of refraction gradually changes.
Under normal propagation conditions, the refractive index of the atmosphere
decreases with height so that radio waves travel more slowly near the ground than
at higher altitudes. The result is a slight bending of the radio waves toward the earth.
Optical and Radio Line of Sight With no intervening obstacles, the optical
line of sight can be expressed as
d = 3.572h
where d is the distance between an antenna and the horizon in kilometers and h is
the antenna height in meters. The effective, or radio, line of sight to the horizon is
expressed as (Figure 4.9)
d = 3.572Kh
Radio horizon

Antenna

Optical horizon

Earth

Figure 4.9 Optical and Radio Horizons
2

The exact value is 299,792,458 m/s.
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where K is an adjustment factor to account for the refraction. A good rule of
thumb is K = 4/3. Thus, the maximum distance between two antennas for LOS
propagation is 3.57 A 2Kh1 + 2Kh2 B , where h1 and h2 are the heights of the two
antennas.

EXAMPLE 4.3 The maximum distance between two antennas for LOS transmission if one antenna is 100 m high and the other is at ground level is
d = 3.572Kh = 3.572133 = 41 km
Now suppose that the receiving antenna is 10 m high. To achieve the same distance, how high must the transmitting antenna be? The result is
41 = 3.57 A 2Kh1 + 213.3 B
41
2Kh1 =
- 213.3 = 7.84
3.57
h1 = 7.84 2>1.33 = 46.2 m

This is a savings of over 50 m in the height of the transmitting antenna. This
example illustrates the benefit of raising receiving antennas above ground level
to reduce the necessary height of the transmitter.

4.4 LINE-OF-SIGHT TRANSMISSION
Section 3.3 discussed various transmission impairments common to both guided and
wireless transmission. In this section, we extend the discussion to examine some
impairments specific to wireless line-of-sight transmission.

Free Space Loss
For any type of wireless communication the signal disperses with distance. Therefore, an antenna with a fixed area will receive less signal power the farther it is from
the transmitting antenna. For satellite communication this is the primary mode of
signal loss. Even if no other sources of attenuation or impairment are assumed, a
transmitted signal attenuates over distance because the signal is being spread over a
larger and larger area. This form of attenuation is known as free space loss, which
can be expressed in terms of the ratio of the radiated power Pt to the power Pr
received by the antenna or, in decibels, by taking 10 times the log of that ratio. For
the ideal isotropic antenna, free space loss is
14pd22
14pfd22
Pt
=
=
Pr
l2
c2
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where
Pt
Pr
l
d
c

=
=
=
=
=

signal power at the transmitting antenna
signal power at the receiving antenna
carrier wavelength
propagation distance between antennas
speed of light 13 * 108 m/s2

where d and l are in the same units (e.g., meters).
This can be recast as 3
LdB = 10 log

Pt
4pd
= 20 loga
b = - 20 log1l2 + 20 log1d2 + 21.98 dB
Pr
l

4pfd
= 20 loga
b = 20 log1f2 + 20 log1d2 - 147.56 dB
c

(4.3)

Figure 4.10 illustrates the free space loss equation.
For other antennas, we must take into account the gain of the antenna, which
yields the following free space loss equation:
14p221d22
1ld22
1cd22
Pt
=
=
=
Pr
A rA t
GrGtl2
f2A rA t
where
Gt = gain of the transmitting antenna
Gr = gain of the receiving antenna
A t = effective area of the transmitting antenna
A r = effective area of the receiving antenna
The third fraction is derived from the second fraction using the relationship
between antenna gain and effective area defined in Equation (4.1). We can recast
the loss equation as
LdB = 20 log1l2 + 20 log1d2 - 10 log1A tA r2
= - 20 log1f2 + 20 log1d2 - 10 log1A tA r2 + 169.54 dB

(4.4)

Thus, for the same antenna dimensions and separation, the longer the carrier wavelength (lower the carrier frequency f ), the higher is the free space path loss. It is
interesting to compare Equations (4.3) and (4.4). Equation (4.3) indicates that as
the frequency increases, the free space loss also increases, which would suggest that
at higher frequencies, losses become more burdensome. However, Equation (4.4)
shows that we can easily compensate for this increased loss with antenna gains. In

3

As was mentioned in Appendix 3A, there is some inconsistency in the literature over the use of the
terms gain and loss. Equation (4.3) follows the convention of Equation (3.3).
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Figure 4.10 Free Space Loss

fact, there is a net gain at higher frequencies, other factors remaining constant.
Equation (4.3) shows that at a fixed distance an increase in frequency results in an
increased loss measured by 20 log(f ). However, if we take into account antenna gain
and fix antenna area, then the change in loss is measured by -20 log1f2; that is,
there is actually a decrease in loss at higher frequencies.

EXAMPLE 4.4 Determine the isotropic free space loss at 4 GHz for the shortest path to a synchronous satellite from earth (35,863 km). At 4 GHz, the wavelength is 13 * 1082/14 * 1092 = 0.075 m. Then
LdB = - 20 log10.0752 + 20 log135.853 * 1062 + 21.98 = 195.6 dB
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Now consider the antenna gain of both the satellite- and ground-based antennas.
Typical values are 44 dB and 48 dB, respectively. The free space loss is
LdB = 195.6 - 44 - 48 = 103.6 dB
Now assume a transmit power of 250 W at the earth station. What is the power
received at the satellite antenna? A power of 250 W translates into 24 dBW, so
the power at the receiving antenna is 24 - 103.6 = - 79.6 dBW.

Atmospheric Absorption
An additional loss between the transmitting and receiving antennas is atmospheric absorption. Water vapor and oxygen contribute most to attenuation. A
peak attenuation occurs in the vicinity of 22 GHz due to water vapor. At frequencies below 15 GHz, the attenuation is less. The presence of oxygen results in an
absorption peak in the vicinity of 60 GHz but contributes less at frequencies
below 30 GHz. Rain and fog (suspended water droplets) cause scattering of radio
waves that results in attenuation. In this context, the term scattering refers to the
production of waves of changed direction or frequency when radio waves
encounter matter. This can be a major cause of signal loss. Thus, in areas of significant precipitation, either path lengths have to be kept short or lower-frequency
bands should be used.

Multipath
For wireless facilities where there is a relatively free choice of where antennas are to
be located, they can be placed so that if there are no nearby interfering obstacles,
there is a direct line-of-sight path from transmitter to receiver. This is generally the
case for many satellite facilities and for point-to-point microwave. In other cases,
such as mobile telephony, there are obstacles in abundance. The signal can be
reflected by such obstacles so that multiple copies of the signal with varying delays
can be received. In fact, in extreme cases, there may be no direct signal. Depending
on the differences in the path lengths of the direct and reflected waves, the composite signal can be either larger or smaller than the direct signal. Reinforcement and
cancellation of the signal resulting from the signal following multiple paths can be
controlled for communication between fixed, well-sited antennas, and between
satellites and fixed ground stations. One exception is when the path goes across
water, where the wind keeps the reflective surface of the water in motion. For
mobile telephony and communication to antennas that are not well sited, multipath
considerations can be paramount.
Figure 4.11 illustrates in general terms the types of multipath interference typical in terrestrial, fixed microwave and in mobile communications. For fixed
microwave, in addition to the direct line of sight, the signal may follow a curved path
through the atmosphere due to refraction and the signal may also reflect from the
ground. For mobile communications, structures and topographic features provide
reflection surfaces.
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(a) Microwave line of sight

(b) Mobile radio

Figure 4.11

Examples of Multipath Interference

Refraction
Radio waves are refracted (or bent) when they propagate through the atmosphere. The refraction is caused by changes in the speed of the signal with altitude
or by other spatial changes in the atmospheric conditions. Normally, the speed of
the signal increases with altitude, causing radio waves to bend downward. However, on occasion, weather conditions may lead to variations in speed with height
that differ significantly from the typical variations. This may result in a situation in
which only a fraction or no part of the line-of-sight wave reaches the receiving
antenna.

4.5 RECOMMENDED READING AND WEB SITES
Detailed descriptions of the transmission characteristics of the transmission media discussed
in this chapter can be found in [FREE98]. [REEV95] provides an excellent treatment of
twisted pair and optical fiber. [BORE97] is a thorough treatment of optical fiber transmission
components. Another good paper on the subject is [WILL97]. [FREE02] is a detailed technical reference on optical fiber. [STAL00] discusses the characteristics of transmission media
for LANs in greater detail.
For a more thorough treatment on wireless transmission and propagation, see
[STAL05] and [RAPP02]. [FREE97] is an excellent detailed technical reference on wireless
topics.
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Recommended Web sites:
• Siemon Company: Good collection of technical articles on cabling, plus information
about cabling standards
• Wireless developer network: News, tutorials, and discussions on wireless topics
• About antennas: Good source of information and links
• U.S. frequency allocation chart: Chart plus background paper

4.6 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
antenna
antenna gain
atmospheric absorption
attenuation
coaxial cable
directional antenna
effective area
free space loss
global positioning system
(GPS)
ground wave propagation
guided media
index of refraction

infrared
isotropic antenna
line of sight (LOS)
microwave frequencies
multipath
omnidirectional antenna
optical fiber
optical LOS
parabolic reflective antenna
radio
radio LOS
reflection
refraction

refractive index
scattering
satellite
shielded twisted pair (STP)
sky wave propagation
terrestrial microwave
transmission medium
twisted pair
unguided media
unshielded twisted pair (UTP)
wavelength division
multiplexing (WDM)
wireless transmission
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Review Questions
4.1.
4.2.
4.3.
4.4.
4.5.
4.6.
4.7.
4.8.
4.9.
4.10.
4.11.
4.12.
4.13.
4.14.
4.15.

Why are the wires twisted in twisted-pair copper wire?
What are some major limitations of twisted-pair wire?
What is the difference between unshielded twisted pair and shielded twisted pair?
Describe the components of optical fiber cable.
What are some major advantages and disadvantages of microwave transmission?
What is direct broadcast satellite (DBS)?
Why must a satellite have distinct uplink and downlink frequencies?
Indicate some significant differences between broadcast radio and microwave.
What two functions are performed by an antenna?
What is an isotropic antenna?
What is the advantage of a parabolic reflective antenna?
What factors determine antenna gain?
What is the primary cause of signal loss in satellite communications?
What is refraction?
What is the difference between diffraction and scattering?

Problems
4.1

4.2

4.3

4.4
4.5
4.6

4.7

Suppose that data are stored on 1.4-Mbyte floppy diskettes that weigh 30 g each. Suppose that an airliner carries 104 kg of these floppies at a speed of 1000 km/h over a
distance of 5000 km. What is the data transmission rate in bits per second of this system?
A telephone line is known to have a loss of 20 dB. The input signal power is measured
as 0.5 W, and the output noise level is measured as 4.5 mW. Using this information,
calculate the output signal-to-noise ratio in dB.
Given a 100-Watt power source, what is the maximum allowable length for the following transmission media if a signal of 1 Watt is to be received?
a. 24-gauge (0.5 mm) twisted pair operating at 300 kHz
b. 24-gauge (0.5 mm) twisted pair operating at 1 MHz
c. 0.375-inch (9.5 mm) coaxial cable operating at 1 MHz
d. 0.375-inch (9.5 mm) coaxial cable operating at 25 MHz
e. optical fiber operating at its optimal frequency
Coaxial cable is a two-wire transmission system. What is the advantage of connecting
the outer conductor to ground?
Show that doubling the transmission frequency or doubling the distance between
transmitting antenna and receiving antenna attenuates the power received by 6 dB.
It turns out that the depth in the ocean to which airborne electromagnetic signals can
be detected grows with the wavelength. Therefore, the military got the idea of using
very long wavelengths corresponding to about 30 Hz to communicate with submarines throughout the world. It is desirable to have an antenna that is about onehalf wavelength long. How long would that be?
The audio power of the human voice is concentrated at about 300 Hz. Antennas of
the appropriate size for this frequency are impracticably large, so that to send voice
by radio the voice signal must be used to modulate a higher (carrier) frequency for
which the natural antenna size is smaller.
a. What is the length of an antenna one-half wavelength long for sending radio at
300 Hz?
b. An alternative is to use a modulation scheme, as described in Chapter 5, for transmitting the voice signal by modulating a carrier frequency, so that the bandwidth of the
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4.8

4.9

4.10
4.11

signal is a narrow band centered on the carrier frequency. Suppose we would like a
half-wave antenna to have a length of 1 meter.What carrier frequency would we use?
Stories abound of people who receive radio signals in fillings in their teeth. Suppose
you have one filling that is 2.5 mm (0.0025 m) long that acts as a radio antenna. That
is, it is equal in length to one-half the wavelength. What frequency do you receive?
You are communicating between two satellites. The transmission obeys the free space
law. The signal is too weak. Your vendor offers you two options. The vendor can use a
higher frequency that is twice the current frequency or can double the effective area
of both of the antennas. Which will offer you more received power or will both offer
the same improvement, all other factors remaining equal? How much improvement
in the received power do you obtain from the best option?
In satellite communications, different frequency bands are used for the uplink and the
downlink. Discuss why this pattern occurs.
For radio transmission in free space, signal power is reduced in proportion to the
square of the distance from the source, whereas in wire transmission, the attenuation
is a fixed number of dB per kilometer. The following table is used to show the dB
reduction relative to some reference for free space radio and uniform wire. Fill in the
missing numbers to complete the table.
Distance (km)

Radio (dB)

Wire (dB)

1

-6

-3

2
4
8
16

4.12

4.13
4.14

Section 4.2 states that if a source of electromagnetic energy is placed at the focus of
the paraboloid, and if the paraboloid is a reflecting surface, then the wave will bounce
back in lines parallel to the axis of the paraboloid. To demonstrate this, consider the
parabola y2 = 2px shown in Figure 4.12. Let P1x1 , y12 be a point on the parabola,
and PF be the line from P to the focus. Construct the line L through P parallel to the
x-axis and the line M tangent to the parabola at P. The angle between L and M is b,
and the angle between PF and M is a. The angle a is the angle at which a ray from F
strikes the parabola at P. Because the angle of incidence equals the angle of reflection, the ray reflected from P must be at an angle a to M. Thus, if we can show that
a = b, we have demonstrated that rays reflected from the parabola starting at F will
be parallel to the x-axis.
a. First show that tan b = 1p/y12. Hint: Recall from trigonometry that the slope of a
line is equal to the tangent of the angle the line makes with the positive
x-direction. Also recall that the slope of the line tangent to a curve at a given point
is equal to the derivative of the curve at that point.
b. Now show that tan a = 1p/y12, which demonstrates that a = b. Hint: Recall from
trigonometry that the formula for the tangent of the difference between two
angles a1 and a2 is tan1a2 - a12 = 1tan a2 - tan a12/11 + tan a2 * tan a12.
It is often more convenient to express distance in km rather than m and frequency in
MHz rather than Hz. Rewrite Equation (4.3) using these dimensions.
Suppose a transmitter produces 50 W of power.
a. Express the transmit power in units of dBm and dBW.
b. If the transmitter’s power is applied to a unity gain antenna with a 900-MHz carrier
frequency, what is the received power in dBm at a free space distance of 100 m?
c. Repeat (b) for a distance of 10 km.
d. Repeat (c) but assume a receiver antenna gain of 2.
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4.17
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F(p/2, 0)

x

Parabolic Reflection

A microwave transmitter has an output of 0.1 W at 2 GHz. Assume that this transmitter is used in a microwave communication system where the transmitting and receiving antennas are parabolas, each 1.2 m in diameter.
a. What is the gain of each antenna in decibels?
b. Taking into account antenna gain, what is the effective radiated power of the
transmitted signal?
c. If the receiving antenna is located 24 km from the transmitting antenna over a
free space path, find the available signal power out of the receiving antenna in
dBm units.
Section 4.3 states that with no intervening obstacles, the optical line of sight can be
expressed as d = 3.57 1h, where d is the distance between an antenna and the horizon in kilometers and h is the antenna height in meters. Using a value for the earth’s
radius of 6370 km, derive this equation. Hint: Assume that the antenna is perpendicular to the earth’s surface, and note that the line from the top of the antenna to the
horizon forms a tangent to the earth’s surface at the horizon. Draw a picture showing
the antenna, the line of sight, and the earth’s radius to help visualize the problem.
Determine the height of an antenna for a TV station that must be able to reach customers up to 80 km away.
Suppose a ray of visible light passes from the atmosphere into water at an angle to the
horizontal of 30°. What is the angle of the ray in the water? Note: At standard atmospheric conditions at the earth’s surface, a reasonable value for refractive index is
1.0003. A typical value of refractive index for water is 4/3.
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Even the natives have difficulty mastering this peculiar vocabulary.
—The Golden Bough, Sir James George Frazer

KEY POINTS
•

•

•

•

•

Both analog and digital information can be encoded as either analog
or digital signals. The particular encoding that is chosen depends on
the specific requirements to be met and the media and communications facilities available.
Digital data, digital signals: The simplest form of digital encoding of
digital data is to assign one voltage level to binary one and another to
binary zero. More complex encoding schemes are used to improve
performance, by altering the spectrum of the signal and providing synchronization capability.
Digital data, analog signal: A modem converts digital data to an analog signal so that it can be transmitted over an analog line. The basic
techniques are amplitude shift keying (ASK), frequency shift keying
(FSK), and phase shift keying (PSK). All involve altering one or more
characteristics of a carrier frequency to represent binary data.
Analog data, digital signals: Analog data, such as voice and video, are
often digitized to be able to use digital transmission facilities. The simplest technique is pulse code modulation (PCM), which involves sampling the analog data periodically and quantizing the samples.
Analog data, analog signals: Analog data are modulated by a carrier
frequency to produce an analog signal in a different frequency band,
which can be utilized on an analog transmission system. The basic
techniques are amplitude modulation (AM), frequency modulation
(FM), and phase modulation (PM).

In Chapter 3 a distinction was made between analog and digital data and analog
and digital signals. Figure 3.14 suggested that either form of data could be
encoded into either form of signal.
Figure 5.1 is another depiction that emphasizes the process involved. For
digital signaling, a data source g(t), which may be either digital or analog, is
encoded into a digital signal x(t).The actual form of x(t) depends on the encoding
technique and is chosen to optimize use of the transmission medium. For example, the encoding may be chosen to conserve bandwidth or to minimize errors.
The basis for analog signaling is a continuous constant-frequency signal
known as the carrier signal. The frequency of the carrier signal is chosen to be
compatible with the transmission medium being used. Data may be transmitted
using a carrier signal by modulation. Modulation is the process of encoding
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(a) Encoding onto a digital signal
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m(t)
Digital or
analog
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S(f)

s(t)
Analog

Demodulator

m(t)
f
fc

(b) Modulation onto an analog signal

Figure 5.1

Encoding and Modulation Techniques

source data onto a carrier signal with frequency fc . All modulation techniques
involve operation on one or more of the three fundamental frequency domain
parameters: amplitude, frequency, and phase.
The input signal m(t) may be analog or digital and is called the modulating
signal or baseband signal.The result of modulating the carrier signal is called the
modulated signal s(t). As Figure 5.1b indicates, s(t) is a bandlimited (bandpass)
signal. The location of the bandwidth on the spectrum is related to fc and is often
centered on fc . Again, the actual form of the encoding is chosen to optimize some
characteristic of the transmission.
Each of the four possible combinations depicted in Figure 5.1 is in widespread use.The reasons for choosing a particular combination for any given communication task vary. We list here some representative reasons:
• Digital data, digital signal: In general, the equipment for encoding digital
data into a digital signal is less complex and less expensive than digital-toanalog modulation equipment.
• Analog data, digital signal: Conversion of analog data to digital form permits the use of modern digital transmission and switching equipment. The
advantages of the digital approach were outlined in Section 3.2.
• Digital data, analog signal: Some transmission media, such as optical fiber
and unguided media, will only propagate analog signals.
• Analog data, analog signal: Analog data in electrical form can be transmitted as baseband signals easily and cheaply. This is done with voice
transmission over voice-grade lines. One common use of modulation is to
shift the bandwidth of a baseband signal to another portion of the
spectrum. In this way multiple signals, each at a different position on the
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spectrum, can share the same transmission medium. This is known as
frequency division multiplexing.
We now examine the techniques involved in each of these four combinations.

5.1 DIGITAL DATA, DIGITAL SIGNALS
A digital signal is a sequence of discrete, discontinuous voltage pulses. Each pulse is
a signal element. Binary data are transmitted by encoding each data bit into signal
elements. In the simplest case, there is a one-to-one correspondence between bits
and signal elements. An example is shown in Figure 3.16, in which binary 1 is represented by a lower voltage level and binary 0 by a higher voltage level. We show in
this section that a variety of other encoding schemes are also used.
First, we define some terms. If the signal elements all have the same algebraic sign,
that is, all positive or negative, then the signal is unipolar. In polar signaling, one logic
state is represented by a positive voltage level, and the other by a negative voltage level.
The data signaling rate, or just data rate, of a signal is the rate, in bits per second, that
data are transmitted.The duration or length of a bit is the amount of time it takes for the
transmitter to emit the bit; for a data rate R, the bit duration is 1/R. The modulation rate,
in contrast, is the rate at which the signal level is changed.This will depend on the nature
of the digital encoding, as explained later. The modulation rate is expressed in baud,
which means signal elements per second. Finally, the terms mark and space, for historical reasons, refer to the binary digits 1 and 0, respectively. Table 5.1 summarizes key
terms; these should be clearer when we see an example later in this section.
The tasks involved in interpreting digital signals at the receiver can be summarized by again referring to Figure 3.16. First, the receiver must know the timing of
each bit. That is, the receiver must know with some accuracy when a bit begins and
ends. Second, the receiver must determine whether the signal level for each bit
position is high (0) or low (1). In Figure 3.16, these tasks are performed by sampling
each bit position in the middle of the interval and comparing the value to a threshold. Because of noise and other impairments, there will be errors, as shown.
What factors determine how successful the receiver will be in interpreting
the incoming signal? We saw in Chapter 3 that three factors are important: the

Table 5.1 Key Data Transmission Terms
Term

Units

Definition

Data element

Bits

A single binary one or zero

Data rate

Bits per second (bps)

The rate at which data elements are transmitted

Signal element

Digital: a voltage pulse of
constant amplitude

That part of a signal that occupies the shortest
interval of a signaling code

Analog: a pulse of constant
frequency, phase, and amplitude
Signaling rate or
modulation rate

Signal elements per second
(baud)

The rate at which signal
elements are transmitted
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Table 5.2 Definition of Digital Signal Encoding Formats
Nonreturn to Zero-Level (NRZ-L)
0 = high level
1 = low level
Nonreturn to Zero Inverted (NRZI)

0 = no transition at beginning of interval 1one bit time2
1 = transition at beginning of interval

Bipolar-AMI
0 = no line signal
1 = positive or negative level, alternating for successive ones
Pseudoternary
0 = positive or negative level, alternating for successive zeros
1 = no line signal
Manchester
0 = transition from high to low in middle of interval
1 = transition from low to high in middle of interval
Differential Manchester
Always a transition in middle of interval
0 = transition at beginning of interval
1 = no transition at beginning of interval
B8ZS
Same as bipolar AMI, except that any string of eight zeros is replaced by a string with two code violations
HDB3
Same as bipolar AMI, except that any string of four zeros is replaced by a string with one code violation

signal-to-noise ratio, the data rate, and the bandwidth. With other factors held
constant, the following statements are true:
• An increase in data rate increases bit error rate (BER).1
• An increase in SNR decreases bit error rate.
• An increase in bandwidth allows an increase in data rate.
There is another factor that can be used to improve performance, and that is
the encoding scheme. The encoding scheme is simply the mapping from data bits
to signal elements. A variety of approaches have been tried. In what follows, we
describe some of the more common ones; they are defined in Table 5.2 and depicted
in Figure 5.2.
Before describing these techniques, let us consider the following ways of evaluating or comparing the various techniques.

1

The BER is the most common measure of error performance on a data circuit and is defined as the
probability that a bit is received in error. It is also called the bit error ratio. This latter term is clearer,
because the term rate typically refers to some quantity that varies with time. Unfortunately, most books
and standards documents refer to the R in BER as rate.
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NRZ-L

NRZI

Bipolar-AMI
(most recent
preceding 1 bit has
negative voltage)

Pseudoternary
(most recent
preceding 0 bit has
negative voltage)

Manchester

Differential
Manchester
Figure 5.2

Digital Signal Encoding Formats

• Signal spectrum: Several aspects of the signal spectrum are important. A lack
of high-frequency components means that less bandwidth is required for
transmission. In addition, lack of a direct-current (dc) component is also desirable. With a dc component to the signal, there must be direct physical attachment of transmission components. With no dc component, ac coupling via
transformer is possible; this provides excellent electrical isolation, reducing
interference. Finally, the magnitude of the effects of signal distortion and interference depend on the spectral properties of the transmitted signal. In practice, it usually happens that the transmission characteristics of a channel are
worse near the band edges. Therefore, a good signal design should concentrate
the transmitted power in the middle of the transmission bandwidth. In such a
case, a smaller distortion should be present in the received signal. To meet this
objective, codes can be designed with the aim of shaping the spectrum of the
transmitted signal.
• Clocking: We mentioned the need to determine the beginning and end of each
bit position. This is no easy task. One rather expensive approach is to provide
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a separate clock lead to synchronize the transmitter and receiver. The alternative is to provide some synchronization mechanism that is based on the transmitted signal. This can be achieved with suitable encoding, as explained
subsequently.
• Error detection: We will discuss various error-detection techniques in Chapter 6
and show that these are the responsibility of a layer of logic above the signaling
level that is known as data link control. However, it is useful to have some error
detection capability built into the physical signaling encoding scheme. This permits errors to be detected more quickly.
• Signal interference and noise immunity: Certain codes exhibit superior performance in the presence of noise. Performance is usually expressed in terms of a
BER.
• Cost and complexity: Although digital logic continues to drop in price, this factor should not be ignored. In particular, the higher the signaling rate to achieve
a given data rate, the greater the cost. We shall see that some codes require a
signaling rate that is greater than the actual data rate.
We now turn to a discussion of various techniques.

Nonreturn to Zero (NRZ)
The most common, and easiest, way to transmit digital signals is to use two different
voltage levels for the two binary digits. Codes that follow this strategy share the
property that the voltage level is constant during a bit interval; there is no transition
(no return to a zero voltage level). For example, the absence of voltage can be used
to represent binary 0, with a constant positive voltage used to represent binary 1.
More commonly, a negative voltage represents one binary value and a positive voltage represents the other. This latter code, known as Nonreturn to Zero-Level
(NRZ-L), is illustrated2 in Figure 5.2. NRZ-L is typically the code used to generate
or interpret digital data by terminals and other devices. If a different code is to be
used for transmission, it is generated from an NRZ-L signal by the transmission system [in terms of Figure 5.1, NRZ-L is g(t) and the encoded signal is x(t)].
A variation of NRZ is known as NRZI (Nonreturn to Zero, invert on ones).
As with NRZ-L, NRZI maintains a constant voltage pulse for the duration of a bit
time. The data themselves are encoded as the presence or absence of a signal transition at the beginning of the bit time. A transition (low to high or high to low) at the
beginning of a bit time denotes a binary 1 for that bit time; no transition indicates a
binary 0.
NRZI is an example of differential encoding. In differential encoding, the
information to be transmitted is represented in terms of the changes between successive signal elements rather than the signal elements themselves. The encoding
of the current bit is determined as follows: If the current bit is a binary 0, then the

2

In this figure, a negative voltage is equated with binary 1 and a positive voltage with binary 0. This is the
opposite of the definition used in virtually all other textbooks. The definition here conforms to the use of
NRZ-L in data communications interfaces and the standards that govern those interfaces.
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current bit is encoded with the same signal as the preceding bit; if the current bit is
a binary 1, then the current bit is encoded with a different signal than the preceding bit. One benefit of differential encoding is that it may be more reliable to
detect a transition in the presence of noise than to compare a value to a threshold.
Another benefit is that with a complex transmission layout, it is easy to lose the
sense of the polarity of the signal. For example, on a multidrop twisted-pair line, if
the leads from an attached device to the twisted pair are accidentally inverted, all
1s and 0s for NRZ-L will be inverted. This does not happen with differential
encoding.
The NRZ codes are the easiest to engineer and, in addition, make efficient use
of bandwidth. This latter property is illustrated in Figure 5.3, which compares the
spectral density of various encoding schemes. In the figure, frequency is normalized
to the data rate. Most of the energy in NRZ and NRZI signals is between dc and
half the bit rate. For example, if an NRZ code is used to generate a signal with data
rate of 9600 bps, most of the energy in the signal is concentrated between dc and
4800 Hz.
The main limitations of NRZ signals are the presence of a dc component and
the lack of synchronization capability. To picture the latter problem, consider that
with a long string of 1s or 0s for NRZ-L or a long string of 0s for NRZI, the output
is a constant voltage over a long period of time. Under these circumstances, any drift
between the clocks of transmitter and receiver will result in loss of synchronization
between the two.
Because of their simplicity and relatively low frequency response characteristics, NRZ codes are commonly used for digital magnetic recording. However, their
limitations make these codes unattractive for signal transmission applications.

Mean square voltage per unit bandwidth

1.4
B8ZS, HDB3
1.2

1.0

NRZ-I,
NRZI

AMI
B8ZS
HDB3
NRZ-L
NRZI
f
R

 alternate mark inversion
 bipolar with 8 zeros substitution
 high-density bipolar—3 zeros
 nonreturn to zero level
 nonreturn to zero inverted
 frequency
 data rate

0.8
AMI, pseudoternary
0.6

0.4

Manchester,
differential Manchester

0.2

0.2

Figure 5.3

0.4

0.6

0.8
1.0
1.2
1.4
Normalized frequency (f/R)

1.6

Spectral Density of Various Signal Encoding Schemes

1.8

2.0

146

CHAPTER 5 / SIGNAL ENCODING TECHNIQUES

Multilevel Binary
A category of encoding techniques known as multilevel binary addresses some of
the deficiencies of the NRZ codes. These codes use more than two signal levels. Two
examples of this scheme are illustrated in Figure 5.2, bipolar-AMI (alternate mark
inversion) and pseudoternary.3
In the case of the bipolar-AMI scheme, a binary 0 is represented by no line
signal, and a binary 1 is represented by a positive or negative pulse. The binary 1
pulses must alternate in polarity. There are several advantages to this approach.
First, there will be no loss of synchronization if a long string of 1s occurs. Each 1
introduces a transition, and the receiver can resynchronize on that transition. A
long string of 0s would still be a problem. Second, because the 1 signals alternate in
voltage from positive to negative, there is no net dc component. Also, the bandwidth of the resulting signal is considerably less than the bandwidth for NRZ
(Figure 5.3). Finally, the pulse alternation property provides a simple means of
error detection. Any isolated error, whether it deletes a pulse or adds a pulse, causes
a violation of this property.
The comments of the previous paragraph also apply to pseudoternary. In this
case, it is the binary 1 that is represented by the absence of a line signal, and the
binary 0 by alternating positive and negative pulses. There is no particular advantage of one technique versus the other, and each is the basis of some applications.
Although a degree of synchronization is provided with these codes, a long
string of 0s in the case of AMI or 1s in the case of pseudoternary still presents a
problem. Several techniques have been used to address this deficiency. One
approach is to insert additional bits that force transitions. This technique is used in
ISDN (integrated services digital network) for relatively low data rate transmission.
Of course, at a high data rate, this scheme is expensive, because it results in an
increase in an already high signal transmission rate. To deal with this problem at
high data rates, a technique that involves scrambling the data is used. We examine
two examples of this technique later in this section.
Thus, with suitable modification, multilevel binary schemes overcome the
problems of NRZ codes. Of course, as with any engineering design decision, there is
a tradeoff. With multilevel binary coding, the line signal may take on one of three
levels, but each signal element, which could represent log2 3 = 1.58 bits of information, bears only one bit of information. Thus multilevel binary is not as efficient as
NRZ coding. Another way to state this is that the receiver of multilevel binary signals has to distinguish between three levels 1+ A, -A, 02 instead of just two levels in
the signaling formats previously discussed. Because of this, the multilevel binary signal requires approximately 3 dB more signal power than a two-valued signal for the
same probability of bit error. This is illustrated in Figure 5.4. Put another way, the bit
error rate for NRZ codes, at a given signal-to-noise ratio, is significantly less than
that for multilevel binary.

3

These terms are not used consistently in the literature. In some books, these two terms are used for different encoding schemes than those defined here, and a variety of terms have been used for the two
schemes illustrated in Figure 5.2. The nomenclature used here corresponds to the usage in various ITU-T
standards documents.
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Figure 5.4 Theoretical Bit Error Rate for Various Encoding
Schemes

Biphase
There is another set of coding techniques, grouped under the term biphase, that
overcomes the limitations of NRZ codes. Two of these techniques, Manchester and
differential Manchester, are in common use.
In the Manchester code, there is a transition at the middle of each bit period.
The midbit transition serves as a clocking mechanism and also as data: a low-to-high
transition represents a 1, and a high-to-low transition represents a 0.4 In differential
Manchester, the midbit transition is used only to provide clocking. The encoding of
a 0 is represented by the presence of a transition at the beginning of a bit period, and
a 1 is represented by the absence of a transition at the beginning of a bit period. Differential Manchester has the added advantage of employing differential encoding.
All of the biphase techniques require at least one transition per bit time and
may have as many as two transitions. Thus, the maximum modulation rate is twice
that for NRZ; this means that the bandwidth required is correspondingly greater.
On the other hand, the biphase schemes have several advantages:
• Synchronization: Because there is a predictable transition during each bit
time, the receiver can synchronize on that transition. For this reason, the
biphase codes are known as self-clocking codes.
• No dc component: Biphase codes have no dc component, yielding the benefits
described earlier.
4

The definition of Manchester presented here is the opposite of that used in a number of respectable
textbooks, in which a low-to-high transition represents a binary 0 and a high-to-low transition represents
a binary 1. Here, we conform to industry practice and to the definition used in the various LAN standards, such as IEEE 802.3.
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• Error detection: The absence of an expected transition can be used to detect
errors. Noise on the line would have to invert both the signal before and after
the expected transition to cause an undetected error.
As can be seen from Figure 5.3, the bandwidth for biphase codes is reasonably
narrow and contains no dc component. However, it is wider than the bandwidth for
the multilevel binary codes.
Biphase codes are popular techniques for data transmission. The more common Manchester code has been specified for the IEEE 802.3 (Ethernet) standard
for baseband coaxial cable and twisted-pair bus LANs. Differential Manchester
has been specified for the IEEE 802.5 token ring LAN, using shielded twisted
pair.

Modulation Rate
When signal-encoding techniques are used, a distinction needs to be made between
data rate (expressed in bits per second) and modulation rate (expressed in baud).
The data rate, or bit rate, is 1/Tb , where Tb = bit duration. The modulation rate is the
rate at which signal elements are generated. Consider, for example, Manchester
encoding. The minimum size signal element is a pulse of one-half the duration of a
bit interval. For a string of all binary zeroes or all binary ones, a continuous stream
of such pulses is generated. Hence the maximum modulation rate for Manchester is
2/Tb . This situation is illustrated in Figure 5.5, which shows the transmission of a
stream of binary 1s at a data rate of 1 Mbps using NRZI and Manchester. In general,
D =

R
R
=
L
log2 M

(5.1)

5 bits  5 s

1

1

1

1

NRZI

1 bit 
1 signal element 
1 s

Manchester

1 bit 
1 s

Figure 5.5

1 signal element 
0.5 s

A Stream of Binary Ones at 1 Mbps

1
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Table 5.3 Normalized Signal Transition Rate of Various Digital Signal Encoding
Schemes
Minimum

101010 . . .

Maximum

NRZ-L

0 (all 0s or 1s)

1.0

1.0

NRZI

0 (all 0s)

0.5

1.0 (all 1s)

Bipolar-AMI

0 (all 0s)

1.0

1.0

Pseudoternary

0 (all 1s)

1.0

1.0

Manchester

1.0 (1010 . . .)

1.0

2.0 (all 0s or 1s)

Differential Manchester

1.0 (all 1s)

1.5

2.0 (all 0s)

where
D
R
M
L

=
=
=
=

modulation rate, baud
data rate, bps
number of different signal elements = 2 L
number of bits per signal element

One way of characterizing the modulation rate is to determine the average
number of transitions that occur per bit time. In general, this will depend on the
exact sequence of bits being transmitted. Table 5.3 compares transition rates for various techniques. It indicates the signal transition rate in the case of a data stream of
alternating 1s and 0s, and for the data stream that produces the minimum and maximum modulation rate.

Scrambling Techniques
Although the biphase techniques have achieved widespread use in local area network applications at relatively high data rates (up to 10 Mbps), they have not been
widely used in long-distance applications. The principal reason for this is that they
require a high signaling rate relative to the data rate. This sort of inefficiency is more
costly in a long-distance application.
Another approach is to make use of some sort of scrambling scheme. The idea
behind this approach is simple: Sequences that would result in a constant voltage
level on the line are replaced by filling sequences that will provide sufficient transitions for the receiver’s clock to maintain synchronization. The filling sequence must
be recognized by the receiver and replaced with the original data sequence. The filling sequence is the same length as the original sequence, so there is no data rate
penalty. The design goals for this approach can be summarized as follows:
•
•
•
•

No dc component
No long sequences of zero-level line signals
No reduction in data rate
Error-detection capability
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Figure 5.6

Encoding Rules for B8ZS and HDB3

Two techniques are commonly used in long-distance transmission services;
these are illustrated in Figure 5.6.
A coding scheme that is commonly used in North America is known as bipolar
with 8-zeros substitution (B8ZS). The coding scheme is based on a bipolar-AMI. We
have seen that the drawback of the AMI code is that a long string of zeros may
result in loss of synchronization. To overcome this problem, the encoding is
amended with the following rules:
• If an octet of all zeros occurs and the last voltage pulse preceding this octet
was positive, then the eight zeros of the octet are encoded as 000 + - 0- + .
• If an octet of all zeros occurs and the last voltage pulse preceding this octet
was negative, then the eight zeros of the octet are encoded as 000- + 0+ - .
This technique forces two code violations (signal patterns not allowed in AMI)
of the AMI code, an event unlikely to be caused by noise or other transmission
impairment. The receiver recognizes the pattern and interprets the octet as consisting of all zeros.
A coding scheme that is commonly used in Europe and Japan is known as the
high-density bipolar-3 zeros (HDB3) code (Table 5.4). As before, it is based on the
use of AMI encoding. In this case, the scheme replaces strings of four zeros with
sequences containing one or two pulses. In each case, the fourth zero is replaced
with a code violation. In addition, a rule is needed to ensure that successive violations are of alternate polarity so that no dc component is introduced. Thus, if the last
violation was positive, this violation must be negative and vice versa. Table 5.4
shows that this condition is tested for by determining (1) whether the number of
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Table 5.4 HDB3 Substitution Rules
Number of Bipolar Pulses (ones) since Last Substitution

Polarity of Preceding Pulse

Odd

Even

-

000 -

+ 00 +

+

000 +

- 00 -

pulses since the last violation is even or odd and (2) the polarity of the last pulse
before the occurrence of the four zeros.
Figure 5.3 shows the spectral properties of these two codes. As can be seen,
neither has a dc component. Most of the energy is concentrated in a relatively sharp
spectrum around a frequency equal to one-half the data rate. Thus, these codes are
well suited to high data rate transmission.

5.2 DIGITAL DATA, ANALOG SIGNALS
We turn now to the case of transmitting digital data using analog signals. The most
familiar use of this transformation is for transmitting digital data through the public
telephone network. The telephone network was designed to receive, switch, and
transmit analog signals in the voice-frequency range of about 300 to 3400 Hz. It is
not at present suitable for handling digital signals from the subscriber locations
(although this is beginning to change). Thus digital devices are attached to the network via a modem (modulator-demodulator), which converts digital data to analog
signals, and vice versa.
For the telephone network, modems are used that produce signals in the
voice-frequency range. The same basic techniques are used for modems that produce signals at higher frequencies (e.g., microwave). This section introduces these
techniques and provides a brief discussion of the performance characteristics of the
alternative approaches.
We mentioned that modulation involves operation on one or more of the
three characteristics of a carrier signal: amplitude, frequency, and phase. Accordingly, there are three basic encoding or modulation techniques for transforming digital data into analog signals, as illustrated in Figure 5.7: amplitude shift keying
(ASK), frequency shift keying (FSK), and phase shift keying (PSK). In all these
cases, the resulting signal occupies a bandwidth centered on the carrier frequency.

Amplitude Shift Keying
In ASK, the two binary values are represented by two different amplitudes of the carrier frequency. Commonly, one of the amplitudes is zero; that is, one binary digit is represented by the presence, at constant amplitude, of the carrier, the other by the
absence of the carrier (Figure 5.7a).The resulting transmitted signal for one bit time is
ASK

s1t2 = e

A cos12pfct2
0

binary 1
binary 0

(5.2)
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0

0

1

1

0

1

0

0

0

1

0

(a) ASK

(b) BFSK

(c) BPSK

Figure 5.7

Modulation of Analog Signals for Digital Data

where the carrier signal is A cos12pfct2. ASK is susceptible to sudden gain changes
and is a rather inefficient modulation technique. On voice-grade lines, it is typically
used only up to 1200 bps.
The ASK technique is used to transmit digital data over optical fiber. For LED
(light-emitting diode) transmitters, Equation (5.2) is valid. That is, one signal element is represented by a light pulse while the other signal element is represented by
the absence of light. Laser transmitters normally have a fixed “bias” current that
causes the device to emit a low light level. This low level represents one signal element, while a higher-amplitude lightwave represents another signal element.

Frequency Shift Keying
The most common form of FSK is binary FSK (BFSK), in which the two binary values are represented by two different frequencies near the carrier frequency (Figure
5.7b). The resulting transmitted signal for one bit time is
BFSK

s1t2 = e

A cos12pf1t2
A cos12pf2t2

binary 1
binary 0

(5.3)

where f1 and f2 are typically offset from the carrier frequency fc by equal but opposite amounts.
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Signal strength

Spectrum of signal
transmitted in one
direction

1070 1270

Figure 5.8

Spectrum of signal
transmitted in
opposite direction

2025 2225

Frequency (Hz)

Full-Duplex FSK Transmission on a Voice-Grade Line

Figure 5.8 shows an example of the use of BFSK for full-duplex operation over
a voice-grade line. The figure is a specification for the Bell System 108 series
modems. Recall that a voice-grade line will pass frequencies in the approximate
range 300 to 3400 Hz and that full duplex means that signals are transmitted in both
directions at the same time. To achieve full-duplex transmission, this bandwidth is
split. In one direction (transmit or receive), the frequencies used to represent 1 and
0 are centered on 1170 Hz, with a shift of 100 Hz on either side. The effect of alternating between those two frequencies is to produce a signal whose spectrum is indicated as the shaded area on the left in Figure 5.8. Similarly, for the other direction
(receive or transmit) the modem uses frequencies shifted 100 Hz to each side of a
center frequency of 2125 Hz. This signal is indicated by the shaded area on the right
in Figure 5.8. Note that there is little overlap and thus little interference.
BFSK is less susceptible to error than ASK. On voice-grade lines, it is typically
used up to 1200 bps. It is also commonly used for high-frequency (3 to 30 MHz)
radio transmission. It can also be used at even higher frequencies on local area
networks that use coaxial cable.
A signal that is more bandwidth efficient, but also more susceptible to error, is
multiple FSK (MFSK), in which more than two frequencies are used. In this case
each signaling element represents more than one bit. The transmitted MFSK signal
for one signal element time can be defined as follows:
MFSK

si1t2 = A cos 2pfit,

1 … i … M

(5.4)

where
fi
fc
fd
M
L

=
=
=
=
=

fc + 12i - 1 - M2fd
the carrier frequency
the difference frequency
number of different signal elements = 2 L
number of bits per signal element

To match the data rate of the input bit stream, each output signal element is
held for a period of Ts = LT seconds, where T is the bit period (data rate = 1/T).
Thus, one signal element, which is a constant-frequency tone, encodes L bits. The
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total bandwidth required is 2Mfd . It can be shown that the minimum frequency separation required is 2fd = 1/Ts . Therefore, the modulator requires a bandwidth of
Wd = 2Mfd = M/Ts .
EXAMPLE 5.1 With fc = 250 kHz, fd = 25 kHz, and M = 8 1L = 3 bits2, we
have the following frequency assignments for each of the eight possible 3-bit
data combinations:
f1 = 75 kHz
f3 = 175 kHz
f5 = 275 kHz
f7 = 375 kHz

000
010
100
110

f2 = 125 kHz
f4 = 225 kHz
f6 = 325 kHz
f8 = 425 kHz

001
011
101
111

This scheme can support a data rate of 1/T = 2Lfd = 150 kbps.

EXAMPLE 5.2 Figure 5.9 shows an example of MFSK with M = 4. An input bit
stream of 20 bits is encoded 2 bits at a time, with each of the four possible 2-bit
combinations transmitted as a different frequency. The display in the figure shows
the frequency transmitted (y-axis) as a function of time (x-axis). Each column represents a time unit Ts in which a single 2-bit signal element is transmitted. The
shaded rectangle in the column indicates the frequency transmitted during that
time unit.

Phase Shift Keying
In PSK, the phase of the carrier signal is shifted to represent data.

Two-Level PSK The simplest scheme uses two phases to represent the two
binary digits (Figure 5.7c) and is known as binary phase shift keying. The resulting
transmitted signal for one bit time is
BPSK

s1t2 = e

A cos12pfct2
A cos12pfct + p2

= e

A cos12pfct2
- A cos12pfct2

binary 1
(5.5)
binary 0

Frequency

Because a phase shift of 180° 1p2 is equivalent to flipping the sine wave or
multiplying it by -1, the rightmost expressions in Equation (5.5) can be used. This

fc  3 fd
fc  fd
fc  fd
fc  3 fd

01

11

00

11

Data
11
01

10

00

00

11
fc Wd

T
Ts

Figure 5.9 MFSK Frequency Use 1M = 42

Time
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Differential Phase-Shift Keying (DPSK)

leads to a convenient formulation. If we have a bit stream, and we define d(t) as the
discrete function that takes on the value of +1 for one bit time if the corresponding
bit in the bit stream is 1 and the value of -1 for one bit time if the corresponding bit
in the bit stream is 0, then we can define the transmitted signal as
BPSK

sd1t2 = A d1t2cos12pfct2

(5.6)

An alternative form of two-level PSK is differential PSK (DPSK). Figure 5.10
shows an example. In this scheme, a binary 0 is represented by sending a signal burst
of the same phase as the previous signal burst sent.A binary 1 is represented by sending a signal burst of opposite phase to the preceding one. This term differential refers
to the fact that the phase shift is with reference to the previous bit transmitted rather
than to some constant reference signal. In differential encoding, the information to
be transmitted is represented in terms of the changes between successive data symbols rather than the signal elements themselves. DPSK avoids the requirement for an
accurate local oscillator phase at the receiver that is matched with the transmitter. As
long as the preceding phase is received correctly, the phase reference is accurate.

Four-Level PSK More efficient use of bandwidth can be achieved if each signaling element represents more than one bit. For example, instead of a phase shift of
180°, as allowed in BPSK, a common encoding technique, known as quadrature
phase shift keying (QPSK), uses phase shifts separated by multiples of p/2 190°2.
A cos a2pfct +

p
b
11
4
3p
A cosa2pfct +
b 01
4
QPSK
s1t2 = h
3p
b 00
A cosa2pfct 4
p
A cosa2pfct - b
10
4
Thus each signal element represents two bits rather than one.

(5.7)
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I(t)
an  1
R/2 bps

Binary
input

Carrier
oscillator

2-bit
serial-to-parallel
converter

1
R
Tb

cos 2Pfct
兹2




Phase
P/2
shift
sin 2Pfct

兹2

R/2 bps

Signal out
s(t)

Delay
Tb
Q(t)
bn  1 OQPSK
only

Figure 5.11

QPSK and OQPSK Modulators

Figure 5.11 shows the QPSK modulation scheme in general terms. The input
is a stream of binary digits with a data rate of R = 1/Tb , where Tb is the width of
each bit. This stream is converted into two separate bit streams of R/2 bps each, by
taking alternate bits for the two streams. The two data streams are referred to as
the I (in-phase) and Q (quadrature phase) streams. In the diagram, the upper
stream is modulated on a carrier of frequency fc by multiplying the bit stream by
the carrier. For convenience of modulator structure we map binary 1 to 21/2 and
binary 0 to - 21/2. Thus, a binary 1 is represented by a scaled version of the carrier
wave and a binary 0 is represented by a scaled version of the negative of the carrier
wave, both at a constant amplitude. This same carrier wave is shifted by 90° and
used for modulation of the lower binary stream. The two modulated signals are
then added together and transmitted. The transmitted signal can be expressed as
follows:
QPSK

s1t2 =

1
22

I1t2 cos 2pfct -

1
22

Q1t2 sin 2pfct

Figure 5.12 shows an example of QPSK coding. Each of the two modulated
streams is a BPSK signal at half the data rate of the original bit stream. Thus, the
combined signals have a symbol rate that is half the input bit rate. Note that from
one symbol time to the next, a phase change of as much as 180° 1p2 is possible.
Figure 5.11 also shows a variation of QPSK known as offset QPSK (OQPSK),
or orthogonal QPSK. The difference is that a delay of one bit time is introduced in
the Q stream, resulting in the following signal:
s1t2 =

1
22

I1t2 cos 2pfct -

1
22

Q1t - Tb2 sin 2pfct

Because OQPSK differs from QPSK only by the delay in the Q stream, its
spectral characteristics and bit error performance are the same as that of QPSK.
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Bit number
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1
1
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Q
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1
I
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1
Q
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Q

9
1
I
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P/4
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3P/4

P/4

P/4

Example of QPSK and OQPSK Waveforms

From Figure 5.12, we can observe that only one of two bits in the pair can change
sign at any time and thus the phase change in the combined signal never exceeds 90°
1p/22. This can be an advantage because physical limitations on phase modulators
make large phase shifts at high transition rates difficult to perform. OQPSK also
provides superior performance when the transmission channel (including transmitter and receiver) has significant nonlinear components. The effect of nonlinearities
is a spreading of the signal bandwidth, which may result in adjacent channel interference. It is easier to control this spreading if the phase changes are smaller, hence
the advantage of OQPSK over QPSK.

Multilevel PSK The use of multiple levels can be extended beyond taking bits
two at a time. It is possible to transmit bits three at a time using eight different phase
angles. Further, each angle can have more than one amplitude. For example, a standard 9600 bps modem uses 12 phase angles, four of which have two amplitude values, for a total of 16 different signal elements.
This latter example points out very well the difference between the data rate R
(in bps) and the modulation rate D (in baud) of a signal. Let us assume that this
scheme is being employed with digital input in which each bit is represented by a
constant voltage pulse, one level for binary one and one level for binary zero. The
data rate is R = 1/Tb . However, the encoded signal contains L = 4 bits in each signal element using M = 16 different combinations of amplitude and phase. The
modulation rate can be seen to be R/4, because each change of signal element communicates four bits. Thus the line signaling speed is 2400 baud, but the data rate is
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9600 bps. This is the reason that higher bit rates can be achieved over voice-grade
lines by employing more complex modulation schemes.

Performance
In looking at the performance of various digital-to-analog modulation schemes, the
first parameter of interest is the bandwidth of the modulated signal. This depends on
a variety of factors, including the definition of bandwidth used and the filtering technique used to create the bandpass signal. We will use some straightforward results
from [COUC01].
The transmission bandwidth BT for ASK is of the form
BT = 11 + r2R

ASK

(5.8)

where R is the bit rate and r is related to the technique by which the signal is filtered
to establish a bandwidth for transmission; typically 0 6 r 6 1. Thus the bandwidth
is directly related to the bit rate. The preceding formula is also valid for PSK and,
under certain assumptions, FSK.
With multilevel PSK (MPSK), significant improvements in bandwidth can be
achieved. In general,
MPSK

BT = a

1 + r
1 + r
bR = a
bR
L
log 2 M

(5.10)

where L is the number of bits encoded per signal element and M is the number of
different signal elements.
For multilevel FSK (MFSK), we have
MFSK

BT = a

11 + r2M
bR
log 2 M

(5.11)

Table 5.5 shows the ratio of data rate, R, to transmission bandwidth for various schemes. This ratio is also referred to as the bandwidth efficiency. As the name
suggests, this parameter measures the efficiency with which bandwidth can be
used to transmit data. The advantage of multilevel signaling methods now
becomes clear.
Of course, the preceding discussion refers to the spectrum of the input signal
to a communications line. Nothing has yet been said of performance in the presence
of noise. Figure 5.4 summarizes some results based on reasonable assumptions
concerning the transmission system [COUC01]. Here bit error rate is plotted as a
function of the ratio Eb/N0 defined in Chapter 3. Of course, as that ratio increases,
the bit error rate drops. Further, DPSK and BPSK are about 3 dB superior to ASK
and BFSK.
Figure 5.13 shows the same information for various levels of M for MFSK and
MPSK. There is an important difference. For MFSK, the error probability for a
given value Eb/N0 of decreases as M increases, while the opposite is true for MPSK.
On the other hand, comparing Equations (5.10) and (5.11), the bandwidth efficiency
of MFSK decreases as M increases, while the opposite is true of MPSK. Thus, in both
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Table 5.5 Bandwidth Efficiency 1R/BT2 for Various Digital-to-Analog Encoding Schemes
r  0

r  0.5

r  1

ASK

1.0

0.67

0.5

FSK

0.5

0.33

0.25

M = 4, L = 2

0.5

0.33

0.25

M = 8, L = 3

0.375

0.25

0.1875

Multilevel FSK

M = 16, L = 4

0.25

0.167

0.125

M = 32, L = 5

0.156

0.104

0.078

PSK

1.0

0.67

0.5

M = 4, L = 2

2.00

1.33

1.00

M = 8, L = 3

3.00

2.00

1.50

M = 16, L = 4

4.00

2.67

2.00

M = 32, L = 5

5.00

3.33

2.50

Multilevel PSK

1.0

1.0

101

101

102
103
104

M2

105
106
107

M8

M4

2 3 4 5 6 7 8 9 10 11 12 13 14 15
(Eb/N0) (dB)
(a) Multilevel FSK (MFSK)

Probability of bit error (BER)

Probability of bit error (BER)

cases, there is a tradeoff between bandwidth efficiency and error performance: An
increase in bandwidth efficiency results in an increase in error probability. The fact
that these tradeoffs move in opposite directions with respect to the number of levels
M for MFSK and MPSK can be derived from the underlying equations. A discussion
of the reasons for this difference is beyond the scope of this book. See [SKLA01] for
a full treatment.

102
103
M8

104
105
106
107

M2

M4

2 3 4 5 6 7 8 9 10 11 12 13 14 15
(Eb/N0) (dB)
(b) Multilevel PSK (MPSK)

Figure 5.13 Theoretical Bit Error Rate for Multilevel FSK and PSK

160

CHAPTER 5 / SIGNAL ENCODING TECHNIQUES

EXAMPLE 5.3 What is the bandwidth efficiency for FSK, ASK, PSK, and
QPSK for a bit error rate of 10-7 on a channel with an SNR of 12 dB?
Using Equation (3.2), we have
a

Eb
R
b = 12 dB - a b
N0 dB
BT dB

For FSK and ASK, from Figure 5.4,
a

Eb
b = 14.2 dB
N0 dB
R
a b = - 2.2 dB
BT dB
R
= 0.6
BT
For PSK, from Figure 5.4,
a

Eb
b = 11.2 dB
N0 dB
R
a b = 0.8 dB
BT dB
R
= 1.2
BT
The result for QPSK must take into account that the baud rate D = R/2.
Thus
R
= 2.4
BT

As the preceding example shows, ASK and FSK exhibit the same bandwidth
efficiency, PSK is better, and even greater improvement can be achieved with multilevel signaling.
It is worthwhile to compare these bandwidth requirements with those for digital signaling. A good approximation is
BT = 0.511 + r2D
where D is the modulation rate. For NRZ, D = R, and we have
R
2
=
BT
1 + r
Thus digital signaling is in the same ballpark, in terms of bandwidth efficiency, as
ASK, FSK, and PSK. A significant advantage for analog signaling is seen with multilevel techniques.
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Quadrature Amplitude Modulation
Quadrature amplitude modulation (QAM) is a popular analog signaling technique
that is used in the asymmetric digital subscriber line (ADSL), described in Chapter 8,
and in some wireless standards. This modulation technique is a combination of ASK
and PSK. QAM can also be considered a logical extension of QPSK. QAM takes
advantage of the fact that it is possible to send two different signals simultaneously
on the same carrier frequency, by using two copies of the carrier frequency, one
shifted by 90° with respect to the other. For QAM, each carrier is ASK modulated. The two independent signals are simultaneously transmitted over the same
medium. At the receiver, the two signals are demodulated and the results combined
to produce the original binary input.
Figure 5.14 shows the QAM modulation scheme in general terms. The input is a
stream of binary digits arriving at a rate of R bps. This stream is converted into two
separate bit streams of R/2 bps each, by taking alternate bits for the two streams. In
the diagram, the upper stream is ASK modulated on a carrier of frequency fc by multiplying the bit stream by the carrier. Thus, a binary zero is represented by the absence
of the carrier wave and a binary one is represented by the presence of the carrier wave
at a constant amplitude. This same carrier wave is shifted by 90° and used for ASK
modulation of the lower binary stream. The two modulated signals are then added
together and transmitted. The transmitted signal can be expressed as follows:
QAM

s1t2 = d11t2cos 2pfc t + d 21t2sin 2pfc t

If two-level ASK is used, then each of the two streams can be in one of two states
and the combined stream can be in one of 4 = 2 * 2 states. This is essentially QPSK.
If four-level ASK is used (i.e., four different amplitude levels), then the combined
stream can be in one of 16 = 4 * 4 states. Systems using 64 and even 256 states have
been implemented. The greater the number of states, the higher the data rate that is
possible within a given bandwidth. Of course, as discussed previously, the greater the
number of states, the higher the potential error rate due to noise and attenuation.

d1(t)
R/2 bps

cos 2Pfct
Binary
input
d(t)
R bps

Carrier
oscillator



2-bit
serial-to-parallel
converter


Phase
shift

P/2
sin 2Pfct

d2(t)
R/2 bps

Figure 5.14 QAM Modulator



QAM
signal out
s(t)

162

CHAPTER 5 / SIGNAL ENCODING TECHNIQUES

5.3 ANALOG DATA, DIGITAL SIGNALS
In this section we examine the process of transforming analog data into digital signals. Strictly speaking, it might be more correct to refer to this as a process of converting analog data into digital data; this process is known as digitization. Once
analog data have been converted into digital data, a number of things can happen.
The three most common are as follows:
1. The digital data can be transmitted using NRZ-L. In this case, we have in fact
gone directly from analog data to a digital signal.
2. The digital data can be encoded as a digital signal using a code other than
NRZ-L. Thus an extra step is required.
3. The digital data can be converted into an analog signal, using one of the modulation techniques discussed in Section 5.2.
This last, seemingly curious, procedure is illustrated in Figure 5.15, which
shows voice data that are digitized and then converted to an analog ASK signal.
This allows digital transmission in the sense defined in Chapter 3. The voice data,
because they have been digitized, can be treated as digital data, even though transmission requirements (e.g., use of microwave) dictate that an analog signal be
used.
The device used for converting analog data into digital form for transmission,
and subsequently recovering the original analog data from the digital, is known as a
codec (coder-decoder). In this section we examine the two principal techniques used
in codecs, pulse code modulation and delta modulation. The section closes with a
discussion of comparative performance.

Pulse Code Modulation
Pulse code modulation (PCM) is based on the sampling theorem:

SAMPLING THEOREM: If a signal f(t) is sampled at regular intervals of time
and at a rate higher than twice the highest signal frequency, then the samples contain all the information of the original signal. The function f(t) may be reconstructed from these samples by the use of a lowpass filter.

Digitizer
Analog data
(voice)

Figure 5.15

Modulator
Digital data

Digitizing Analog Data

Analog signal
(ASK)

Code
number
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1
0

16
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1
0
Ts 
1/(2B)

PAM value
Quantized code number

1.1
1

PCM code 0001

9.2

Normalized magnitude

163

5.3 / ANALOG DATA, DIGITAL SIGNALS

Time
15.2

10.8

5.6

2.8

2.7

9

15

10

5

2

2

1001

1111

1010

0101

0010

0010

Figure 5.16 Pulse Code Modulation Example

For the interested reader, a proof is provided in Appendix F. If voice data are
limited to frequencies below 4000 Hz, a conservative procedure for intelligibility,
8000 samples per second would be sufficient to characterize the voice signal completely. Note, however, that these are analog samples, called pulse amplitude
modulation (PAM) samples. To convert to digital, each of these analog samples
must be assigned a binary code.
Figure 5.16 shows an example in which the original signal is assumed to be
bandlimited with a bandwidth of B. PAM samples are taken at a rate of 2B, or
once every Ts = 1/2B seconds. Each PAM sample is approximated by being
quantized into one of 16 different levels. Each sample can then be represented by
4 bits. But because the quantized values are only approximations, it is impossible
to recover the original signal exactly. By using an 8-bit sample, which allows
256 quantizing levels, the quality of the recovered voice signal is comparable with
that achieved via analog transmission. Note that this implies that a data rate of
8000 samples per second * 8 bits per sample = 64 kbps is needed for a single
voice signal.
Thus, PCM starts with a continuous-time, continuous-amplitude (analog)
signal, from which a digital signal is produced (Figure 5.17). The digital signal
consists of blocks of n bits, where each n-bit number is the amplitude of a PCM
pulse. On reception, the process is reversed to reproduce the analog signal.
Notice, however, that this process violates the terms of the sampling theorem. By
quantizing the PAM pulse, the original signal is now only approximated and cannot be recovered exactly. This effect is known as quantizing error or quantizing
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Digital bit
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PCM Block Diagram

noise. The signal-to-noise ratio for quantizing noise can be expressed as
[GIBS93]
SNR dB = 20 log 2 n + 1.76 dB = 6.02n + 1.76 dB
Thus each additional bit used for quantizing increases SNR by about 6 dB, which is
a factor of 4.
Typically, the PCM scheme is refined using a technique known as nonlinear
encoding, which means, in effect, that the quantization levels are not equally
spaced. The problem with equal spacing is that the mean absolute error for each
sample is the same, regardless of signal level. Consequently, lower amplitude values
are relatively more distorted. By using a greater number of quantizing steps for signals of low amplitude, and a smaller number of quantizing steps for signals of large
amplitude, a marked reduction in overall signal distortion is achieved (e.g., see
Figure 5.18).
The same effect can be achieved by using uniform quantizing but companding (compressing-expanding) the input analog signal. Companding is a process
that compresses the intensity range of a signal by imparting more gain to weak signals than to strong signals on input. At output, the reverse operation is performed.
Figure 5.19 shows typical companding functions. Note that the effect on the input
side is to compress the sample so that the higher values are reduced with respect
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Figure 5.18 Effect of Nonlinear Coding
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Figure 5.19 Typical Companding Functions

to the lower values. Thus, with a fixed number of quantizing levels, more levels are
available for lower-level signals. On the output side, the compander expands the
samples so the compressed values are restored to their original values.
Nonlinear encoding can significantly improve the PCM SNR ratio. For voice
signals, improvements of 24 to 30 dB have been achieved.

Delta Modulation (DM)
A variety of techniques have been used to improve the performance of PCM or to
reduce its complexity. One of the most popular alternatives to PCM is delta modulation (DM).
With delta modulation, an analog input is approximated by a staircase function
that moves up or down by one quantization level 1d2 at each sampling interval 1Ts2.
An example is shown in Figure 5.20, where the staircase function is overlaid on the
original analog waveform. The important characteristic of this staircase function is
that its behavior is binary: At each sampling time, the function moves up or down a
constant amount d. Thus, the output of the delta modulation process can be represented as a single binary digit for each sample. In essence, a bit stream is produced by
approximating the derivative of an analog signal rather than its amplitude:A 1 is generated if the staircase function is to go up during the next interval; a 0 is generated
otherwise.
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Figure 5.20 Example of Delta Modulation

The transition (up or down) that occurs at each sampling interval is chosen so
that the staircase function tracks the original analog waveform as closely as possible.
Figure 5.21 illustrates the logic of the process, which is essentially a feedback mechanism. For transmission, the following occurs: At each sampling time, the analog
input is compared to the most recent value of the approximating staircase function.
If the value of the sampled waveform exceeds that of the staircase function, a 1 is
generated; otherwise, a 0 is generated. Thus, the staircase is always changed in the
direction of the input signal. The output of the DM process is therefore a binary
sequence that can be used at the receiver to reconstruct the staircase function. The
staircase function can then be smoothed by some type of integration process or by
passing it through a lowpass filter to produce an analog approximation of the analog
input signal.
There are two important parameters in a DM scheme: the size of the step
assigned to each binary digit, d, and the sampling rate. As Figure 5.20 illustrates, d
must be chosen to produce a balance between two types of errors or noise. When the
analog waveform is changing very slowly, there will be quantizing noise. This noise
increases as d is increased. On the other hand, when the analog waveform is changing more rapidly than the staircase can follow, there is slope overload noise. This
noise increases as d is decreased.
It should be clear that the accuracy of the scheme can be improved by
increasing the sampling rate. However, this increases the data rate of the output
signal.
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Delta Modulation

The principal advantage of DM over PCM is the simplicity of its implementation. In general, PCM exhibits better SNR characteristics at the same data rate.

Performance
Good voice reproduction via PCM can be achieved with 128 quantization levels, or
7-bit coding 12 7 = 1282. A voice signal, conservatively, occupies a bandwidth of
4 kHz. Thus, according to the sampling theorem, samples should be taken at a rate of
8000 samples per second. This implies a data rate of 8000 * 7 = 56 kbps for the
PCM-encoded digital data.
Consider what this means from the point of view of bandwidth requirement.
An analog voice signal occupies 4 kHz. Using PCM this 4-kHz analog signal can
be converted into a 56-kbps digital signal. But using the Nyquist criterion from
Chapter 3, this digital signal could require on the order of 28 kHz of bandwidth.
Even more severe differences are seen with higher bandwidth signals. For example,
a common PCM scheme for color television uses 10-bit codes, which works out to
92 Mbps for a 4.6-MHz bandwidth signal. In spite of these numbers, digital techniques continue to grow in popularity for transmitting analog data. The principal
reasons for this are as follows:
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• Because repeaters are used instead of amplifiers, there is no cumulative noise.
• As we shall see, time division multiplexing (TDM) is used for digital signals
instead of the frequency division multiplexing (FDM) used for analog signals.
With TDM, there is no intermodulation noise, whereas we have seen that this
is a concern for FDM.
• The conversion to digital signaling allows the use of the more efficient digital
switching techniques.
Furthermore, techniques have been developed to provide more efficient
codes. In the case of voice, a reasonable goal appears to be in the neighborhood of
4 kbps. With video, advantage can be taken of the fact that from frame to frame,
most picture elements will not change. Interframe coding techniques should allow
the video requirement to be reduced to about 15 Mbps, and for slowly changing
scenes, such as found in a video teleconference, down to 64 kbps or less.
As a final point, we mention that in many instances, the use of a telecommunications system will result in both digital-to-analog and analog-to-digital processing.
The overwhelming majority of local terminations into the telecommunications
network is analog, and the network itself uses a mixture of analog and digital
techniques. Thus digital data at a user’s terminal may be converted to analog by a
modem, subsequently digitized by a codec, and perhaps suffer repeated conversions
before reaching its destination.
Thus, telecommunication facilities handle analog signals that represent both
voice and digital data. The characteristics of the waveforms are quite different.
Whereas voice signals tend to be skewed to the lower portion of the bandwidth
(Figure 3.9), analog encoding of digital signals has a more uniform spectral content
over the bandwidth and therefore contains more high-frequency components.
Studies have shown that, because of the presence of these higher frequencies,
PCM-related techniques are preferable to DM-related techniques for digitizing
analog signals that represent digital data.

5.4 ANALOG DATA, ANALOG SIGNALS
Modulation has been defined as the process of combining an input signal m(t) and a
carrier at frequency fc to produce a signal s(t) whose bandwidth is (usually) centered on fc . For digital data, the motivation for modulation should be clear: When
only analog transmission facilities are available, modulation is required to convert
the digital data to analog form. The motivation when the data are already analog is
less clear. After all, voice signals are transmitted over telephone lines at their original spectrum (referred to as baseband transmission). There are two principal reasons for analog modulation of analog signals:
• A higher frequency may be needed for effective transmission. For unguided
transmission, it is virtually impossible to transmit baseband signals; the
required antennas would be many kilometers in diameter.
• Modulation permits frequency division multiplexing, an important technique
explored in Chapter 8.
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In this section we look at the principal techniques for modulation using analog
data: amplitude modulation (AM), frequency modulation (FM), and phase modulation
(PM). As before, the three basic characteristics of a signal are used for modulation.

Amplitude Modulation
Amplitude modulation (AM) is the simplest form of modulation and is depicted in
Figure 5.22. Mathematically, the process can be expressed as
AM

s1t2 = [1 + nax1t2]cos 2pfct

(5.12)

where cos 2pfct is the carrier and x(t) is the input signal (carrying data), both normalized to unity amplitude. The parameter na , known as the modulation index, is
the ratio of the amplitude of the input signal to the carrier. Corresponding to our
previous notation, the input signal is m1t2 = nax1t2. The “1” in the Equation (5.12)
is a dc component that prevents loss of information, as explained subsequently. This
scheme is also known as double sideband transmitted carrier (DSBTC).

EXAMPLE 5.4 Derive an expression for s(t) if x(t) is the amplitude-modulating signal cos 2pfmt. We have
s1t2 = [1 + na cos 2pfmt]cos 2pfct
By trigonometric identity, this may be expanded to
na
na
s1t2 = cos 2pfct +
cos 2p1fc - fm2t +
cos 2p1fc + fm2t
2
2
The resulting signal has a component at the original carrier frequency plus a
pair of components each spaced fm hertz from the carrier.

From Equation (5.12) and Figure 5.22, it can be seen that AM involves the multiplication of the input signal by the carrier. The envelope of the resulting signal is
[1 + nax1t2] and, as long as na 6 1, the envelope is an exact reproduction of the
original signal. If na 7 1, the envelope will cross the time axis and information is lost.
It is instructive to look at the spectrum of the AM signal. An example is shown
in Figure 5.23. The spectrum consists of the original carrier plus the spectrum of the
input signal translated to fc . The portion of the spectrum for ƒ f ƒ 7 ƒ fc ƒ is the upper
sideband, and the portion of the spectrum for ƒ f ƒ 6 ƒ fc ƒ is lower sideband. Both the
upper and lower sidebands are replicas of the original spectrum M(f ), with the
lower sideband being frequency reversed. As an example, consider a voice signal
with a bandwidth that extends from 300 to 3000 Hz being modulated on a 60-kHz
carrier. The resulting signal contains an upper sideband of 60.3 to 63 kHz, a lower
sideband of 57 to 59.7 kHz, and the 60-kHz carrier. An important relationship is
Pt = Pc a1 +

n2a
b
2
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where Pt is the total transmitted power in s(t) and Pc is the transmitted power in the
carrier. We would like na as large as possible so that most of the signal power is used
to carry information. However, na must remain below 1.
It should be clear that s(t) contains unnecessary components, because each of
the sidebands contains the complete spectrum of m(t). A popular variant of AM,
known as single sideband (SSB), takes advantage of this fact by sending only one of
the sidebands, eliminating the other sideband and the carrier. The principal advantages of this approach are as follows:
• Only half the bandwidth is required, that is, BT = B, where B is the bandwidth
of the original signal. For DSBTC, BT = 2B.
• Less power is required because no power is used to transmit the carrier or the
other sideband. Another variant is double sideband suppressed carrier
(DSBSC), which filters out the carrier frequency and sends both sidebands.
This saves some power but uses as much bandwidth as DSBTC.
The disadvantage of suppressing the carrier is that the carrier can be used for
synchronization purposes. For example, suppose that the original analog signal is an
ASK waveform encoding digital data. The receiver needs to know the starting point
of each bit time to interpret the data correctly. A constant carrier provides a clocking mechanism by which to time the arrival of bits. A compromise approach is vestigial sideband (VSB), which uses one sideband and a reduced-power carrier.

Angle Modulation
Frequency modulation (FM) and phase modulation (PM) are special cases of angle
modulation. The modulated signal is expressed as
Angle Modulation

s1t2 = A c cos[2pfct + f1t2]

(5.13)

For phase modulation, the phase is proportional to the modulating signal:
PM

f1t2 = npm1t2

(5.14)

where np is the phase modulation index.
For frequency modulation, the derivative of the phase is proportional to the
modulating signal:
FM

f¿1t2 = nfm1t2

(5.15)

where nf is the frequency modulation index and f¿1t2 is the derivative of f1t2.
For those who wish a more detailed mathematical explanation of the preceding, consider the following. The phase of s(t) at any instant is just 2pfct + f1t2. The
instantaneous phase deviation from the carrier signal is f1t2. In PM, this instantaneous phase deviation is proportional to m(t). Because frequency can be defined as
the rate of change of phase of a signal, the instantaneous frequency of s(t) is
2pfi1t2 =

d
[2pfct + f1t2]
dt
1
f¿1t2
fi1t2 = fc +
2p
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and the instantaneous frequency deviation from the carrier frequency is f¿1t2,
which in FM is proportional to m(t).
Figure 5.24 illustrates amplitude, phase, and frequency modulation by a sine
wave. The shapes of the FM and PM signals are very similar. Indeed, it is impossible
to tell them apart without knowledge of the modulation function.
Several observations about the FM process are in order. The peak deviation
¢F can be seen to be
¢F =

1
n A Hz
2p f m

where A m is the maximum value of m(t). Thus an increase in the magnitude of m(t)
will increase ¢F, which, intuitively, should increase the transmitted bandwidth BT .
However, as should be apparent from Figure 5.24, this will not increase the average
power level of the FM signal, which is A 2c >2. This is distinctly different from AM,
where the level of modulation affects the power in the AM signal but does not affect
its bandwidth.

EXAMPLE 5.5 Derive an expression for s(t) if f1t2 is the phase-modulating signal np cos 2pfmt. Assume that A c = 1. This can be seen directly to be
s1t2 = cos[2pfct + np cos 2pfmt]
The instantaneous phase deviation from the carrier signal is np cos 2pfmt. The
phase angle of the signal varies from its unmodulated value in a simple sinusoidal
fashion, with the peak phase deviation equal to np .
The preceding expression can be expanded using Bessel’s trigonometric
identities:
q

s1t2 =

np
aq Jn1np2 cos a2pfct + 2pnfmt + 2 b
n=-

where Jn1np2 is the nth-order Bessel function of the first kind. Using the property
J-n1x2 = 1-12nJn1x2
this can be rewritten as
q

s1t2 = J01np2 cos 2pfct+ a Jn1np2ccos a2p1fc + nfm2t +
n=1

+ cosa 2p1fc - nfm2t +

np
b
2

1n + 22p
bd
2

The resulting signal has a component at the original carrier frequency plus a set
of sidebands displaced from fc by all possible multiples of fm . For np V 1, the
higher-order terms fall off rapidly.
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Figure 5.24 Amplitude, Phase, and Frequency Modulation of a Sine-Wave Carrier
by a Sine-Wave Signal
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EXAMPLE 5.6 Derive an expression for s(t) if f¿1t2 is the frequency modulating
signal - nf sin 2pfmt. The form of f¿1t2 was chosen for convenience. We have
f1t2 = -

L

nf sin 2pfmt dt =

nf
2pfm

cos 2pfmt

Thus
s1t2 = cos c2pfct +

nf

cos 2pfmt d
2pfm
¢F
= cos c2pfct +
cos 2pfmt d
fm

The instantaneous frequency deviation from the carrier signal is
-nf sin 2pfmt. The frequency of the signal varies from its unmodulated value in a
simple sinusoidal fashion, with the peak frequency deviation equal to nf radians/
second.
The equation for the FM signal has the identical form as for the PM signal,
with ¢F/fm substituted for np . Thus the Bessel expansion is the same.

As with AM, both FM and PM result in a signal whose bandwidth is centered at fc . However, we can now see that the magnitude of that bandwidth is
very different. Amplitude modulation is a linear process and produces frequencies that are the sum and difference of the carrier signal and the components of the modulating signal. Hence, for AM,
BT = 2B
However, angle modulation includes a term of the form cos1f1t22, which is nonlinear and will produce a wide range of frequencies. In essence, for a modulating
sinusoid of frequency fm , s(t) will contain components at fc + fm , fc + 2fm ,
and so on. In the most general case, infinite bandwidth is required to transmit an
FM or PM signal. As a practical matter, a very good rule of thumb, known as
Carson’s rule [COUC01], is
BT = 21b + 12B
where
n pA m
b = c ¢F = nfA m
B
2pB

for PM
for FM

We can rewrite the formula for FM as
BT = 2¢F + 2B
Thus both FM and PM require greater bandwidth than AM.

(5.16)
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5.5 RECOMMENDED READING
It is difficult, for some reason, to find solid treatments of digital-to-digital encoding schemes.
Useful accounts include [SKLA01] and [BERG96].
There are many good references on analog modulation schemes for digital data. Good
choices are [COUC01], [XION00], and [PROA05]; these three also provide comprehensive
treatment of digital and analog modulation schemes for analog data.
An instructive treatment of the concepts of bit rate, baud, and bandwidth is [FREE98].
A recommended tutorial that expands on the concepts treated in the past few chapters
relating to bandwidth efficiency and encoding schemes is [SKLA93].

BERG96 Bergmans, J. Digital Baseband Transmission and Recording. Boston: Kluwer,
1996.
COUC01 Couch, L. Digital and Analog Communication Systems. Upper Saddle River,
NJ: Prentice Hall, 2001.
FREE98 Freeman, R. “Bits, Symbols, Baud, and Bandwidth.” IEEE Communications
Magazine, April 1998.
PROA05 Proakis, J. Fundamentals of Communication Systems. Upper Saddle River, NJ:
Prentice Hall, 2005.
SKLA93 Sklar, B. “Defining, Designing, and Evaluating Digital Communication Systems.” IEEE Communications Magazine, November 1993.
SKLA01 Sklar, B. Digital Communications: Fundamentals and Applications. Englewood
Cliffs, NJ: Prentice Hall, 2001.
XION00 Xiong, F. Digital Modulation Techniques. Boston: Artech House, 2000.

5.6 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
alternate mark inversion
(AMI)
amplitude modulation (AM)
amplitude shift keying
(ASK)
angle modulation
bandwidth efficiency
baseband signal
biphase
bipolar-AMI
bipolar with 8-zeros
substitution (B8ZS)
bit error rate (BER)
carrier frequency
delta modulation (DM)

differential encoding
differential Manchester
differential PSK (DPSK)
frequency modulation (FM)
frequency shift keying
(FSK)
high-density bipolar-3 zeros
(HDB3)
Manchester
modulation
modulation rate
multilevel binary
nonreturn to zero (NRZ)
nonreturn to zero, inverted
(NRZI)

nonreturn to zero-level
(NRZ-L)
phase modulation (PM)
phase shift keying (PSK)
polar
pseudoternary
pulse amplitude modulation
(PAM)
pulse code modulation
(PCM)
quadrature amplitude modulation (QAM)
quadrature PSK (QPSK)
scrambling
unipolar
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Review Questions
5.1.
5.2.
5.3.
5.4.
5.5.
5.6.
5.7.
5.8.
5.9.
5.10.
5.11.
5.12.

List and briefly define important factors that can be used in evaluating or comparing
the various digital-to-digital encoding techniques.
What is differential encoding?
Explain the difference between NRZ-L and NRZI.
Describe two multilevel binary digital-to-digital encoding techniques.
Define biphase encoding and describe two biphase encoding techniques.
Explain the function of scrambling in the context of digital-to-digital encoding
techniques.
What function does a modem perform?
How are binary values represented in amplitude shift keying, and what is the limitation of this approach?
What is the difference between QPSK and offset QPSK?
What is QAM?
What does the sampling theorem tell us concerning the rate of sampling required for
an analog signal?
What are the differences among angle modulation, PM, and FM?

Problems
5.1
5.2
5.3

5.4
5.5

Which of the signals of Table 5.2 use differential encoding?
Develop algorithms for generating each of the codes of Table 5.2 from NRZ-L.
A modified NRZ code known as enhanced-NRZ (E-NRZ) is sometimes used for
high-density magnetic tape recording. E-NRZ encoding entails separating the
NRZ-L data stream into 7-bit words; inverting bits 2, 3, 6, and 7; and adding one
parity bit to each word. The parity bit is chosen to make the total number of 1s in
the 8-bit word an odd count. What are the advantages of E-NRZ over NRZ-L? Any
disadvantages?
Develop a state diagram (finite state machine) representation of pseudoternary coding.
Consider the following signal encoding technique. Binary data are presented as input,
am , for m = 1, 2, 3, Á Two levels of processing occur. First, a new set of binary numbers are produced:

b0 = 0

bm = 1a m + bm - 12mod 2
These are then encoded as

cm = bm - bm - 1
On reception, the original data are recovered by

a m = cm mod 2

5.6

5.7

a. Verify that the received values of am equal the transmitted values of a m .
b. What sort of encoding is this?
For the bit stream 01001110, sketch the waveforms for each of the codes of Table 5.2.
Assume that the signal level for the preceding bit for NRZI was high; the most recent
preceding 1 bit (AMI) has a negative voltage; and the most recent preceding 0 bit
(pseudoternary) has a negative voltage.
The waveform of Figure 5.25 belongs to a Manchester encoded binary data stream.
Determine the beginning and end of bit periods (i.e., extract clock information) and
give the data sequence.
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Figure 5.25 A Manchester Stream

5.8

Consider a stream of binary data consisting of a long sequence of 1s followed by a
zero followed by a long string of 1s, with the same assumptions as Problem 5.6. Draw
the waveform for this sequence using
a. NRZ-L
b. Bipolar-AMI
c. Pseudoternary
The bipolar-AMI waveform representing the binary sequence 0100101011 is transmitted over a noisy channel. The received waveform is shown in Figure 5.26; it
contains a single error. Locate the position of this error and explain your answer.
One positive side effect of bipolar encoding is that a bipolar violation (two consecutive
+ pulses or two consecutive - pulses separated by any number of zeros) indicates to
the receiver that an error has occurred in transmission. Unfortunately, upon the
receipt of such a violation, the receiver does not know which bit is in error (only that
an error has occurred). For the received bipolar sequence

5.9

5.10

+ -0+ -0- +
which has one bipolar violation, construct two scenarios (each of which involves a different transmitted bit stream with one transmitted bit being converted via an error)
that will produce this same received bit pattern.
Given the bit pattern 01100, encode this data using ASK, BFSK, and BPSK.
A sine wave is to be used for two different signaling schemes: (a) PSK; (b) QPSK. The
duration of a signal element is 10 -5 s. If the received signal is of the following form:

5.11
5.12

s1t2 = 0.005 sin12p 106t + u2 volts
and if the measured noise power at the receiver is 2.5 * 10-8 watts, determine the
Eb/N0 (in dB) for each case.
Derive an expression for baud rate D as a function of bit rate R for QPSK using the
digital encoding techniques of Table 5.2.

5.13

1
Figure 5.26

2

3

4

5

6

A Received Bipolar-AMI Waveform

7

8

9

10
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5.14
5.15

5.16

5.17

5.18
5.19
5.20
5.21

5.22

5.23

5.24

QAM Demodulator

What SNR ratio is required to achieve a bandwidth efficiency of 1.0 for ASK, FSK,
PSK, and QPSK? Assume that the required bit error rate is 10-6.
An NRZ-L signal is passed through a filter with r = 0.5 and then modulated onto a
carrier. The data rate is 2400 bps. Evaluate the bandwidth for ASK and FSK. For FSK
assume that the two frequencies used are 50 kHz and 55 kHz.
Assume that a telephone line channel is equalized to allow bandpass data transmission over a frequency range of 600 to 3000 Hz. The available bandwidth is 2400 Hz.
For r = 1, evaluate the required bandwidth for 2400 bps QPSK and 4800-bps, eightlevel multilevel signaling. Is the bandwidth adequate?
Figure 5.27 shows the QAM demodulator corresponding to the QAM modulator of
Figure 5.14. Show that this arrangement does recover the two signals d11t2 and d21t2,
which can be combined to recover the original input.
Why should PCM be preferable to DM for encoding analog signals that represent
digital data?
Are the modem and the codec functional inverses (i.e., could an inverted modem
function as a codec, or vice versa)?
A signal is quantized using 10-bit PCM. Find the signal-to-quantization noise ratio.
Consider an audio signal with spectral components in the range 300 to 3000 Hz.
Assume that a sampling rate of 7000 samples per second will be used to generate a
PCM signal.
a. For SNR = 30 dB, what is the number of uniform quantization levels needed?
b. What data rate is required?
Find the step size d required to prevent slope overload noise as a function of the frequency of the highest-frequency component of the signal. Assume that all components have amplitude A.
A PCM encoder accepts a signal with a full-scale voltage of 10 V and generates 8-bit
codes using uniform quantization. The maximum normalized quantized voltage is
1 - 2 -8. Determine (a) normalized step size, (b) actual step size in volts, (c) actual
maximum quantized level in volts, (d) normalized resolution, (e) actual resolution,
and (f) percentage resolution.
The analog waveform shown in Figure 5.28 is to be delta modulated. The sampling
period and the step size are indicated by the grid on the figure. The first DM output and
the staircase function for this period are also shown. Show the rest of the staircase function and give the DM output. Indicate regions where slope overload distortion exists.
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DM output
1
0

Figure 5.28
5.25

Delta Modulation Example

Consider the angle-modulated signal

s1t2 = 10 cos[11082pt + 5 sin 2p11032t]
5.26

Find the maximum phase deviation and the maximum frequency deviation.
Consider the angle-modulated signal

s1t2 = 10 cos[2p11062t + 0.1 sin11032pt]

5.27

a. Express s(t) as a PM signal with np = 10.
b. Express s(t) as an FM signal with nf = 10p.
Let m11t2 and m21t2 be message signals and let s11t2 and s21t2 be the corresponding
modulated signals using a carrier frequency of fc .
a. Show that if simple AM modulation is used, then m11t2 + m21t2 produces a modulated signal equal that is a linear combination of s11t2 and s21t2. This is why AM
is sometimes referred to as linear modulation.
b. Show that if simple PM modulation is used, then m11t2 + m21t2 produces a modulated signal that is not a linear combination of s11t2 and s21t2. This is why angle
modulation is sometimes referred to as nonlinear modulation.
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6.1

Asynchronous and Synchronous Transmission

6.2

Types of Errors

6.3

Error Detection

6.4

Error Correction

6.5

Line Configurations

6.6

Recommended Reading

6.7

Key Terms, Review Questions, and Problems

A conversation forms a two-way communication link; there is a measure of symmetry between the two parties, and messages pass to and fro. There is a continual stimulus-response, cyclic action; remarks call up other remarks, and the behavior of the
two individuals becomes concerted, co-operative, and directed toward some goal.
This is true communication.
—On Human Communication, Colin Cherry

KEY POINTS
•

•

•

The transmission of a stream of bits from one device to another
across a transmission link involves a great deal of cooperation and
agreement between the two sides. One of the most fundamental
requirements is synchronization. The receiver must know the rate at
which bits are being received so that it can sample the line at appropriate intervals to determine the value of each received bit. Two techniques are in common use for this purpose. In asynchronous
transmission, each character of data is treated independently. Each
character begins with a start bit that alerts the receiver that a character is arriving. The receiver samples each bit in the character and then
looks for the beginning of the next character. This technique would
not work well for long blocks of data because the receiver’s clock
might eventually drift out of synchronization with the transmitter’s
clock. However, sending data in large blocks is more efficient than
sending data one character at a time. For large blocks, synchronous
transmission is used. Each block of data is formatted as a frame that
includes a starting and an ending flag. Some form of synchronization,
such as the use of Manchester encoding, is employed.
Error detection is performed by calculating an error-detecting code
that is a function of the bits being transmitted. The code is appended
to the transmitted bits. The receiver calculates the code based on the
incoming bits and compares it to the incoming code to check for
errors.
Error correction operates in a fashion similar to error detection but is
capable of correcting certain errors in a transmitted bit stream.

The preceding three chapters have been concerned primarily with the
attributes of data transmission, such as the characteristics of data signals
and transmission media, the encoding of signals, and transmission performance. In this chapter, we shift our emphasis from data transmission to data
communications.
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For two devices linked by a transmission medium to exchange data, a
high degree of cooperation is required. Typically, data are transmitted one bit
at a time over the medium. The timing (rate, duration, spacing) of these bits
must be the same for transmitter and receiver. Two common techniques for
controlling this timing—asynchronous and synchronous—are explored in
Section 6.1. Next, we look at the problem of bit errors. As we have seen, data
transmission is not an error-free process, and some means of accounting for
these errors is needed. After a brief discussion of the distinction between single-bit errors and burst errors, the chapter turns to two approaches to dealing
with errors: error detection and error correction.
Next, the chapter provides an overview of the types of line configurations
in common use.To supplement the material in this chapter,Appendix G looks at
the physical interface between data transmitting devices and the transmission
line. Typically, digital data devices do not attach to and signal across the medium
directly. Instead, this process is mediated through a standardized interface that
provides considerable control over the interaction between the transmitting/
receiving devices and the transmission line.

6.1 ASYNCHRONOUS AND SYNCHRONOUS TRANSMISSION
In this book, we are primarily concerned with serial transmission of data; that is,
data are transferred over a single signal path rather than a parallel set of lines, as is
common with I/O devices and internal computer signal paths. With serial transmission, signaling elements are sent down the line one at a time. Each signaling element
may be
• Less than one bit: This is the case, for example, with Manchester coding.
• One bit: NRZ-L and FSK are digital and analog examples, respectively.
• More than one bit: QPSK is an example.
For simplicity in the following discussion, we assume one bit per signaling element unless otherwise stated. The discussion is not materially affected by
this simplification.
Recall from Figure 3.16 that the reception of digital data involves sampling
the incoming signal once per bit time to determine the binary value. One of the
difficulties encountered in such a process is that various transmission impairments
will corrupt the signal so that occasional errors will occur. This problem is compounded by a timing difficulty: In order for the receiver to sample the incoming
bits properly, it must know the arrival time and duration of each bit that it
receives.
Suppose that the sender simply transmits a stream of data bits. The sender has
a clock that governs the timing of the transmitted bits. For example, if data are to be
transmitted at one million bits per second (1 Mbps), then one bit will be transmitted
every 1/106 = 1 microsecond 1ms2, as measured by the sender’s clock. Typically,
the receiver will attempt to sample the medium at the center of each bit time. The
receiver will time its samples at intervals of one bit time. In our example, the
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sampling would occur once every 1 ms. If the receiver times its samples based on its
own clock, then there will be a problem if the transmitter’s and receiver’s clocks are
not precisely aligned. If there is a drift of 1% (the receiver’s clock is 1% faster or
slower than the transmitter’s clock), then the first sampling will be 0.01 of a bit time
10.01 ms2 away from the center of the bit (center of bit is 0.5 ms from beginning and
end of bit). After 50 or more samples, the receiver may be in error because it is sampling in the wrong bit time 150 * .01 = 0.5 ms2. For smaller timing differences, the
error would occur later, but eventually the receiver will be out of step with the transmitter if the transmitter sends a sufficiently long stream of bits and if no steps are
taken to synchronize the transmitter and receiver.

Asynchronous Transmission
Two approaches are common for achieving the desired synchronization. The first is
called, oddly enough, asynchronous transmission. The strategy with this scheme is to
avoid the timing problem by not sending long, uninterrupted streams of bits.
Instead, data are transmitted one character at a time, where each character is five to
eight bits in length.1 Timing or synchronization must only be maintained within each
character; the receiver has the opportunity to resynchronize at the beginning of
each new character.
Figure 6.1 illustrates this technique. When no character is being transmitted,
the line between transmitter and receiver is in an idle state. The definition of idle is
equivalent to the signaling element for binary 1. Thus, for NRZ-L signaling (see
Figure 5.2), which is common for asynchronous transmission, idle would be the presence of a negative voltage on the line. The beginning of a character is signaled by a
start bit with a value of binary 0. This is followed by the 5 to 8 bits that actually make
up the character. The bits of the character are transmitted beginning with the least
significant bit. For example, for IRA characters, the data bits are usually followed by
a parity bit, which therefore is in the most significant bit position. The parity bit is set
by the transmitter such that the total number of ones in the character, including the
parity bit, is even (even parity) or odd (odd parity), depending on the convention
being used. The receiver uses this bit for error detection, as discussed in Section 6.3.
The final element is a stop element, which is a binary 1. A minimum length for the
stop element is specified, and this is usually 1, 1.5, or 2 times the duration of an ordinary bit. No maximum value is specified. Because the stop element is the same as
the idle state, the transmitter will continue to transmit the stop element until it is
ready to send the next character.
The timing requirements for this scheme are modest. For example, IRA characters are typically sent as 8-bit units, including the parity bit. If the receiver is 5%
slower or faster than the transmitter, the sampling of the eighth character bit will be
displaced by 45% and still be correctly sampled.

1

The number of bits that comprise a character depends on the code used. We have already described one
common example, the IRA code, which uses seven bits per character. Another common code is the
Extended Binary Coded Decimal Interchange Code (EBCDIC), which is an 8-bit character code used on
IBM mainframes.
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Asynchronous Transmission

EXAMPLE 6.1 Figure 6.1c shows the effects of a timing error of sufficient
magnitude to cause an error in reception. In this example we assume a data rate
of 10,000 bits per second (10 kbps); therefore, each bit is of 0.1 millisecond (ms),
or 100 ms, duration. Assume that the receiver is fast by 6%, or 6 ms per bit time.
Thus, the receiver samples the incoming character every 94 ms (based on the
transmitter’s clock). As can be seen, the last sample is erroneous.

An error such as just described actually results in two errors. First, the last
sampled bit is incorrectly received. Second, the bit count may now be out of alignment. If bit 7 is a 1 and bit 8 is a 0, bit 8 could be mistaken for a start bit. This condition is termed a framing error, as the character plus start bit and stop element are
sometimes referred to as a frame. A framing error can also occur if some noise condition causes the false appearance of a start bit during the idle state.
Asynchronous transmission is simple and cheap but requires an overhead of
two to three bits per character. For example, for an 8-bit character with no parity
bit, using a 1-bit-long stop element, two out of every ten bits convey no information but are there merely for synchronization; thus the overhead is 20%. Of
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course, the percentage overhead could be reduced by sending larger blocks of bits
between the start bit and stop element. However, as Figure 6.1c indicates, the
larger the block of bits, the greater the cumulative timing error. To achieve greater
efficiency, a different form of synchronization, known as synchronous transmission, is used.

Synchronous Transmission
With synchronous transmission, a block of bits is transmitted in a steady stream
without start and stop codes. The block may be many bits in length. To prevent timing drift between transmitter and receiver, their clocks must somehow be synchronized. One possibility is to provide a separate clock line between transmitter and
receiver. One side (transmitter or receiver) pulses the line regularly with one short
pulse per bit time. The other side uses these regular pulses as a clock. This technique
works well over short distances, but over longer distances the clock pulses are subject to the same impairments as the data signal, and timing errors can occur. The
other alternative is to embed the clocking information in the data signal. For digital
signals, this can be accomplished with Manchester or differential Manchester encoding. For analog signals, a number of techniques can be used; for example, the carrier
frequency itself can be used to synchronize the receiver based on the phase of the
carrier.
With synchronous transmission, there is another level of synchronization
required, to allow the receiver to determine the beginning and end of a block of data.
To achieve this, each block begins with a preamble bit pattern and generally ends
with a postamble bit pattern. In addition, other bits are added to the block that convey control information used in the data link control procedures discussed in
Chapter 7. The data plus preamble, postamble, and control information are called a
frame. The exact format of the frame depends on which data link control procedure
is being used.
Figure 6.2 shows, in general terms, a typical frame format for synchronous
transmission. Typically, the frame starts with a preamble called a flag, which is 8 bits
long. The same flag is used as a postamble. The receiver looks for the occurrence of
the flag pattern to signal the start of a frame. This is followed by some number of
control fields (containing data link control protocol information), then a data field
(variable length for most protocols), more control fields, and finally the flag is
repeated.
For sizable blocks of data, synchronous transmission is far more efficient than
asynchronous. Asynchronous transmission requires 20% or more overhead. The
control information, preamble, and postamble in synchronous transmission are typically less than 100 bits.

8-bit
flag

Control
fields

Figure 6.2

Data field

Synchronous Frame Format

Control
fields

8-bit
flag
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EXAMPLE 6.2 One of the more common schemes, HDLC (described in Chapter
7), contains 48 bits of control, preamble, and postamble. Thus, for a 1000-character
block of data, each frame consists of 48 bits of overhead and 1000 * 8 = 8,000 bits
of data, for a percentage overhead of only 48/8048 * 100% = 0.6%.

6.2 TYPES OF ERRORS
In digital transmission systems, an error occurs when a bit is altered between transmission and reception; that is, a binary 1 is transmitted and a binary 0 is received, or
a binary 0 is transmitted and a binary 1 is received. Two general types of errors can
occur: single-bit errors and burst errors. A single-bit error is an isolated error condition that alters one bit but does not affect nearby bits. A burst error of length B is a
contiguous sequence of B bits in which the first and last bits and any number of
intermediate bits are received in error. More precisely, IEEE Std 100 and ITU-T
Recommendation Q.9 both define an error burst as follows:

Error burst: A group of bits in which two successive erroneous bits are
always separated by less than a given number x of correct bits. The last erroneous bit in the burst and the first erroneous bit in the following burst are
accordingly separated by x correct bits or more.
Thus, in an error burst, there is a cluster of bits in which a number of errors
occur, although not necessarily all of the bits in the cluster suffer an error.
A single-bit error can occur in the presence of white noise, when a slight random deterioration of the signal-to-noise ratio is sufficient to confuse the receiver’s
decision of a single bit. Burst errors are more common and more difficult to deal
with. Burst errors can be caused by impulse noise, which was described in Chapter 3.
Another cause is fading in a mobile wireless environment; fading is described in
Chapter 14.
Note that the effects of burst errors are greater at higher data rates.
EXAMPLE 6.3 An impulse noise event or a fading event of 1 ms occurs. At a
data rate of 10 Mbps, there is a resulting error burst of 10 bits. At a data rate of
100 Mbps, there is an error burst of 100 bits.

6.3 ERROR DETECTION
Regardless of the design of the transmission system, there will be errors, resulting
in the change of one or more bits in a transmitted frame. In what follows, we
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assume that data are transmitted as one or more contiguous sequences of bits,
called frames. We define these probabilities with respect to errors in transmitted
frames:
Pb: Probability that a bit is received in error; also known as the bit error rate
(BER)
P1: Probability that a frame arrives with no bit errors
P2: Probability that, with an error-detecting algorithm in use, a frame arrives with
one or more undetected errors
P3: Probability that, with an error-detecting algorithm in use, a frame arrives
with one or more detected bit errors but no undetected bit errors
First consider the case in which no means are taken to detect errors. Then the
probability of detected errors 1P32 is zero. To express the remaining probabilities,
assume the probability that any bit is in error 1Pb2 is constant and independent for
each bit. Then we have
P1 = 11 - Pb2F
P2 = 1 - P1
where F is the number of bits per frame. In words, the probability that a frame
arrives with no bit errors decreases when the probability of a single bit error
increases, as you would expect. Also, the probability that a frame arrives with no bit
errors decreases with increasing frame length; the longer the frame, the more bits it
has and the higher the probability that one of these is in error.

EXAMPLE 6.4 A defined objective for ISDN (integrated services digital network) connections is that the BER on a 64-kbps channel should be less than 10-6
on at least 90% of observed 1-minute intervals. Suppose now that we have the
rather modest user requirement that on average one frame with an undetected
bit error should occur per day on a continuously used 64-kbps channel, and let
us assume a frame length of 1000 bits. The number of frames that can be transmitted in a day comes out to 5.529 * 106, which yields a desired frame error
rate of P2 = 1/15.529 * 1062 = 0.18 * 10-6. But if we assume a value of Pb of
10-6, then P1 = 10.99999921000 = 0.999 and therefore P2 = 10 -3, which is about
three orders of magnitude too large to meet our requirement.

This is the kind of result that motivates the use of error-detecting techniques.All
of these techniques operate on the following principle (Figure 6.3). For a given frame
of bits, additional bits that constitute an error-detecting code are added by the transmitter. This code is calculated as a function of the other transmitted bits. Typically, for
a data block of k bits, the error-detecting algorithm yields an error-detecting code of
n - k bits, where 1n - k2 6 k. The error-detecting code, also referred to as the
check bits, is appended to the data block to produce a frame of n bits, which is then
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Figure 6.3 Error Detection Process

transmitted. The receiver separates the incoming frame into the k bits of data and
1n - k2 bits of the error-detecting code.The receiver performs the same error-detecting calculation on the data bits and compares this value with the value of the incoming
error-detecting code. A detected error occurs if and only if there is a mismatch. Thus
P3 is the probability that a frame contains errors and that the error-detecting scheme
will detect that fact. P2 is known as the residual error rate and is the probability that an
error will be undetected despite the use of an error-detecting scheme.

Parity Check
The simplest error-detecting scheme is to append a parity bit to the end of a block of
data. A typical example is character transmission, in which a parity bit is attached to
each 7-bit IRA character. The value of this bit is selected so that the character has an
even number of 1s (even parity) or an odd number of 1s (odd parity).

EXAMPLE 6.5 If the transmitter is transmitting an IRA character G (1110001)
and using odd parity, it will append a 1 and transmit 11110001.2 The receiver examines the received character and, if the total number of 1s is odd, assumes that no
error has occurred. If one bit (or any odd number of bits) is erroneously inverted
during transmission (for example, 11100001), then the receiver will detect an error.

2

Recall from our discussion in Section 5.1 that the least significant bit of a character is transmitted first
and that the parity bit is the most significant bit.
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Note, however, that if two (or any even number) of bits are inverted due to
error, an undetected error occurs. Typically, even parity is used for synchronous
transmission and odd parity for asynchronous transmission.
The use of the parity bit is not foolproof, as noise impulses are often long
enough to destroy more than one bit, particularly at high data rates.

Cyclic Redundancy Check (CRC)
One of the most common, and one of the most powerful, error-detecting codes is the
cyclic redundancy check (CRC), which can be described as follows. Given a k-bit
block of bits, or message, the transmitter generates an 1n - k2-bit sequence, known
as a frame check sequence (FCS), such that the resulting frame, consisting of n bits,
is exactly divisible by some predetermined number. The receiver then divides the
incoming frame by that number and, if there is no remainder, assumes there was no
error.3
To clarify this, we present the procedure in three equivalent ways: modulo 2
arithmetic, polynomials, and digital logic.

Modulo 2 Arithmetic Modulo 2 arithmetic uses binary addition with no carries,
which is just the exclusive-OR (XOR) operation. Binary subtraction with no carries
is also interpreted as the XOR operation: For example,
1111
1010
_______
0101

1111
0101
_______
1010

11001
 11
_______
11001
11001
_______
101011

Now define
T = n-bit frame to be transmitted
D = k-bit block of data, or message, the first k bits of T
F = 1n - k2-bit FCS, the last 1n - k2 bits of T
P = pattern of n - k + 1 bits; this is the predetermined divisor
We would like T/P to have no remainder. It should be clear that
T = 2 n - kD + F
That is, by multiplying D by 2 n - k, we have in effect shifted it to the left by n - k bits
and padded out the result with zeroes. Adding F yields the concatenation of D and

3

This procedure is slightly different from that of Figure 6.3. As shall be seen, the CRC process could be
implemented as follows. The receiver could perform a division operation on the incoming k data bits and
compare the result to the incoming 1n - k2 check bits.
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F, which is T. We want T to be exactly divisible by P. Suppose that we divide 2 n - kD
by P:
2 n - kD
R
= Q +
P
P

(6.1)

There is a quotient and a remainder. Because division is modulo 2, the remainder is
always at least one bit shorter than the divisor. We will use this remainder as our
FCS. Then
T = 2 n - kD + R

(6.2)

Does this R satisfy our condition that T/P have no remainder? To see that it does,
consider
T
2 n - kD + R
2 n - kD
R
=
=
+
P
P
P
P
Substituting Equation (6.1), we have
T
R
R
= Q +
+
P
P
P
However, any binary number added to itself modulo 2 yields zero. Thus
T
R + R
= Q +
= Q
P
P
There is no remainder, and therefore T is exactly divisible by P. Thus, the FCS is easily generated: Simply divide 2 n - kD by P and use the 1n - k2-bit remainder as the
FCS. On reception, the receiver will divide T by P and will get no remainder if there
have been no errors.

EXAMPLE 6.6
1.

Given
Message D = 1010001101 110 bits2
Pattern P = 110101 16 bits2
FCS R = to be calculated 15 bits2

2.
3.

Thus, n = 15, k = 10, and 1n - k2 = 5.
The message is multiplied by 2 5, yielding 101000110100000.
This product is divided by P:
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The remainder is added to 2 5D to give T = 101000110101110, which is transmitted.
If there are no errors, the receiver receives T intact. The received frame is
divided by P:
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Because there is no remainder, it is assumed that there have been no errors.

The pattern P is chosen to be one bit longer than the desired FCS, and the
exact bit pattern chosen depends on the type of errors expected. At minimum, both
the high- and low-order bits of P must be 1.
There is a concise method for specifying the occurrence of one or more errors.
An error results in the reversal of a bit. This is equivalent to taking the XOR of the
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bit and 1 (modulo 2 addition of 1 to the bit): 0 + 1 = 1; 1 + 1 = 0. Thus, the errors
in an n-bit frame can be represented by an n-bit field with 1s in each error position.
The resulting frame Tr can be expressed as
Tr = T  E
where
T = transmitted frame
E = error pattern with 1s in positions where errors occur
Tr = received frame
 = bitwise exclusive-OR1XOR2

If there is an error 1E Z 02, the receiver will fail to detect the error if and only if Tr
is divisible by P, which is equivalent to E divisible by P. Intuitively, this seems an
unlikely occurrence.

Polynomials A second way of viewing the CRC process is to express all values as
polynomials in a dummy variable X, with binary coefficients. The coefficients
correspond to the bits in the binary number. Thus, for D = 110011, we have
D1X2 = X5 + X4 + X + 1, and for P = 11001, we have P1X2 = X4 + X3 + 1.
Arithmetic operations are again modulo 2. The CRC process can now be described
as
Xn - kD1X2
R1X2
= Q1X2 +
P1X2
P1X2
n-k
T1X2 = X D1X2 + R1X2
Compare these equations with Equations (6.1) and (6.2).

EXAMPLE 6.7 Using the preceding example, for D = 1010001101, we have
D1X2 = X9 + X7 + X3 + X2 + 1, and for P = 110101, we have
P1X2 = X5 + X4 + X2 + 1. We should end up with R = 01110, which corresponds to R1X2 = X3 + X2 + X. Figure 6.4 shows the polynomial division that
corresponds to the binary division in the preceding example.

An error E(X) will only be undetectable if it is divisible by P(X). It can be
shown [PETE 61, RAMA88] that all of the following errors are not divisible by a
suitably chosen P(X) and hence are detectable:
• All single-bit errors, if P(X) has more than one nonzero term
• All double-bit errors, as long as P(X) is a special type of polynomial, called a
primitive polynomial, with maximum exponent L, and the frame length is less
than 2 L - 1.
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Figure 6.4 Example of Polynomial Division

• Any odd number of errors, as long as P(X) contains a factor 1X + 12
• Any burst error for which the length of the burst is less than or equal to n - k;
that is, less than or equal to the length of the FCS
• A fraction of error bursts of length n - k + 1; the fraction equals
1 - 2 -1n - k - 12
• A fraction of error bursts of length greater than n - k + 1; the fraction
equals 1 - 2 -1n - k2
In addition, it can be shown that if all error patterns are considered equally
likely, then for a burst error of length r + 1, the probability of an undetected error
(E(X) is divisible by P(X)) is 1/2 r - 1, and for a longer burst, the probability is 1/2 r,
where r is the length of the FCS.
Four versions of P(X) are widely used:
CRC-12
CRC-16
CRC-CCITT
CRC-32

=
=
=
=

X12 + X11 +
X16 + X15 +
X16 + X12 +
X32 + X26 +
+ X10 + X8

X3 + X2 + X + 1
X2 + 1
X5 + 1
X23 + X22 + X16 + X12 + X11
+ X7 + X5 + X4 + X2 + X + 1

The CRC-12 system is used for transmission of streams of 6-bit characters and generates a 12-bit FCS. Both CRC-16 and CRC-CCITT are popular for 8-bit characters,
in the United States and Europe, respectively, and both result in a 16-bit FCS. This
would seem adequate for most applications, although CRC-32 is specified as an
option in some point-to-point synchronous transmission standards and is used in
IEEE 802 LAN standards.
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Digital Logic The CRC process can be represented by, and indeed implemented as, a dividing circuit consisting of XOR gates and a shift register. The shift
register is a string of 1-bit storage devices. Each device has an output line, which
indicates the value currently stored, and an input line. At discrete time instants,
known as clock times, the value in the storage device is replaced by the value indicated by its input line. The entire register is clocked simultaneously, causing a 1-bit
shift along the entire register. The circuit is implemented as follows:
1. The register contains n - k bits, equal to the length of the FCS.
2. There are up to n - k XOR gates.
3. The presence or absence of a gate corresponds to the presence or absence of
a term in the divisor polynomial, P(X), excluding the terms 1 and Xn - k.

EXAMPLE 6.8 The architecture of a CRC circuit is best explained by first considering an example, which is illustrated in Figure 6.5. In this example, we use
Data D = 1010001101;
Divisor P = 110101;

D1X2 = X9 + X7 + X3 + X2 + 1
P1X2 = X5 + X4 + X2 + 1

which were used earlier in the discussion.
Figure 6.5a shows the shift register implementation. The process begins with
the shift register cleared (all zeros). The message, or dividend, is then entered,
one bit at a time, starting with the most significant bit. Figure 6.5b is a table that
shows the step-by-step operation as the input is applied one bit at a time. Each
row of the table shows the values currently stored in the five shift-register elements. In addition, the row shows the values that appear at the outputs of the
three XOR circuits. Finally, the row shows the value of the next input bit, which is
available for the operation of the next step.
Note that the XOR operation affects C4 , C2 , and C0 on the next shift. This is
identical to the binary long division process illustrated earlier. The process continues through all the bits of the message. To produce the proper output, two
switches are used. The input data bits are fed in with both switches in the A position. As a result, for the first 10 steps, the input bits are fed into the shift register
and also used as output bits. After the last data bit is processed, the shift register
contains the remainder (FCS) (shown shaded). As soon as the last data bit is provided to the shift register, both switches are set to the B position. This has two
effects: (1) All of the XOR gates become simple pass-throughs; no bits are
changed, and (2) as the shifting process continues, the 5 CRC bits are output.
At the receiver, the same logic is used. As each bit of M arrives, it is inserted
into the shift register. If there have been no errors, the shift register should contain the bit pattern for R at the conclusion of M. The transmitted bits of R now
begin to arrive, and the effect is to zero out the register so that, at the conclusion
of reception, the register contains all 0s.
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Figure 6.5 Circuit with Shift Registers for Dividing by the Polynomial
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Figure 6.6 indicates the general architecture of the shift register implementan-k
tion of a CRC for the polynomial P1X2 = g i = 0 A iXi, where A 0 = A n - k = 1 and
4
all other A i equal either 0 or 1.

6.4 ERROR CORRECTION
Error detection is a useful technique, found in data link control protocols, such as
HDLC, and in transport protocols, such as TCP. However, correction of errors
using an error-detecting code, requires that block of data be retransmitted, as
explained in Chapter 7. For wireless applications this approach is inadequate for
two reasons.
1. The bit error rate on a wireless link can be quite high, which would result in a
large number of retransmissions.
2. In some cases, especially satellite links, the propagation delay is very long compared to the transmission time of a single frame. The result is a very inefficient
system. As is discussed in Chapter 7, the common approach to retransmission
is to retransmit the frame in error plus all subsequent frames. With a long data
link, an error in a single frame necessitates retransmitting many frames.
Instead, it would be desirable to enable the receiver to correct errors in an
incoming transmission on the basis of the bits in that transmission. Figure 6.7 shows
in general how this is done. On the transmission end, each k-bit block of data is

k bits
Codeword

Codeword

FEC
decoder
No error or
correctable
error

FEC
encoder

Detectable but not
correctable error

Data

n bits
Data

Transmitter

Receiver

Figure 6.7 Error Correction Process
4

It is common for the CRC register to be shown shifting to the right, which is the reverse of the analogy
to binary division. Because binary numbers are usually shown with the most significant bit on the left, a
left-shifting register, as is used here, is more appropriate.
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mapped into an n-bit block 1n 7 k2 called a codeword, using an FEC (forward
error correction) encoder. The codeword is then transmitted. During transmission,
the signal is subject to impairments, which may produce bit errors in the signal. At
the receiver, the incoming signal is demodulated to produce a bit string that is similar to the original codeword but may contain errors. This block is passed through an
FEC decoder, with one of four possible outcomes:
1. If there are no bit errors, the input to the FEC decoder is identical to the
original codeword, and the decoder produces the original data block as
output.
2. For certain error patterns, it is possible for the decoder to detect and correct
those errors. Thus, even though the incoming data block differs from the transmitted codeword, the FEC decoder is able to map this block into the original
data block.
3. For certain error patterns, the decoder can detect but not correct the errors. In
this case, the decode simply reports an uncorrectable error.
4. For certain, typically rare, error patterns, the decoder does not detect that any
errors have occurred and maps the incoming n-bit data block into a k-bit block
that differs from the original k-bit block.
How is it possible for the decoder to correct bit errors? In essence, error correction works by adding redundancy to the transmitted message. The redundancy
makes it possible for the receiver to deduce what the original message was, even in
the face of a certain level of error rate. In this section we look at a widely used form
of error-correcting code known as a block error-correcting code. Our discussion
only deals with basic principles; a discussion of specific error-correcting codes is
beyond our scope.
Before proceeding, we note that in many cases, the error-correcting code follows
the same general layout as shown for error-detecting codes in Figure 6.3. That is, the
FEC algorithm takes as input a k-bit block and adds 1n - k2 check bits to that block
to produce an n-bit block; all of the bits in the original k-bit block show up in the n-bit
block. For some FEC algorithms, the FEC algorithm maps the k-bit input into an n-bit
codeword in such a way that the original k bits do not appear in the codeword.

Block Code Principles

To begin, we define a term that shall be of use to us. The Hamming distance d1v1 , v22
between two n-bit binary sequences v1 and v2 is the number of bits in which v1 and
v2 disagree. For example, if
v1 = 011011,

v2 = 110001

then
d1v1 , v22 = 3
Now let us consider the block code technique for error correction. Suppose we
wish to transmit blocks of data of length k bits. Instead of transmitting each block as
k bits, we map each k-bit sequence into a unique n-bit codeword.
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EXAMPLE 6.9
For k = 2 and n = 5, we can make the following assignment:
Data Block
00
01
10
11

Codeword
00000
00111
11001
11110

Now, suppose that a codeword block is received with the bit pattern 00100. This is
not a valid codeword, and so the receiver has detected an error. Can the error be
corrected? We cannot be sure which data block was sent because 1, 2, 3, 4, or even
all 5 of the bits that were transmitted may have been corrupted by noise. However, notice that it would require only a single bit change to transform the valid
codeword 00000 into 00100. It would take two bit changes to transform 00111 to
00100, three bit changes to transform 11110 to 00100, and it would take four bit
changes to transform 11001 into 00100. Thus, we can deduce that the most likely
codeword that was sent was 00000 and that therefore the desired data block is 00.
This is error correction. In terms of Hamming distances, we have
d100000, 001002 = 1; d100111, 001002 = 2;
d111001, 001002 = 4; d111110, 001002 = 3
So the rule we would like to impose is that if an invalid codeword is received,
then the valid codeword that is closest to it (minimum distance) is selected. This
will only work if there is a unique valid codeword at a minimum distance from
each invalid codeword.
For our example, it is not true that for every invalid codeword there is one
and only one valid codeword at a minimum distance. There are 2 5 = 32 possible
codewords of which 4 are valid, leaving 28 invalid codewords. For the invalid
codewords, we have the following:
Invalid
Codeword

Minimum
Distance

Valid
Codeword

Invalid
Codeword

Minimum
Distance

Valid
Codeword

00001

1

00000

10000

1

00000

00010

1

00000

10001

1

11001

00011

1

00111

10010

2

00000 or 11110

00100

1

00000

10011

2

00111 or 11001

00101

1

00111

10100

2

00000 or 11110

00110

1

00111

10101

2

00111 or 11001

01000

1

00000

10110

1

11110

01001

1

11001

10111

1

00111

01010

2

00000 or 11110

11000

1

11001

01011

2

00111 or 11001

11010

1

11110
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01100

2

00000 or 11110

11011

1

11001

01101

2

00111 or 11001

11100

1

11110

01110

1

11110

11101

1

11001

01111

1

00111

11111

1

11110

199

There are eight cases in which an invalid codeword is at a distance 2 from two
different valid codewords. Thus, if one such invalid codeword is received, an error
in 2 bits could have caused it and the receiver has no way to choose between the
two alternatives. An error is detected but cannot be corrected. However, in every
case in which a single bit error occurs, the resulting codeword is of distance 1
from only one valid codeword and the decision can be made. This code is therefore capable of correcting all single-bit errors but cannot correct double bit
errors. Another way to see this is to look at the pairwise distances between valid
codewords:
d100000, 001112 = 3;
d100111, 110012 = 4;

d100000, 110012 = 3; d100000, 111102 = 4;
d100111, 111102 = 3; d111001, 111102 = 3;

The minimum distance between valid codewords is 3. Therefore, a single bit
error will result in an invalid codeword that is a distance 1 from the original valid
codeword but a distance at least 2 from all other valid codewords. As a result, the
code can always correct a single-bit error. Note that the code also will always
detect a double-bit error.

The preceding example illustrates the essential properties of a block errorcorrecting code. An (n, k) block code encodes k data bits into n-bit codewords.
Typically, each valid codeword reproduces the original k data bits and adds to them
1n - k2 check bits to form the n-bit codeword. Thus the design of a block code is
equivalent to the design of a function of the form vc = f1vd2, where vd is a vector of
k data bits and vc is a vector of n codeword bits.
With an (n, k) block code, there are 2 k valid codewords out of a total of 2 n
possible codewords. The ratio of redundant bits to data bits, 1n - k2/k, is called
the redundancy of the code, and the ratio of data bits to total bits, k/n, is called the
code rate. The code rate is a measure of how much additional bandwidth is
required to carry data at the same data rate as without the code. For example, a
code rate of 1/2 requires double the transmission capacity of an uncoded system to
maintain the same data rate. Our example has a code rate of 2/5 and so requires
2.5 times the capacity of an uncoded system. For example, if the data rate input to
the encoder is 1 Mbps, then the output from the encoder must be at a rate of 2.5
Mbps to keep up.
For a code consisting of the codewords w1 , w2 , Á , ws , where s = 2 n, the minimum distance dmin of the code is defined as
dmin =

min
[d1wi , wj2]
i Z j
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It can be shown that the following conditions hold. For a given positive integer t,
if a code satisfies dmin Ú 12t + 12, then the code can correct all bit errors up to
and including errors of t bits. If dmin Ú 2t, then all errors … 1t - 12 bits can be
corrected and errors of t bits can be detected but not, in general, corrected. Conversely, any code for which all errors of magnitude … t are corrected must satisfy
dmin Ú 12t + 12, and any code for which all errors of magnitude … 1t - 12 are
corrected and all errors of magnitude t are detected must satisfy dmin Ú 2t.
Another way of putting the relationship between dmin and t is to say that the
maximum number of guaranteed correctable errors per codeword satisfies
t = j

dmin - 1
k
2

where :x; means the largest integer not to exceed x (e.g., :6.3; = 6). Furthermore,
if we are concerned only with error detection and not error correction, then the
number of errors, t, that can be detected satisfies
t = dmin - 1
To see this, consider that if dmin errors occur, this could change one valid codeword into another. Any number of errors less than dmin can not result in another
valid codeword.
The design of a block code involves a number of considerations.
1. For given values of n and k, we would like the largest possible value of dmin .
2. The code should be relatively easy to encode and decode, requiring minimal
memory and processing time.
3. We would like the number of extra bits, 1n - k2, to be small, to reduce bandwidth.
4. We would like the number of extra bits, 1n - k2, to be large, to reduce error
rate.
Clearly, the last two objectives are in conflict, and tradeoffs must be made.
It is instructive to examine Figure 6.8, based on [LEBO98]. The literature on
error-correcting codes frequently includes graphs of this sort to demonstrate the
effectiveness of various encoding schemes. Recall from Chapter 5 that coding can be
used to reduce the required Eb/N0 value to achieve a given bit error rate.5 The coding
discussed in Chapter 5 has to do with the definition of signal elements to represent
bits. The coding discussed in this chapter also has an effect on Eb/N0 . In Figure 6.8,
the curve on the right is for an uncoded modulation system; the shaded region represents the area in which improvement can be achieved. In this region, a smaller
BER (bit error rate) is achieved for a given Eb/N0 , and conversely, for a given BER,
a smaller Eb/N0 is required. The other curve is a typical result of a code rate of onehalf (equal number of data and check bits). Note that at an error rate of 10 -6, the
use of coding allows a reduction in Eb/N0 of 2.77 dB. This reduction is referred to as
5
Eb/N0 is the ratio of signal energy per bit to noise power density per Hertz; it is defined and discussed in
Chapter 3.
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How Coding Improves System Performance

the coding gain, which is defined as the reduction, in decibels, in the required Eb/N0
to achieve a specified BER of an error-correcting coded system compared to an
uncoded system using the same modulation.
It is important to realize that the BER for the second rate 1/2 curve refers to
the rate of uncorrected errors and that the Eb value refers to the energy per data bit.
Because the rate is 1/2, there are two bits on the channel for each data bit, and the
energy per coded bit is half that of the energy per data bit, or a reduction of 3 dB to
a value of 8 dB. If we look at the energy per coded bit for this system, then we see
that the channel bit error rate is about 2.4 * 10-2, or 0.024.
Finally, note that below a certain threshold of Eb/N0, the coding scheme actually degrades performance. In our example of Figure 6.8, the threshold occurs at
about 5.4 dB. Below the threshold, the extra check bits add overhead to the system
that reduces the energy per data bit causing increased errors. Above the threshold,
the error-correcting power of the code more than compensates for the reduced Eb,
resulting in a coding gain.

6.5 LINE CONFIGURATIONS
Two characteristics that distinguish various data link configurations are topology
and whether the link is half duplex or full duplex.

Topology
The topology of a data link refers to the physical arrangement of stations on a transmission medium. If there are only two stations (e.g., a terminal and a computer or
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Terminals
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Host
(primary)

(a) Point-to-point

(b) Multipoint

Figure 6.9

Traditional Computer/Terminal Configurations

two computers), the link is point to point. If there are more than two stations, then it
is a multipoint topology. Traditionally, a multipoint link has been used in the case of
a computer (primary station) and a set of terminals (secondary stations). In today’s
environments, the multipoint topology is found in local area networks.
Traditional multipoint topologies are made possible when the terminals are
only transmitting a fraction of the time. Figure 6.9 illustrates the advantages of the
multipoint configuration. If each terminal has a point-to-point link to its computer,
then the computer must have one I/O port for each terminal. Also there is a separate transmission line from the computer to each terminal. In a multipoint configuration, the computer needs only a single I/O port and a single transmission line,
which saves costs.

Full Duplex and Half Duplex
Data exchanges over a transmission line can be classified as full duplex or half
duplex. With half-duplex transmission, only one of two stations on a point-to-point
link may transmit at a time. This mode is also referred to as two-way alternate, suggestive of the fact that two stations must alternate in transmitting. This can be
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compared to a one-lane, two-way bridge. This form of transmission is often used for
terminal-to-computer interaction. While a user is entering and transmitting data, the
computer is prevented from sending data to the terminal, which would appear on
the terminal screen and cause confusion.
For full-duplex transmission, two stations can simultaneously send and receive
data from each other. Thus, this mode is known as two-way simultaneous and may be
compared to a two-lane, two-way bridge. For computer-to-computer data exchange,
this form of transmission is more efficient than half-duplex transmission.
With digital signaling, which requires guided transmission, full-duplex operation usually requires two separate transmission paths (e.g., two twisted pairs), while
half duplex requires only one. For analog signaling, it depends on frequency: If a station transmits and receives on the same frequency, it must operate in half-duplex
mode for wireless transmission, although it may operate in full-duplex mode for
guided transmission using two separate transmission lines. If a station transmits on
one frequency and receives on another, it may operate in full-duplex mode for wireless transmission and in full-duplex mode with a single line for guided transmission.
It is possible to transmit digital signals simultaneously in both directions on a
single transmission line using a technique called echo cancellation. This is a signal
processing technique whose explanation is beyond the scope of this book.

6.6 RECOMMENDED READING
The classic treatment of error detecting codes and CRC is [PETE61]. [RAMA88] is an excellent tutorial on CRC.
[STAL05] discusses most of the widely used error-correcting codes. [ADAM91] provides comprehensive treatment of error-correcting codes. [SKLA01] contains a clear, wellwritten section on the subject. Two useful survey articles are [BERL87] and [BHAR83]. A
quite readable theoretical and mathematical treatment of error-correcting codes is [ASH90].
[FREE98] provides good coverage of many physical layer interface standards.
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6.7 KEY TERMS, REVIEW QUESTIONS, AND PROBLEMS
Key Terms
asynchronous transmission
codeword
cyclic code
cyclic redundancy check (CRC)
EIA-232
error correction
error-correcting code (ECC)
error detection

error-detecting code
forward error correction (FEC)
frame
frame check sequence (FCS)
full duplex
half duplex
Hamming code
Hamming distance

interchange circuits
Integrated Services Digital
Network (ISDN)
modem
parity bit
parity check
point-to-point
synchronous transmission

Review Questions
6.1.
6.2.
6.3.
6.4.
6.5.
6.6.
6.7.
6.8.
6.9.

How is the transmission of a single character differentiated from the transmission of
the next character in asynchronous transmission?
What is a major disadvantage of asynchronous transmission?
How is synchronization provided for synchronous transmission?
What is a parity bit?
What is the CRC?
Why would you expect a CRC to detect more errors than a parity bit?
List three different ways in which the CRC algorithm can be described.
Is it possible to design an ECC that will correct some double bit errors but not all
double bit errors? Why or why not?
In an (n, k) block ECC, what do n and k represent?

Problems
6.1

6.2

6.3

Suppose a file of 10,000 bytes is to be sent over a line at 2400 bps.
a. Calculate the overhead in bits and time in using asynchronous communication.
Assume one start bit and a stop element of length one bit, and 8 bits to send the
byte itself for each character. The 8-bit character consists of all data bits, with no
parity bit.
b. Calculate the overhead in bits and time using synchronous communication.
Assume that the data are sent in frames. Each frame consists of 1000 characters 
8000 bits and an overhead of 48 control bits per frame.
c. What would the answers to parts (a) and (b) be for a file of 100,000 characters?
d. What would the answers to parts (a) and (b) be for the original file of 10,000 characters except at a data rate of 9600 bps?
A data source produces 7-bit IRA characters. Derive an expression of the maximum
effective data rate (rate of IRA data bits) over an x-bps line for the following:
a. Asynchronous transmission, with a 1.5-unit stop element and a parity bit.
b. Synchronous transmission, with a frame consisting of 48 control bits and 128 information bits. The information field contains 8-bit (parity included) IRA characters.
c. Same as part (b), except that the information field is 1024 bits.
Demonstrate by example (write down a few dozen arbitrary bit patterns; assume one
start bit and a stop element of length one bit) that a receiver that suffers a framing
error on asynchronous transmission will eventually become realigned.
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6.4
6.5

6.6

6.7
6.8

6.9
6.10

6.11

6.12
6.13
6.14

6.15

6.16
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Suppose that a sender and receiver use asynchronous transmission and agree
not to use any stop elements. Could this work? If so, explain any necessary conditions.
An asynchronous transmission scheme uses 8 data bits, an even parity bit, and a stop
element of length 2 bits. What percentage of clock inaccuracy can be tolerated at the
receiver with respect to the framing error? Assume that the bit samples are taken at
the middle of the clock period. Also assume that at the beginning of the start bit the
clock and incoming bits are in phase.
Suppose that a synchronous serial data transmission is clocked by two clocks (one at
the sender and one at the receiver) that each have a drift of 1 minute in one year.
How long a sequence of bits can be sent before possible clock drift could cause a
problem? Assume that a bit waveform will be good if it is sampled within 40% of its
center and that the sender and receiver are resynchronized at the beginning of each
frame. Note that the transmission rate is not a factor, as both the bit period and the
absolute timing error decrease proportionately at higher transmission rates.
Would you expect that the inclusion of a parity bit with each character would change
the probability of receiving a correct message?
Two communicating devices are using a single-bit even parity check for error detection. The transmitter sends the byte 10101010 and, because of channel noise, the
receiver gets the byte 10011010. Will the receiver detect the error? Why or why not?
What is the purpose of using modulo 2 arithmetic rather than binary arithmetic in
computing an FCS?
Consider a frame consisting of two characters of four bits each. Assume that the probability of bit error is 10-3 and that it is independent for each bit.
a. What is the probability that the received frame contains at least one error?
b. Now add a parity bit to each character. What is the probability?
Using the CRC-CCITT polynomial, generate the 16-bit CRC code for a message consisting of a 1 followed by 15 0s.
a. Use long division.
b. Use the shift register mechanism shown in Figure 6.6.
Explain in words why the shift register implementation of CRC will result in all 0s at
the receiver if there are no errors. Demonstrate by example.
For P = 110011 and M = 11100011, find the CRC.
A CRC is constructed to generate a 4-bit FCS for an 11-bit message. The generator
polynomial is X4 + X3 + 1.
a. Draw the shift register circuit that would perform this task (see Figure 6.6).
b. Encode the data bit sequence 10011011100 (leftmost bit is the least significant)
using the generator polynomial and give the codeword.
c. Now assume that bit 7 (counting from the LSB) in the codeword is in error and
show that the detection algorithm detects the error.
a. In a CRC error-detecting scheme, choose P1x2 = x 4 + x + 1. Encode the bits
10010011011.
b. Suppose the channel introduces an error pattern 100010000000000 (i.e., a flip
from 1 to 0 or from 0 to 1 in position 1 and 5). What is received? Can the error be
detected?
c. Repeat part (b) with error pattern 100110000000000.
A modified CRC procedure is commonly used in communications standards. It is
defined as follows:
X16D1X2 + XkL1X2
P1X2
FCS = L1X2 + R1X2

= Q +

R1X2
P1X2
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where
L1X2 = X15 + X14 + X13 + Á + X + 1

6.17

6.18

6.19

6.20
6.21
6.22

and k is the number of bits being checked (address, control, and information fields).
a. Describe in words the effect of this procedure.
b. Explain the potential benefits.
c. Show a shift register implementation for P1X2 = X16 + X12 + X5 + 1.
Calculate the Hamming pairwise distances among the following codewords:
a. 00000, 10101, 01010
b. 000000, 010101, 101010, 110110
Section 6.4 discusses block error-correcting codes that make a decision on the
basis of minimum distance. That is, given a code consisting of s equally likely
codewords of length n, for each received sequence v, the receiver selects the
codeword w for which the distance d(w, v) is a minimum. We would like to prove
that this scheme is “ideal” in the sense that the receiver always selects the codeword for which the probability of w given v, p1w ƒ v2, is a maximum. Because all
codewords are assumed equally likely, the codeword that maximizes p1w ƒ v2 is the
same as the codeword that maximizes p1v ƒ w2.
a. In order that w be received as v, there must be exactly d(w, v) errors in transmission, and these errors must occur in those bits where w and v disagree. Let b be
the probability that a given bit is transmitted incorrectly and n be the length of a
codeword. Write an expression for p1v ƒ w2 as a function of b, d(w, v), and n. Hint:
The number of bits in error is d(w, v) and the number of bits not in error is
n - d1w, v2.
b. Now compare p1v ƒ w12 and p1v ƒ w22 for two different codewords w1 and w2 by calculating p1v ƒ w12/p1v ƒ w22.
c. Assume that 0 6 b 6 0.5 and show that p1v ƒ w12 7 p1v ƒ w22 if and only if
d1v, w12 6 d1v, w22. This proves that the codeword w that gives the largest value
of p1v ƒ w2 is that word whose distance from v is a minimum.
Section 6.4 states that for a given positive integer t, if a code satisfies dmin Ú 2t + 1,
then the code can correct all bit errors up to and including errors of t bits. Prove this
assertion. Hint: Start by observing that for a codeword w to be decoded as another
codeword w œ , the received sequence must be at least as close to w œ as to w.
Note: The remaining problems concern material in Appendix G.
Draw a timing diagram showing the state of all EIA-232 leads between two DTEDCE pairs during the course of a data call on the switched telephone network.
Explain the operation of each null modem connection in Figure G.5.
For the V.24/EIA-232 Remote Loopback circuit to function properly, what circuits
must be logically connected?

